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Welcome to System Manager Help

This Help includes information about how to configure, manage, and monitor Data ONTAP 7G
(starting from 7.2.3) and Data ONTAP 8.x 7-Mode storage systems and storage objects by using
System Manager. The table of contents, search, index, and favorites in the Help system help you find
the relevant information needed to achieve your goals.

The structure of the Help is similar to what you see on the GUI. Help is also available from each
window and its respective tabs. To learn about a specific window parameter, you can click the Help

icon (@).






System Manager

Understanding System Manager

System Manager enables you to manage storage systems including storage elements such as disks,
volumes, and aggregates. System Manager provides a Web-based graphical management interface to
manage common storage system functions from a Web browser.

You can use System Manager to manage single systems and HA configurations running the
following versions of Data ONTAP:

» Data ONTAP 7G (starting from 7.2.3)
» Data ONTAP 8.x 7-Mode

Note: In the Data ONTAP 8.x 7-Mode product name, the term 7-Mode signifies that the 8.x
release has the same features and functionality found in the prior Data ONTAP 7.1, 7.2, and 7.3
release families.

You can also manage V-Series systems.
System Manager enables you to perform many common tasks such as:

» Configure and manage storage elements such as disks, aggregates, volumes, gtrees, and quotas.
» Configure protocols such as CIFS.and NFS and provision file sharing.

» Configure protocols such as FCand iSCSI for block access.

» Create vFiler units and manage them.

» Set up SnapMirror relationships and manage SnapMirror tasks.

» Manage HA configurations and perform takeover and giveback.

» Monitor and manage your storage systems.

Storage resource management
You can use System Manager to manage the resources of your storage system.

You can use System Manager to perform the following tasks:

« Manage volumes and disks

» Increase data availability through Snapshot copies

» Back up and recover data

» Create aggregates, LUNSs, and gtrees

« Manage shares, exports, and CIFS sessions

» Manage network interfaces

» Check the dashboard for performance of the storage objects and status
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e Monitor system health

Storage system discovery

The Discover Storage Systems dialog box lists all storage systems discovered by System Manager.
You can use this dialog box to discover storage systems or a high availability pair on a network
subnet and add them to the list of managed systems.

When you add one of the systems in a high availability pair, the partner system is automatically
added to the list of managed systems. You can type the IP address in any of the following formats:
A.B.C.D, AB.C,AB.C.*, or AB.C.D/24.

Credential caching
You can cache (save) your storage system server login and password information for future System
Manager sessions.

By default, credential caching in System Manager is turned on. You have to supply your user name
and password the first time you log in to a storage system. If both nodes of an HA pair have the same
credentials, you have to supply the credentials only once.

After you enable the credential caching option, all storage system credentials are encrypted and saved
to the user settings file. When you update storage system credential information, the user settings file
is updated and saved. If System Manager shuts down unexpectedly, the saved credentials are
available the next time you start System Manager. If you clear the credential caching option, all of
the encrypted credentials are immediately erased from the user settings file.

System logging
System logging is an essential tool for application troubleshooting. It is helpful to enable system
logging so that if there is.a problem with an application, the problem can be located. You can enable
System Manager logging at runtime without modifying the application binary.

Log output can be so voluminous that it quickly becomes overwhelming. System Manager enables
you to refine the logging output by selecting which type of log statements are output. By default,
system logging is set to INFO. You can choose one of the following log levels:

« OFF

* FATAL
» ERROR
« WARN
* INFO

+ DEBUG
* TRACE

These levels function hierarchically. The log level set to OFF indicates no logging of messages.
TRACE level logging includes all logs ranging from DEBUG to FATAL.
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System Manager window layout customization

System Manager enables you to customize the window layout. By customizing the windows, you can
control which data is viewable or how it is displayed.

Sorting You can click the column headings to display the sort arrows ( ¥ and & ),

and then use the sort arrows to specify the sort order of the entries.

Filtering You can use the filter ( = ) to display only those entries that pertain to the
conditions provided. You can select one or more values to use as a filter. The
column heading is highlighted if a filter is applied.

For example, you can search for alarms configured for a particular event type,
Aggregate Overcommitted. In the Alarms tab, you can use the filter in the Event
column. You can use the string filter to search for alarms configured for the
event, "Aggregate Overcommitted.” In the string filter, when you type *aggr, all
events whose names start with "aggr" is listed.

Hiding or

redisplaying the
columns

& A
You can click the column display icon (_=Jﬂ) to select or clear columns for
viewing.

Customizing the You can drag the bottom of the list area up or down to resize the main areas of
layout the window. You can drag vertical dividers to resize the width of columns or
other areas of the window.

Access to your favorite topics

You can quickly access a particular subject that you often look up by bookmarking topics in the
Favorites tab of the Help system.

Icons used in the application interface

You can view the icons in the interface to get quick information about systems and operations, and to
open other windows such as the application Help.

Icons that do not have labels in the interface are defined below.

Home tab icons

You might see the following icons in the Home tab.

Icon | Name Description
] Normal The storage system is up and running with no problems.
f "'-:_ Warning There are minor issues, but none that require immediate attention. .
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Icon | Name Description
Error Problems that might eventually result in downtime require attention.
Critical The storage system is not serving data or cannot be contacted.

Immediate attention is required.

Individual system The system type is an individual storage system.

High availability pair | The system type is a high-availability pair.

Unknown system The system type is unknown or unavailable.

BB E|| @O

Dashboard window icons

You might see the following icons when viewing the dashboard for a selected storage system or HA

pair.
Icon | Name Description
7 Help button Opens a help window with information about that dashboard pane.
Link arrow If this is displayed next to a line item in a dashboard pane, clicking it links
button to another page where you can get more information about the line item or

make changes to the line item.

When to use Data ONTAP command line interface

You can perform most of Data ONTAP tasks by using the System Manager GUI. However, you can
perform some tasks only from the command-line interface (CLI).

The following table lists the Data ONTAP tasks and the interface you have to use to perform these

tasks:
Category Task System Manager Command Line
Interface
Qtree Creating a qtree Creating a qtree
Volume Creating a volume Creating a volume

Deleting a volume Deleting a volume
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Support for troubleshooting issues in System Manager

If you encounter any issues when using the System Manager application, you can create a support
bundle that includes your system configuration data and log files. You can send this bundle to
technical support to help troubleshoot the issues.

The bundle contains the following data:

» System configuration details such as the version of application, the name of the operating system
hosting the application, and the browser used to launch the application

» The application configuration information, including the name, IP address, status, type, model,
and ID of the storage systems that is being currently managed by the user who is logged in now
and is using System Manager.

« Log files created by System Manager application — These files records the error that occur in the
application during the course of managing the storage systems.

Note: No sensitive information such as storage system credentials is collected as part of the
bundle.

Creating a support bundle

You can create a support bundle from System Manager and send it to technical support to analyze
and resolve issues with System Manager.

Steps

1. In the System Manager application window,, click Help > Support Bundle.

2. Create the support bundle.

Configuring System Manager

Adding storage systems

If you know the host name or IP address of a storage system, you can add a storage system by using
the Add dialog box. You can add storage systems that are in a HA configuration.

Before you begin

Your storage systems must be running a supported version of Data ONTAP.
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About this task

If you are adding one of the storage systems from a high-availability pair, the partner node is
automatically added to the list of managed systems. If a high-availability partner node is down, you
can add the working storage node.

Steps

1. From the Home tab, click Add to add a storage system.

2. Type the fully qualified DNS host name, or the IPv4 or IPv6 address of the storage system and
click Add.

Result

The storage system or the high-availability pair that you added is included in the list of managed
systems.

Removing storage systems

You can remove one or more storage systems from the list of managed systems from the . You need
to select and remove only one of the storage systems in an high availability configuration to remove
both systems.

Step

1. From the Home tab, select one or more storage systems from the list of managed systems and
click Remove.

Discovering storage systems

You can use the Discover Storage Systems dialog box to discover storage systems or a high-
availability pair of storage systems on a network subnet and add them to the list of managed systems.

Before you begin

Your storage systems must be running a supported version of Data ONTAP.

About this task

If you are adding one of the storage controllers from a high-availability pair, the partner system is
automatically added to the list of managed systems.

Steps

1. From the Home tab, click Discover.

2. Inthe Discover Storage Systems dialog box, type the subnet IP address and click Discover.
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3. Select one or more storage systems from the list of discovered systems and click Add Selected
Systems.

4. Verify that the storage system or the HA pair that you added is included in the list of managed
systems.

Saving your storage system credentials

You can save or cache your storage system user name and password for future System Manager
sessions.

Steps
1. Inthe System Manager application window, click Tools > Options.

2. Select the "Enable password caching™ check box and click Save and Close.

Configuring system logging
You can enable verbose API logging for your system and select the level of detail recorded.
Steps

1. Inthe System Manager application window, click Tools > Options.
2. Inthe Options dialog box, select TRACE log level.

Note: API logging results in a significant increase in the log output.

3. Click Save and Close.

Viewing System Manager application information
You can use the Help menu on the menu bar to view information about System Manager.

Steps
1. Inthe System Manager application window, click Help > About NetApp System Manager.
2. Click Configuration.

Window descriptions

Home tab
The Home tab provides a location to view managed storage systems. You can use the window

command buttons to discover, display, and complete the initial configuration of your storage system.

e Command buttons
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e Systems list

Command buttons

Login

Discover

Add
Remove

Refresh

Systems |

Opens the management window for a selected storage system. You can use the window
to manage storage objects and vFiler units, and manage mirror relationships. Also, you
can configure users, groups, network settings, protocols, system security, and system
tools.

Opens the Discover Storage Systems dialog box. You can use this dialog box to discover
with preferred SNMP options and add storage systems.

Opens the Add a System dialog box. You can use this dialog box to add storage systems.
Remaoves one or more selected storage systems from the list of managed systems.

Updates the information in the window.

ist

The systems list displays the list of managed storage system along with the address, status, type,
version, model, and ID of each system.

Storage system name Specifies the storage system name.

Address
Status

Type

Version
Model
System ID

Specifies the IP.address of the storage system.
Specifies the current status of the storage system.

Specifies the type of storage system as an HA pair or a single storage
system.

Specifies the version number of the operating system.
Specifies the storage system model.

Specifies the 1D of the storage system



Dashboard window

The dashboard contains multiple information panels that provide cumulative at-a-glance information
about your system and its performance. You can use the Dashboard window to view various aspects
of your storage management environment, such as space and CPU utilization, status of storage
objects, notifications, system properties, network throughput, and protocol operations.

The available tabs and panels in storage systems running Data ONTAP 7-Mode or 7G are as follows:
» Panels in System tab

» Capacity
» Notifications/Reminders
e Aggregates

* Volumes
» Properties
e Disks

* Panels in Performance tab

e CPU Utilization
* 1/O Throughput
» Protocol Ops

« Protocol Latency

Monitoring storage systems
The dashboard enables you to monitor the health and performance of storage systems. You can also
identify hardware problems and storage configuration issues by using the dashboard.
Steps
1. From the Home tab, double-click the appropriate storage system.
2. Inthe navigation pane, click the top most entry, which is the name of the storage system.

3. View the details in the dashboard panels.






Storage node

If you have not configured your storage system, the Frequent Tasks window provides access to the
Storage Configuration wizard. If you have already configured your storage system, you can click the
other links such as "Create Volume" to manage the resources of your storage system.

Frequent Tasks

Storage Configuration Starts the Storage Configuration wizard.

Wizard Note: This is the only link that is displayed in the Frequent

Tasks window if you have not configured your storage system.

Create Aggregate Starts the Create Aggregate wizard.

Create Volume Opens the Create Volume dialog box.

Create LUN Starts the Create LUN wizard.

Create Qtree Open the Create Qtree dialog box.

Create Export Opens the Create Export dialog box.

Provision Storage for Starts the Create NFS Datastore for VMware wizard.
VMware

Create SnapMirror Starts the SnapMuirror Relationship Create wizard.
Relationship

Data ONTAP storage architecture overview

Storage architecture refers to how Data ONTAP provides data storage resources to host or client
systems and applications. Data ONTAP distinguishes between the physical layer of data storage
resources and the logical layer.

« The physical layer includes disks, array LUNs, RAID groups, plexes, and aggregates.

Note: A disk is the basic unit of storage for storage systems that use Data ONTAP to access
native disk shelves. An array LUN is the basic unit of storage that a third-party storage array
provides to a storage system that runs Data ONTAP.

» The logical layer includes the file systems— volumes, gtrees, logical unit numbers (LUNSs)— and
the directories and files that store data.

Note: LUNSs are storage target devices in iSCSI and FC networks.

Aggregates provide storage to volumes. Aggregates can be composed of either disks or array LUNSs,
but not both. Data ONTAP organizes the disks or array LUNSs in an aggregate into one or more RAID
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groups. Aggregates have one or two plexes, depending on whether RAID-level mirroring
(SyncMirror), is in use. There are two types of aggregates: 32-bit and 64-bit. An aggregate's type
affects its maximum size, as well as the type of the volumes it contains..

Volumes are data containers. Clients can access the data in volumes through the access protocols
supported by Data ONTAP. These protocols include Network File System (NFS), Common Internet
File System (CIFS), HyperText Transfer Protocol (HTTP), Web-based Distributed Authoring and
Versioning (WebDAV), Fibre Channel Protocol (FCP), and Internet SCSI (iSCSI).

You can partition volumes and control resource usage using gtrees. You can create LUNSs for use in a
SAN environment, using the FCP or iSCSI access protocols. Volumes, gtrees, and LUNSs contain
directories and files.

Note: Starting in Data ONTAP 7.3, V-Series systems also support native disk shelves. See the V-
Series Implementation Guide for Native Disk Shelves for more information.

Related information

Data ONTAP Information Library

Storage units for managing disk space

To properly provision storage, it is important to define and distinguish between the different units of
storage.

The following list defines the various storage units:

Plexes A plex is a collection of one or more Redundant Array of Independent Disks
(RAID) groups that together provide the storage for one or more Write Anywhere
File Layout (WAFL) file system aggregates or traditional volumes.

Data ONTAP uses plexes as the unit of RAID-level mirroring when the SyncMirror
software is enabled.

Aggregates  an aggregate is the physical layer of storage that consists of the disks within the
RAID groups and the plexes that contain the RAID groups.

It is a collection of one or two plexes, depending on whether you want to take
advantage of RAID-level mirroring. If the aggregate is unmirrored, it contains a
single plex. Aggregates provide the underlying physical storage for traditional and
FlexVol volumes.

Tradit_ional A traditional volume is directly tied to the underlying aggregate and its properties.

or flexible When you create a traditional volume, Data ONTAP creates the underlying

volumes aggregate based on the properties you assign with the vol cr eat e command, such
as the disks assigned to the RAID group and RAID-level protection.


http://now.netapp.com/NOW/knowledge/docs/ontap/ontap_index.shtml#Data%20ONTAP%20for%20gFiler/

Storage node | 35

A FlexVol volume is a volume that is loosely coupled to its containing aggregate. A
FlexVol volume can share its containing aggregate with other FlexVol volumes.
Thus, a single aggregate can be the shared source of all the storage used by all the
FlexVol volumes contained by that aggregate.

You can use either traditional or FlexVVol volumes to organize and manage system
and user data. A volume can hold gtrees and LUNSs.

After you set up the underlying aggregate, you can create, clone, or resize FlexVol
volumes without regard to the underlying physical storage. You do not have to
manipulate the aggregate frequently.

Qtrees A gtree is a subdirectory of the root directory of a volume. You can use gtrees to
subdivide a volume in order to group LUNSs.

LUNs A LUN is a logical unit of storage that represents all or part of an underlying
physical disk.

You can create LUNSs in the root of a volume (traditional or flexible) or in the root
of a gtree.

Note: You should not create LUNS in the root volume because it is used by Data
ONTAP for system administration. The default root volume is /vol/volO.

For detailed information about storage units, see the Data ONTAP 7-Mode Storage Management
Guide.

Related information

Data ONTAP documentation.on NOW - now.netapp.com/NOW/knowledge/docs/ontap/
ontap_index.shtml

Storage limits

There are limits for aggregates, FlexVVol volumes, traditional volumes, FlexCache volumes,
FlexClone volumes, files, and LUNSs, qgtrees and RAID groups that you should consider when
planning your storage architecture.

Limits are listed in the following sections:

e Volume limits on page 35

* Aggregate limits on page 37

* RAID group limits on page 38

* RAID group sizes on page 38

e FlexClone file and FlexClone LUN limits on page 39
»  Minimum sizes for root FlexVVol volumes on page 40
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Maximum per system

Limit Native storage Back-end storage | Notes
arrays
Aggregates and 100 100 In an HA pair, this limit
traditional volumes applies to each node
(combined) individually, so the overall
Mirrored aggregates |64 64 You can create more than 64
Maximum suggested mirrored aggregates on a
per system storage system, but doing so
could cause plex
synchronization problems
after certain types of failures.
Array LUNs N/A Model-dependent See the V-Series Support
Minimum size for root Matrix.
volume
Files 16 TB 16 TB
Maximum size in 32-
bit Flex\Vol volume or
traditional volume
Files 16 TB 16 TB
Maximum size in 64-
bit volume
FlexCache volumes | 100 100

FlexVol volumes
Maximum per system

All other models:

500

All other models:
500

In an HA pair, these limits
apply to each node
individually, so the overall
limit for the pair is doubled.

If you plan to perform a non-
disruptive upgrade, the
limitation on the number of
FlexVol volumes you can
have might be smaller than
the numbers listed here. For
more information, see the
Data ONTAP 7-Mode
Upgrade Guide.
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Limit

Native storage

Back-end storage
arrays

Notes

FlexVol volumes 20 MB 20 MB
Minimum size
FlexVol volumes (32- |16 TB 16 TB

bit)
Maximum size

FlexVol volumes (64-
bit)
Maximum size

Model-dependent

Model-dependent

See the System Configuration
Guide.

FlexVol root volumes
Minimum size

Model-dependent

Model-dependent

See table below.

Links (hard)

Maximum per parent
directory

99,998

99,998

Qtrees

Maximum number per
volume

4,995

4,995

Subdirectories

Maximum per parent
directory

99,998

99,998

Traditional volumes
Maximum size

16 TB

16 TB

Traditional volumes
and aggregates

Maximum per system

100

100

In an HA pair, this limit
applies to each node
individually, so the overall
limit for the pair is doubled.
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Maximum size

Limit Native storage Back-end storage | Notes

arrays
Aggregates and 100 100 In an HA pair, this limit
traditional volumes applies to each node
(combined) individually, so the overall
Aggregates (32-bit) 16 TB 16 TB

Aggregates (64-bit)
Maximum size

Model-dependent

Model-dependent

See the System Configuration
Guide.

Aggregates
Minimum size

N/A

10GB

Array LUNs

Maximum per
aggregate

N/A

Model-dependent

See the V-Series Support
Matrix.

RAID groups

Maximum per
aggregate

150

150

Traditional volumes

Maximum size

16 TB

16 TB

RAID group limits

Maximum per
aggregate

Limit Native storage Back-end storage | Notes
arrays

RAID groups 400 400

Maximum per system

RAID groups 150 150
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RAID type Default size Maximum size Minimum size
RAID-DP ATA/BSAS/SATA: 14 | ATA/BSAS/SATA: 20 |3
FC/SAS: 16 FC/SAS: 28
SSD: 23 SSD: 28
RAID4 ATA/BSAS/SATA: 7 | ATA/BSAS/SATA:7 |2
FC/SAS/SSD: 8 FC/SAS/SSD: 14
RAIDO 8 26 1
FlexClone file and FlexClone LUN limits
Limit Native storage Back-end storage | Notes
arrays
Maximum per file or | 255 255 If you try to create more than
LUN 255 clones, Data ONTAP
automatically creates a new
physical copy of the parent
file or LUN.
This limit could be lower for
FlexVol volumes that use
deduplication.
Maximum 16 16
simultaneous
operations per FlexVol
volume
Maximum 500 500
simultaneous
operations per storage
system
Maximum size of 16 TB 16 TB
FlexVol volume
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Limit Native storage Back-end storage | Notes

arrays
Maximum total shared |16 TB 16 TB Any subsequent attempts to
data per FlexVol create FlexClone files or
volume FlexClone LUNSs after the

maximum size is reached
cause Data ONTAP to create
physical copies of the parent

file or LUN.

Minimum sizes for root FlexVol volumes

Storage system model Minimum root FlexVol volume size
3040 160 GB

3070 230 GB

6030 250 GB

6040 250 GB

6070 250 GB

6080 250 GB

Data ONTAP 7-Mode conceptual information

System Manager Help provides basic Data ONTAP 7-Mode conceptual information that is relevant
to the tasks that you can perform using System Manager. For more in-depth conceptual information
that you might require for configuration, monitoring, and management of storage objects and storage
systems, you can see the Data ONTAP documentation available on the NetApp Support Site.

You can access the following related Data ONTAP 7-Mode documentation from the NetApp Support

Site.

Storage Management This document describes how to configure, operate, and manage the

Guide storage resources for storage systems running Data ONTAP 7-Mode.
It covers disks, RAID groups, plexes, and aggregates, and how file
systems, or volumes, and qtrees are used to organize and manage
data.

System Administration This document describes how to configure, operate, and manage

Guide storage systems that run Data ONTAP software.



High Availability
Configuration Guide

Multistore Management
Guide

Network Management
Guide

Storage Efficiency
Management Guide

Block Access Management
Guide for iSCSI and FC

File Access and Protocols
Management Guide

Data Protection Online
Backup and Recovery
Guide

Archive and Compliance
Guide

Related information
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This document describes installation and management for high
availability configurations.

This document describes how to administer vFiler units (virtual
storage systems) with the MultiStore software available by license
with Data ONTAP 7-Mode.

This document describes how to configure and manage networks
associated with NetApp systems running Data ONTAP 7-Mode.

This document describes the features and functionalities that help to
significantly improve storage utilization.

This document describes how to configure and manage the iSCSI
and FC protocols for SAN environments.

This document describes how to manage file access on storage
systems with Data ONTAP 7-Mode for NFS, CIFS, HTTP, FTP, and
WebDAV protocols.

This document describes how to back up and recover data using
Data ONTAP 7-Mode online backup and recovery features.

This document describes how to archive and protect data for
compliance purposes.

Data ONTAP Information Library page - http.//now.netapp.com/NOW/knowledge/docs/ontap/

ontap_index.shtml

Configuring a storage system

You can use the Storage Configuration wizard to configure your storage system or an HA
configuration. You must separately configure each storage system when you configure an HA

configuration.

Steps

a > v npoE

From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Storage .

Click Storage Configuration wizard.

Type or select information as requested by the wizard.

Confirm the details and click Finish to complete the wizard.
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Creating an NFS datastore for VMware

You can use the Create NFS Datastore for VMware® wizard to create an NFS datastore for
VMware.
Steps

. From the Home tab, double-click the appropriate storage system.

. In the navigation pane, click Storage .

1

2

3. Click Provision Storage for VMware.

4. Type or select information as requested by the wizard.
5

. Confirm the details and click Finish to complete the wizard.

Viewing storage system details

You can use the Home tab to view the details of a storage system, such as name, IP address, status of
a storage system, and version of Data ONTAP that the storage system is running.

Steps

1. From the Home tab, select the storage system that you want to view information about from the
displayed list of managed systems.

2. Review the details.
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Understanding volumes

What volumes are

Volumes are file systems that hold user data that is accessible using one or more of the access
protocols supported by Data ONTAP. System Manager supports two types of volumes: traditional
and flexible. However, you can create only flexible volumes (Flex\ols) using System Manager.

How to manage the root volume

The storage system's root volume contains special directories and configuration files that help you
administer the storage system.

The root volume is installed at the factory on FAS systems and on V-Series systems ordered with
disk shelves.

Note: For a V-Series system that does not have a disk shelf, you install the root volume on the
third-party storage. If you use a FlexVVol volume for the root volume, you must ensure that it has a
space guarantee of vol ume. For more information, see the Data ONTAP 7-Mode Software Setup
Guide.

Unless the installer selected a unique volume name during setup, the default root volume name, /
vol / vol 0, is used.

You can designate adifferent volume to be the new root volume. Starting in Data ONTAP 8.0.1, you
can use a 64-bit volume for the root volume.

The root aggregate contains the root volume. Starting with Data ONTAP 8.1, newly created
aggregates are 64-bit by default, and new systems are shipped with the root volume in a 64-bit
aggregate. You should not include other volumes in the root aggregate.

By default, the storage system is set up to use a hard disk drive (HDD) aggregate for the root
aggregate. When no HDDs are available, the system is set up to use a solid-state drive (SSD)
aggregate for the root aggregate. If you want to change the root aggregate, you can choose either an
HDD aggregate or an SSD aggregate to be the root aggregate (by using aggr

opti ons aggr _nane r oot ), provided that the corresponding type of disk drives are available on the
system.

For more information about traditional and FlexVol volumes, see the Data ONTAP 7-Mode Storage
Management Guide .
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About FlexClone volumes

FlexClone volumes provide writeable volume copies that use only as much storage as necessary to
hold new data. They can be created instantaneously without interrupting access to the parent FlexVol
volume. Additionally, they use the space very efficiently, storing only data that changes between the
parent and the clone.

A FlexClone volume is initialized with a Snapshot copy and updated continuously thereafter.

For more information about flexible clones, see the Data ONTAP 7-Mode Storage Management
Guide.

The following figure illustrates the space savings of test and development storage without and with
FlexClone volumes.

Production Test & development
storage storage
6-TB 30-TB storage
database 5 full copies
Without
FlexClone
volume
Production Test & development
storage storage
6-TB 8-TB storage
database 1 copy, 4 clones
—
With <_ >
FlexClone 3
—
volume

S ——
S ——

Figure 1: Space savings of test and development storage without and with FlexClone
volumes
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Related information

Storage Management Guide — http.//now.netapp.com/NOW/knowledge/docs/ontap/
ontap_index.shtml

How FlexClone volumes work

FlexClone volumes can be managed similarly to regular FlexVol volumes, with a few key
differences.

The following list outlines some key facts about FlexClone volumes:

A FlexClone volume is a point-in-time, writable copy of the parent volume. Changes made to the
parent volume after the FlexClone volume is created are not reflected in the FlexClone volume.
You must install the license for the FlexClone feature before you can create FlexClone volumes.
FlexClone volumes are fully functional volumes; you manage them just as you do the parent
volume.

A FlexClone volume is always created in the same aggregate as its parent.

A traditional volume cannot be used as a parent volume for a FlexClone volume.

A FlexClone volume can itself be cloned to create another FlexClone volume.

A FlexClone volume and its parent share the same disk space for any common data.

This means that creating a FlexClone volume is instantaneous and requires no additional disk
space (until changes are made to the FlexClone volume or its parent).

A FlexClone volume is created with the same space guarantee as its parent.

The space guarantee setting is enforced for the new FlexClone volume only if there is enough
space in the containing aggregate.

A FlexClone volume is created with the same space reservation and fractional reserve settings as
its parent.

A FlexClone volume is created with the same Snapshot schedule as its parent.

While a FlexClone volume exists, some operations on its parent are not allowed, such as deleting
the parent volume.

You can sever the connection between the parent volume and the FlexClone volume.

This is called splitting the FlexClone volume. Splitting removes all restrictions on the parent
volume and causes the FlexClone to use its own additional disk space rather than sharing space
with its parent.

Attention: Splitting a FlexClone volume from its parent volume deletes all existing Snapshot
copies of the FlexClone volume, and disables the creation of new Snapshot copies while the
splitting operation is in progress.
Quotas applied to the parent volume are not automatically applied to the FlexClone volume.
When a FlexClone volume is created, any LUNS present in the parent volume are present in the
FlexClone volume but are unmapped and offline.

Note: For more detailed information about FlexClone volumes, refer to the Data ONTAP 7-Mode
Storage Management Guide.


http://now.netapp.com/NOW/knowledge/docs/ontap/ontap_index.shtml
http://now.netapp.com/NOW/knowledge/docs/ontap/ontap_index.shtml

46 | System Manager 2.0 Printable Help For Data ONTAP® 7-Mode

Related information

Data ONTAP documentation on NOW - http.//now.netapp.com/NOW/knowledge/docs/ontap/
ontap_index.shtml

How splitting a FlexClone volume from its parent works

Splitting a FlexClone volume from its parent removes any space optimizations that are currently
employed by the FlexClone volume. After the split, both the FlexClone volume and the parent
volume require the full space allocation determined by their space guarantees. The FlexClone volume
becomes a normal FlexVol volume.

The following list contains facts about the clone splitting operation that you should know:

When you split a FlexClone volume from its parent, all existing Snapshot copies of the FlexClone
volume are deleted.

No new Snapshot copies can be created of the FlexClone volume for the duration of the split
operation.

Because the clone-splitting operation is a copy operation that might take considerable time to
carry out, Data ONTAP provides the vol clone split stopandvol clone split

st at us commands to stop or check the status of a clone-splitting operation.

The clone-splitting operation proceeds in the background and does not interfere with data access
to either the parent or the clone volume.

The FlexClone volume must be online when you start the split operation.

The parent volume must be online for the split operation to succeed.

If you take the FlexClone volume offline while splitting is in progress, the operation is
suspended; when you bring the FlexClone volume back online, the splitting operation resumes.
If the FlexClone volume has a DP.or LS mirror, it cannot be split from its parent volume.

After a FlexClone volume and its parent volume have been split, they cannot be rejoined.

About creating a FlexClone volume from volumes currently in a SnapMirror
relationship

You can create a FlexClone volume from the source or destination volume in an existing volume
SnapMirror relationship. However, doing so could prevent future SnapMirror replication operations
from completing successfully.

Replication might not work because when you create the FlexClone volume, you might lock a
Snapshot copy that is used by SnapMirror. If this happens, SnapMirror stops replicating to the
destination volume until the FlexClone volume is destroyed or is split from its parent. You have two
options for addressing this issue:

If your need for the FlexClone volume is temporary, and you can accept the temporary cessation
of SnapMirror replication, you can create the FlexClone volume and either delete it or split it
from its parent when possible. At that time, the SnapMirror replication continues normally.

If you cannot accept the temporary cessation of SnapMirror replication, you can create a
Snhapshot copy in the SnapMirror source volume, and then use that Snapshot copy to create the
FlexClone volume. (If you are creating the FlexClone volume from the destination volume, you
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must wait until that Snapshot copy replicates to the SnapMirror destination volume.) This method
allows you to create the clone without locking a Snapshot copy that is in use by SnapMirror.

FlexClone volumes and LUNs
You can clone FlexVVol volumes that contain LUNs and LUN clones.

Note: LUNSs in this context refer to the LUNSs that Data ONTAP serves to clients, not to the array
LUNSs used for storage on a storage array.

When you create a FlexClone volume, LUNSs in the parent volume are present in the FlexClone
volume but they are not mapped and they are offline. To bring the LUNSs in the FlexClone volume
online, you need to map them to igroups. When the LUNSs in the parent volume are backed by
Snapshot copies, the FlexClone volume also inherits the Snapshot copies.

If the parent volume contains LUN clones (LUNs created by using the | un cl one command), the
FlexClone volume inherits the LUN clones and their base Snapshot copies. In this case, the LUN
clone's base Snapshot copy in the parent volume shares blocks with the base Snapshot copy in the
FlexClone volume. You cannot delete the LUN clone's base Snapshot copy in the parent volume
while the base Snapshot copy in the FlexClone volume still exists.

If the parent volume contains FlexClone files or FlexClone LUNs (LUN created by using the cl one
st art command), those FlexClone files and FlexClone LUNs are present in the FlexClone volume
and they share storage with the FlexClone files and FlexClone LUNs in the parent volume.

How flexible volumes work

Flexible volumes (also called FlexVol volumes) allow you to manage the logical layer of the file
system independently of the physical layer of storage. Multiple FlexVol volumes can exist within a
single separate, physically defined aggregate structure of disks and RAID groups. FlexVol volumes
contained by the same aggregate share the physical storage resources, RAID configuration, and plex
structure of that aggregate.

FlexVol volumes represent a significant administrative improvement over traditional volumes. Using
multiple FlexVol volumes enables you to do the following:

» Perform administrative and maintenance tasks (for example, backup and restore) on individual
FlexVol volumes rather than on a single, large file system.

» Set services (for example, Snapshot copy schedules) differently for individual Flex\VVol volumes.

» Minimize interruptions in data availability by taking individual Flex\Vol volumes offline to
perform administrative tasks on them while the other FlexVol volumes remain online.

« Save time by backing up and restoring individual FlexVol volumes instead of all the file systems
an aggregate contains.
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What a Snapshot copy is

A Snapshot copy is a read-only image of a traditional volume, a FlexVol volume, or an aggregate
that captures the state of the file system at a point in time. Snapshot copies are your first line of
defense to back up and restore data.

For information about traditional volumes, Flex\Vol volumes, or aggregates, see the Data ONTAP 7-
Mode Storage Management Guide.

Data ONTAP maintains a configurable Snapshot copy schedule that creates and deletes Snapshot
copies automatically for each volume. Snapshot copies can also be created and deleted manually.

You can store up to 255 Snapshot copies at one time on each volume.

You can specify the percentage of disk space that Snapshot copies can-occupy. The default setting is
20 percent of the total (both used and unused) space on the disk.

What the Snapshot copy reserve is

The Snapshot copy reserve sets a specific percent of disk space for Snapshot copies. By default, the
Snapshot copy reserve is 20 percent of disk space. The Snapshot copy reserve can be used only by
Snapshot copies, not by the active file system.

If the active file system runs out of disk space, any disk space still remaining in the Snapshot copy
reserve is not available for use by the active file system.

Note: Although the active file system cannot consume disk space reserved for Snapshot copies,
Snapshot copies can exceed the Snapshot copy reserve and consume disk space normally available
to the active file system.

Managing the Snapshot copy reserve involves the following tasks:

» Ensuring that enough disk space is set aside for Snapshot copies so that they do not consume
active file system space

» Keeping disk space consumed by Snapshot copies below the Snapshot copy reserve

« Ensuring that the Snapshot copy reserve is not so large that it wastes space that could be used by
the active file system

Windows integration
You can use System Manager to restore Snapshot copies through the Windows interface when the
data is stored on a storage system using a shared folder.

Windows supports the following Snapshot management functions on a storage storage through the
Previous Versions tab of the file or folder Properties dialog box:

» Listing the Snapshot copies for the volume
» Restoring a selected Snapshot copy
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FlexClone volumes and shared Snapshot copies
When space guarantees are in effect, a new FlexClone volume uses the Snapshot copy it shares with
its parent to minimize its space requirements. If you delete the shared Snapshot copy, you might
increase the space requirements of the FlexClone volume.

For example, suppose that you have a 100-MB FlexVol volume that has a space guarantee of

vol une, with 70 MB used and 30 MB free, and you use that Flex\ol volume as a parent volume for
a new FlexClone volume. The new FlexClone volume has an initial space guarantee of vol une, but
it does not require a full 100 MB of space from the aggregate, as it would if you had copied the
volume. Instead, the aggregate needs to allocate only 30 MB (100 MB — 70 MB) of free space to the
clone.

Now, suppose that you delete the shared Snapshot copy from the FlexClone volume. The FlexClone
volume can no longer optimize its space requirements, and the full 100 MB is required from the
containing aggregate.

Note: If you are prevented from deleting a Snapshot copy from a FlexClone volume due to
“insufficient space in the aggregate” it is because deleting that Snapshot copy requires the
allocation of more space than the aggregate currently has available. You can either increase the
size of the aggregate, or change the space guarantee of the FlexClone volume.

What space guarantees are
Space guarantees on a FlexVol volume ensure that writes to a specified Flex\VVol volume or writes to
files with space reservations enabled do not fail because of lack of available space in the containing
aggregate.

Space guarantee is an attribute of the volume. It is persistent across storage system reboots,
takeovers, and givebacks. Space guarantee values can be vol une (the default value), fil e, or
none .

» A space guarantee of vol une reserves space in the aggregate for the volume. The reserved space
cannot be allocated to any other volume in that aggregate.

The space management for a Flex\VVol volume that has a space guarantee of vol une is equivalent
to a traditional volume.

« A space guarantee of f i | e reserves space in the aggregate so that any file in the volume with
space reservation enabled can be completely rewritten, even if its blocks are being retained on
disk by a Snapshot copy.

» A FlexVol volume that has a space guarantee of none reserves no extra space for user data;
writes to LUNS or files contained by that volume could fail if the containing aggregate does not
have enough available space to accommodate the write.

When space in the aggregate is reserved for space guarantee for an existing volume, that space is no
longer considered free space. Operations that consume free space in the aggregate, such as creation
of Snapshot copies or creation of new volumes in the containing aggregate, can occur only if there is



50 | System Manager 2.0 Printable Help For Data ONTAP® 7-Mode

enough available free space in that aggregate; these operations are prevented from using space
already committed to another volume.

When the uncommitted space in an aggregate is exhausted, only writes to volumes or files in that
aggregate with space guarantees are guaranteed to succeed.

Note: Space guarantees are honored only for online volumes. If you take a volume offline, any
committed but unused space for that volume becomes available for other volumes in that
aggregate. When you bring that volume back online, if there is not sufficient available space in the
aggregate to fulfill its space guarantees, you must use the force (- f ) option, and the volume’s
space guarantees are disabled. When a volume's space guarantee is disabled, the word

(di sabl ed) appears next to its space guarantees in the output of the vol st at us command.

FlexClone volumes and space guarantees
A FlexClone volume inherits its initial space guarantee from its parent volume. For example, if you
create a FlexClone volume from a parent volume with a space guarantee of vol une , then the
FlexClone volume's initial space guarantee will be vol une also. You can change the FlexClone
volume's space guarantee.

For example, suppose that you have a 100-MB FlexVol volume with a space guarantee of vol une ,
with 70 MB used and 30 MB free, and you use that Flex\ol volume as a parent volume for a new
FlexClone volume. The new FlexClone volume has an initial space guarantee of vol une , but it does
not require a full 100 MB of space from the aggregate, as it would if you had copied the volume.
Instead, the aggregate needs to allocate only 30 MB (100 MB minus 70 MB) of free space to the
clone.

If you have multiple clones with the same parent volume and a space guarantee of vol une, they all
share the same shared parent space with each other, so the space savings are even greater.

Note: The shared space depends on the existence of the shared Snapshot copy (the base Shapshot
copy that was used to create the FlexClone volume). If you delete this shared Snapshot copy, you
lose the space savings provided by the FlexClone volume.

Thin provisioning for greater efficiencies using FlexVol volumes

With thin provisioning, when you create volumes for different purposes in a given aggregate, you do
not actually allocate any space for those volumes in advance. The space is allocated only when the
application host needs it.

The unused aggregate space is available for the thinly provisioned volumes to expand or for creating
new volumes. By allowing as-needed provisioning and space reclamation, thin provisioning can
improve storage utilization and decrease storage costs.

A FlexVVol volume can share its containing aggregate with other FlexVol volumes. Therefore, a
single aggregate is the shared source of all the storage used by the FlexVol volumes it contains.
Flexible volumes are no longer bound by the limitations of the disks on which they reside. A FlexVol
volume is a pool of storage that can be sized based on how much data you want to store in it, rather
than on the size of your disk. This flexibility enables you to maximize the performance and capacity
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utilization of the storage systems. Because FlexVVol volumes can access all available physical storage
in the system, dramatic improvements in storage utilization are possible.

Example

A 500-GB volume is allocated with only 100 GB of actual data; the remaining 400 GB
allocated has no data stored in it. This unused capacity is assigned to a business application,
even though the application might not need all 500 GB until later. The allocated but unused
400 GB of excess capacity is temporarily wasted.

With thin provisioning, the storage administrator provisions 500 GB to the business
application but uses only 100 GB for the data. The difference is that with thin provisioning, the
unused 400 GB is still available to other applications. This approach allows the application to
grow transparently, and the physical storage is fully allocated only when the application truly
needs it. The rest of the storage remains in the free pool to be used as needed. Storage
administrators can set thresholds, so they are alerted when more disks need to be added to the
pool.

The following illustration compares thin provisioning with traditional provisioning:
Traditional Provisioning Thin Provisioning

,\‘

400 GB allocated 400 GB available to

but unused other applications
100 GB 100 GB
Actual data Actual data

Figure 2: Thin provisioning versus traditional provisioning

How Data ONTAP can automatically provide more free space for full
volumes

Data ONTAP can automatically make more free space available for a Flex\Vol volume when that
volume is nearly full. You can choose to make the space available by first allowing the volume size
to increase, or by first deleting Snapshot copies.

Data ONTAP can automatically provide more free space for the volume by using one of the
following methods:

 Increase the size of the volume when it is nearly full.
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This method is useful if the volume's containing aggregate has enough space to support a larger
volume. You can increase the size in increments and set a maximum size for the volume.

» Delete Snapshot copies when the volume is nearly full.
For example, you can automatically delete Snapshot copies that are not linked to Snapshot copies
in cloned volumes or LUNS, or you can define which Snapshot copies you want to delete first—
your oldest or newest Snapshot copies. You can also determine when to begin deleting Snapshot
copies—for example, when the volume is nearly full or when the volume’s Snapshot reserve is
nearly full.
For more information about deleting Snapshot copies automatically, see the Data ONTARP 7-
Mode Data Protection Online Backup and Recovery Guide.

You can choose which method (increasing the size of the volume or deleting Snapshot copies) you
want Data ONTAP to try first. If the first method does not provide sufficient extra free space to the
volume, Data ONTAP will try the other method next.

How security styles affect access to your data

Every gtree and volume has a security style setting—NTFES,; UNIX, or mixed. The setting determines
whether files use Windows NT or UNIX (NFS) security. How you set up security styles depends on
what protocols are licensed on your storage system.

Although security styles can be applied to volumes, they are not shown as a volume attribute, and are
managed for both volumes and qtrees using the gt r ee command. The security style for a volume
applies only to files and directories in that volume that are not contained in any gtree. The volume
security style does not affect the security style for any gtrees in that volume.

The following table describes the three security styles and the effects of changing them.

Security | Description Effect of changing to this style

Style

NTFS For CIFS clients, security is handled If the change is from a mixed gtree,
using Windows NTFS ACLs. Windows NT permissions determine file

For NFS clients, the NFS UID (user id) | access for a file that had Windows NT
is mapped to a Windows SID (security permissions. Otherwise, UNIX-style (NFS)

identifier) and its associated groups. permission bits determine file access for files
Those mapped credentials are used to | created before the change.
determine file access, based on the Note: If the change is from a CIFS storage
NFTS ACL. system to a multiprotocol storage system,
Note: To use NTFS security, the and the /etc directory is a gtree, its
storage system must be licensed for security style changes to NTFS.

CIFS. You cannot use an NFS client
to change file or directory
permissions on gtrees with the NTFS
security style.
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Security | Description Effect of changing to this style

Style

UNIX Files and directories have UNIX The storage system disregards any Windows
permissions. NT permissions established previously and

uses the UNIX permissions exclusively.

Mixed Both NTFS and UNIX security are If NTFS permissions on a file are changed,
allowed: a file or directory can have the storage system recomputes UNIX
either Windows NT permissions or permissions on that file.
UNIX permissions. If UNIX permissions or ownership on a file
The default security style of a file is the |are changed, the storage system deletes any
style most recently used to set NTFS permissions on that file.

permissions on that file.

Note: When you create an NTFS gtree or change a gtree to NTFS, every Windows user is given
full access to the qgtree, by default. You must change the permissions if you want to restrict access
to the gtree for some users. If you do not set NTFS file security on a file, UNIX permissions are
enforced.

For more information about file access and permissions, see the Data ONTAP 7-Mode File Access
and Protocols Management Guide.

What storage efficiency is

Storage efficiency includes technologies such.as FlexVol volume, Snapshot copy, deduplication,
SnapVault, SnapMirror, and FlexClone, which help to increase storage utilization and decrease
storage costs.

Storage efficiency enables you to store the maximum amount of data for the lowest cost and
accommodates rapid data growth while consuming less space. NetApp strategy for storage efficiency
is based on the built-in foundation of storage virtualization and unified storage provided by its core
Data ONTAP operating system and Write Anywhere File Layout (WAFL) file system.

The unified storage architecture allows you to efficiently consolidate a storage area network (SAN),
network-attached storage (NAS), and secondary storage on a single platform.

High-density disk drives, such as serial advanced technology attachment (SATA) drives mitigated
with RAID-DP technology, provide increased efficiency and read performance.

Technologies such as FlexVol volume, Snapshot copy, deduplication, SnapVault, ShapMirror, and
FlexClone offer dramatic cost savings and performance improvements. You can use these
technologies together to improve storage utilization.
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Space savings with deduplication
Deduplication is an optional feature of Data ONTAP that significantly improves physical storage
space by eliminating duplicate data blocks within a Flex\Vol volume.

Deduplication works at the block level on the active file system, and uses the WAFL block-sharing
mechanism. Each block of data has a digital signature that is compared with all other signatures in a
data volume. If an exact block match exists, the duplicate block is discarded and its disk space is
reclaimed.

You can configure deduplication operations to run automatically or on a schedule. You can
deduplicate new and existing data, or only new data, on a FlexVol volume.

To use deduplication, you must install the deduplication licenses.

Deduplication removes data redundancies, as shown in the following illustration:
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Figure 3: How deduplication removes data redundancies

Guidelines for using deduplication

You must remember certain guidelines about system resources and free space when using
deduplication.

The guidelines are as follows:

» If you have a performance sensitive solution, carefully consider the performance impact of
deduplication and measure the impact in a test setup before deploying deduplication.

» Use the ONTAP version 7.3. Deduplication requires at a minimum ONTAP 7.2.5.1, but ONTAP
7.3 is recommended.

« Deduplication is a background process that consumes system resources while it is running. If the
data does not change very often in a FlexVVol volume, it is best to run deduplication less
frequently. Multiple concurrent deduplication operations running on a storage system lead to a
higher consumption of system resources.
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e You must ensure that sufficient free space exists for deduplication metadata in the volumes and
aggregates.

» For releases earlier than Data ONTAP 8.1, you cannot increase the size of a volume that contains
deduplicated data beyond the maximum supported size limit, either manually or by using the
aut ogr owoption.

» For releases earlier than Data ONTAP 8.1, you cannot enable deduplication on a volume if it is
larger than the maximum volume size. However, you can enable deduplication on a volume after
reducing its size within the supported size limits.

» If deduplication is used on the source volume, use deduplication on the destination volume.

» Use automatic mode when possible so deduplication runs only when significant additional data
has been written to each flexible volume.

» Run deduplication before creating a Snapshot copy to obtain maximum savings.

» Set the Snapshot reserve for greater than 0 if Snapshot copies are used.

What retention period is

A retention period is the time period after which Data ONTAP permits the deletion of a write once,
read many (WORM) file on a SnapLock volume. A retention period is the duration for which a file is
retained in WORM state.

Regulatory environments require that records be retained for a long period. Every record committed
to the WORM state on a SnapLock volume can have an-individual retention period associated with it.
Data ONTAP enforces retention of these records until the retention period ends. After the retention
period is over, the records can be deleted but not modified. Data ONTAP does not automatically
delete any record. All records must be deleted using an application or manually.

The retention period is calculated by using the volume ComplianceClock. You can extend the
retention period of an existing SnapLock volumes to infinite, however, you cannot shorten the
retention period.

What SnapLock volumes are

SnapLock volumes are of two types—SnapLock Compliance volume and SnapLock Enterprise
volume.

The SnapLock Compliance volume provides WORM protection for files and also restricts the storage
administrator’s ability to perform any operations that might modify or erase retained WORM

records. SnapLock volumes use volume ComplianceClock to enforce the retention periods. Use
SnapLock Compliance in strictly regulated environments that require information to be retained for a
specified period of time, such as those governed by SEC Rule 17a-4.

The SnapLock Enterprise volume provides WORM protection for files with a trusted model of
operation to manage the systems. SnapLock Enterprise allows the administrator to destroy SnapLock
Enterprise volumes before all locked files on the volume reach their expiry date.

You cannot use a SnapLock volume as a regular volume for data storage. In most cases, SnapLock
volumes behave identically to regular volumes, but there are some specific and critical differences as
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far as functionality and administration are concerned that make the SnapLock volume unsuitable for
use as regular volumes. Specific examples include the following:

* Renaming directories on SnapLock volumes are not allowed.
» Transition of the file attribute from writable to read-only commits a file to the WORM state.
» Administrative interfaces are restricted (drastically for SnapLock Compliance volumes).

Options for resizing volumes

You can use the Volume Resize wizard to change your flexible volume size, adjust the Snapshot
reserve, delete Snapshot copies, and dynamically see the results of your changes.

The Volume Resize wizard displays a bar graph that shows the current space allocations within the
volume, including how much space is used and how much is free. When you make changes to the
size or Snapshot reserve of the volume, this graph is updated dynamically to reflect the changes.

You can also use the Calculate space button to determine how much space is freed by deleting
selected Snapshot copies.

You can use the Volume Resize wizard to make the following changes to your volume:

Change the volume  You can change the total volume size to increase or decrease storage space.

size

Adjust Snapshot You can adjust the amount of space reserved for Snapshot copies to
reserve increase or decrease storage space.

Delete Snapshot You can delete Snapshot copies to reclaim volume space.

copies

Note: Snapshot copies that are being used or that have dependencies
cannot be deleted.

Configuring volumes

Creating volumes

You can create a new flexible volume (FlexVol volume) by using the Create Volume dialog box.
Using multiple FlexVol volumes enables you to perform administrative tasks on some of your data,
while the rest remains available to users. You cannot create traditional volumes by using System
Manager.

Steps

1. From the Home tab, double-click the appropriate storage system.
2. Inthe navigation pane, click Storage > Volumes .

3. Click Create.
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4. If you want to change the default name, specify a new name.
5. Select the containing aggregate for the volume.

If the containing aggregate is enabled for SnapLock compliance, the FlexVol volume created has
mandatory SnapLock protection.

6. Click the type of storage (NAS or SAN) for which you are creating this volume.

7. Specify the size of the volume and the percentage of the total volume size that you want to
reserve for Snapshot copies.

8. If you want to enable thin provisioning for the volume, do not select the "Guarantee space for
volume" check box.

Selecting the "Guarantee space for volume" check box preallocates space in the aggregate for the
volume. The preallocated space cannot be allocated to any other volume in that aggregate.

9. If you want to enable deduplication on this volume, select the "Enable deduplication" check box
in the Options tab.

System Manager uses the default deduplication schedule for deduplication. To change the
deduplication schedule, you can use the Edit VVolume dialog box.

If the specified volume size exceeds the limit of the deduplication feature, the volume is created
and deduplication is not turned on.

10. Click Create .

Creating a FlexClone volume

You can create a FlexClone volume when'you need a writable, point-in-time copy of an existing
flexible volume. You might want to create a copy of a FlexVVol volume for testing or to provide
access to the volume for additional users, without giving them access to the production data.

Before you begin

» The FlexClone license must be installed on the storage system.
e The volume that you want to clone must be online, non-root, and flexible.

About this task
You cannot create a FlexClone volume of a SnapLock Compliance volume.

The base SnapShot copy used to create a FlexClone volume of a SnapMirror destination, is marked
as busy and cannot be deleted. If a FlexClone volume is created from a Snapshot copy that is not the
most recent Snapshot copy, and that Snapshot copy no longer exists on the source volume, all
SnapMirror updates to the destination volume will fail.

Steps

1. From the Home tab, double-click the appropriate storage system.
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In the navigation pane, click Storage > Volumes .
Select the volume from the volume list.

Click Clone > Create > Volume.
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In the Create New Volume Clone dialog box, type the name of the FlexClone volume you want
to create.

6. Select the type of space guarantee you want to assign to the new FlexClone volume.
By default, the space guarantee setting is the same as that of the parent volume.
7. Select the Snapshot copy you want to use for creating the new FlexClone volume.

8. Click Clone.

Creating FlexClone files

You can create a FlexClone file, which is a writable copy of a parent file. You can use these copies to
test applications.

Before you begin

The file being cloned must be a part of the active file system. The FlexClone license must be
installed on the storage system.

Steps

From the Home tab, double-click the appropriate storage system.

Click Storage > Volumes .

From the Clone menu, click Create > File.

Select the file that you want to clone and specify a name for the FlexClone file.

Click Clone.

a M L DpoRE

Result

The FlexClone file is created in the same flexible volume as the parent file.

Deleting volumes

You can delete a flexible volume when you no longer need the data it contains or you copied the data
it contains to another location. You can delete flexible volumes from the VVolumes window. Deleting
a flexible volume destroys all data in the volume and you cannot recover this data.

Before you begin

» If the volume is cloned, the FlexClone volumes must be either split from the parent volume or
destroyed.
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* The volume must be offline.

Steps
From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Storage > Volumes .

Select one or more volumes that you want to delete and click Delete.
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Select the confirmation check box and click Delete.

Setting the Snapshot copy reserve

You can specify the percentage of a volume that is reserved for Snapshot copies. The default space
reserved for Snapshot copies is 20 percent for NAS volumes, zero percent for SAN, and zero percent
for VMware volumes.

Steps
From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Storage > VVolumes .

Select the volume for which you want to set the Snapshot copy reserve.

Click Snapshot > Configure.

o > w0 Db

Type or select the percentage of the volume space that you want reserved for Snapshot copies and
click OK.

Deleting Snapshot copies

You can delete a Snapshot copy to conserve space or free disk space, or if the Snapshot copy is no
longer needed. If you want to delete a Snapshot copy that is busy or locked, then you need to release
the Snapshot copy from the application that is using it.

About this task

For more information about deleting busy Snapshot copies, see the Data ONTAP 7-Mode Data
Protection Online Backup and Recovery Guide for your version of Data ONTAP.

You cannot delete the base Snapshot copy in a parent volume while a FlexClone volume using that
Snapshot copy exists. The base Snapshot copy is the Snapshot copy that was used to create the
FlexClone volume, and is marked "busy, vclone" in the parent volume.

You cannot delete locked Snapshot copies because SnapMirror or SnapVault is maintaining these
copies for the next update.

Steps

1. From the Home tab, double-click the appropriate storage system.
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In the navigation pane, click Storage > Volumes .

Select the appropriate volume for the Snapshot copy you want to delete.
Click Snapshot copies in the lower pane of the Volumes window.

In the lower window pane, select the Snapshot copy you want to delete.
Click Delete .

Select the confirmation check box and click Delete.

Creating Snapshot copies

You can create a Snapshot copy of a volume to capture the state of the file system at a specific point
in time.

Steps
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From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Storage > Volumes .

Select the volume on which you want to create the Snapshot copy.
Click Snapshot > Create.

In the Create SnapShot Copy dialog box, if you want to change the default name, specify a new
name for the Snapshot copy.

The default name of a Snapshot copy consists of the volume name and the timestamp.

Click Create .

Managing volumes

Editing volume properties
You can use the Edit Volume dialog box to modify volume properties, such as name of the volume,
security style for the volume, and space guarantee setting. You can also modify storage efficiency
settings (deduplication schedule); space reclamation settings (volume autogrow and Snapshot copies
autodelete); and SnapLock settings.

Steps
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From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Storage > Volumes .
Select the volume whose properties you want to modify and click Edit .

Click the appropriate tab to display the properties or settings you want to change.
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Make the necessary changes.
You cannot modify the name of a SnapLock Compliance volume.
If you want to apply your changes and keep the dialog box open, click Save.

Click Save and Close to save your changes and close the dialog box.

Changing your volume state

You can change the state of your volume when you want to take your volume offline, bring it back
online, or restrict access to your volume. However, you cannot take a root volume offline.

Steps

1.
2
3.
4
5

From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Storage > Volumes .

Select the volume for which you want to modify the state.

. From the Status menu, click the volume state you want.

In the confirmation dialog box, click Offline or Restrict, as appropriate.

No confirmation is required to bring a volume online.

Configuring deduplication on a volume

If you have not configured deduplication when you created a volume, you can do so later from the
Edit volume dialog box.

Before you begin

Deduplication license must be enabled on the storage system.

Steps
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From the Home tab, double-click the appropriate storage system.
Click Storage > Volumes .

Select the volume for which you want to configure deduplication.
Click Edit , then click Storage Efficiency.

Select the "Enable dedupe on this volume™ check box.

Select one of the following schedules:

On-demand Deduplication must be run manually.

Automated Deduplication runs when 20 percent new data has been written to the
volume.
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Default schedule Deduplication runs at specified times.

o Default schedule: Deduplication runs at midnight, on weekends.

e Custom schedule: Deduplication runs only at specific time periods during
the course of the week.

7. If you choose to run deduplication on a custom schedule, set the schedule by selecting the days,
times, and frequency you want deduplication to run.

8. Click Save and Close to save your changes.

Changing the deduplication schedule

You can change the deduplication schedule by choosing to run deduplication manually,
automatically, or on a schedule you specify.

Steps

From the Home tab, double-click the appropriate storage system.

Click Storage > Volumes .

Select the volume for which you want to modify the deduplication schedule.
Click Edit , then click Storage Efficiency.

Change the deduplication schedule as needed.
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Click Save and Close to save your changes.

Starting deduplication
You can start deduplication immediately after creating a volume or schedule deduplication to run at a

specified time.
Before you begin

» Deduplication license must be enabled on the storage system.
» Deduplication must be enabled on the volume.

About this task

Note: Deduplication is a background process that consumes system resources during the operation.

Steps
1. From the Home tab, double-click the appropriate storage system.

2. Inthe navigation pane, click Storage > VVolumes .

3. Select the volume for which you want to start deduplication.
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4. Click Deduplication.

5. In the Deduplication dialog box, if you are starting deduplication on the volume for the first
time, run deduplication on the entire volume data by selecting the "Scan entire volume" check
box.

6. Click Start.

Splitting a FlexClone volume from its parent volume

If you want the FlexClone volume to have its own disk space, rather than using that of its parent, you
can split it from its parent. After the split, the FlexClone volume becomes a normal flexible volume.

Before you begin

The FlexClone volume must be online.

About this task

Note: The clone-splitting operation deletes all existing Snapshot copies of the clone. Any
SnapMirror related SnapShot copies are also deleted, hence future SnapMirror updates may fail.

Steps

1. From the Home tab, double-click the appropriate storage system.

2. In the navigation pane, click Storage >Volumes.

3. Select the FlexClone volume that you want to split from its parent volume.

4. Click Clone > Split.

5. Confirm the clone split operation and click Start Split in the confirmation dialog box.

Resizing FlexVol volumes

When your FlexVol volume becomes nearly full, you can increase the size of the volume, or delete
Snhapshot copies, or adjust the Snapshot reserve. You can use the Volume Resize wizard to provide
more free space. However, you cannot resize traditional volumes.

Steps
From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Storage > VVolumes .

Select the volume that you want to resize.
Click Resize .
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Type or select information as requested by the wizard.
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6.

Confirm the details and click Finish to complete the wizard.

Restoring a volume from a Snapshot copy

You can restore a volume to a state recorded in a previously taken Snapshot copy to retrieve lost
information. Keep in mind that restoring a Snapshot copy overwrites the existing volume
configuration. Any changes made to the data in the volume after the Snapshot copy was made are
lost.

Before you begin

SnapRestore license must be installed on your system.
If the volume you want to restore contains a LUN, the LUN must be unmounted or unmapped.

There must be enough available space for the restored volume.

Users accessing the volume must be notified that you are going to revert a volume, and that the
current data in the volume will be replaced by the data from the selected Snapshot copy.

Steps
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From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Storage > VVolumes .

Select the volume for which you want restore a Snapshot copy.
Click Snapshot > Restore.

Select the appropriate Snapshot copy and click Restore .

Select the confirmation check box and click Restore.

Creating Snapshot copies

You can create a Snapshot copy of a volume to capture the state of the file system at a specific point
in time.

Steps

o > 0w Do

From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Storage > Volumes .

Select the volume on which you want to create the Snapshot copy.
Click Snapshot > Create.

In the Create SnapShot Copy dialog box, if you want to change the default name, specify a new
name for the Snapshot copy.

The default name of a Snapshot copy consists of the volume name and the timestamp.
Click Create .
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Renaming Snapshot copies
You can rename a Snapshot copy to help you organize and manage your Snapshot copies.

Steps
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From the Home tab, double-click the appropriate storage system.

In the navigation pane, click Storage > Volumes .

Select the appropriate volume for the Snapshot copy you want to rename.
Click Snapshot Copies in the lower pane of the Volumes window.

In the lower window pane, select the Snapshot copy you want to rename.
Click Rename.

Specify the new name and click Rename.

Setting the Snapshot copy reserve
You can specify the percentage of a volume that is reserved for Snapshot copies. The default space
reserved for Snapshot copies is 20 percent for NAS volumes, zero percent for SAN, and zero percent
for VMware volumes.

Steps
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From the Home tab, double-click the appropriate storage system.

In the navigation pane, click Storage > VVolumes .

Select the volume for which you want to set the Snapshot copy reserve.
Click Snapshot > Configure.

Type or select the percentage of the volume space that you want reserved for Snapshot copies and
click OK.

Hiding the Snapshot copy directory

You can hide the Snapshot copy directory (.snapshot) so that it is not visible when you view your
volume directories. By default, the .snapshot directory is visible.

Steps

1. From the Home tab, double-click the appropriate storage system.
2. In the navigation pane, click Storage > Volumes .

3.
4

Select the volume for which you want hide the Snapshot copy directory.

. Click Snapshot > Configure.
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5. Ensure that the "Make snapshot directory (.snapshot) visible" check box is not selected, and then
click OK.

Scheduling automatic Snapshot copies

You can set up a schedule for making automatic Snapshot copies of a volume. You can specify the
time and frequency of taking copies and the number of Snapshot copies that are saved.

Steps

From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Storage > Volumes .

Select the volume from the volume list.

Click Snapshot > Configure.

Select the "Enable scheduled snapshots" check box.
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Type or select the number of Snapshot copies you want to keep for each unit of time.
You can keep a maximum of 255 Snapshot copies.

7. Select one or more hours at which you want a Snapshot copy taken.

If you do not specify the time, Snapshot copies are taken each hour.

8. Click OK to save your changes and start your Snapshot copy schedule.

Monitoring volumes

Viewing FlexClone volumes hierarchy
You can view the hierarchy of FlexClone volumes and their parent volumes by using the View

Hierarchy option from the Clone menu.

Steps

From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Storage > Volumes.

Select the volume from the volume list.

> w e

Click Clone > View Hierarchy.

Volumes that have at least one child FlexClone volume are displayed. The FlexClone volumes
are displayed as children of their respective parent volumes.
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Viewing the Snapshot copies list

You can view a list of all the saved Snapshot copies for a selected volume from the Snapshot copies
tab in the lower pane of the Volumes window. You can select the Snapshot copy you wish to rename,
restore, or delete.

Before you begin

The volume must be online.

About this task

You can view Snapshot copies for only one volume at a time. If you select more than one volume,
the lower pane displays the following message "Select a single item from the table to view the item
details."

Steps
1. From the Home tab, double-click the appropriate storage system.
2. Inthe navigation pane, click Storage > Volumes .

3. In the upper pane of the Volumes window, select the volume for which you want to see Snapshot
copies.

4. Inthe lower pane, click Snapshot copies.

Window descriptions

Storage > Volumes
You can use the Volumes window to manage and display information about volumes.

e Command buttons
o Volume list
» Details area

Command buttons

Create Opens the Create VVolume dialog box for adding a new volume.

Edit Opens the Edit Volume dialog box window for modifying a selected volume.
Delete Deletes the selected volume or volumes.

Clone Provides a list of clone options, including the following:

e Create
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Creates a clones of the selected volume or a close of file from the selected
volume

o Split

Splits the clone from the parent volume
« View Hierarchy

View the clone hierarchy

Status Changes the status of the selected volume or volumes to one of the following
statuses:

¢ Online
e Offline
¢ Restrict

Snapshot Provides a list of Snapshot options, including the following:

e Create

Displays the Create Snapshot dialog box that you can use to create a new
Snapshot copy of the selected volume.

e Configure
Configures Snapshot settings.
¢ Restore
Restores a Snapshot copy of the selected volume.

Resize Opens the Volume Resize wizard for adjusting the volume size. This option is
available only for Flex\ol volumes.

Deduplication If deduplication is present on the storage system, the toolbar displays the
Deduplication menu. Use this menu to manually start deduplication or to abort a
running deduplication operation.

Refresh Synchronizes the volume list with the storage system.

Volume list

The volume list displays the name and storage information for each volume that has been discovered.
Volumes are sorted alphabetically by volume name.

Name Specifies the name of the volume.
Aggregate Specifies the name of the aggregate.
Status Specifies the current status of the volume.

Space Guarantee Displays whether space guarantee exists for the selected volume. Possible
values are "Yes" and "No."

% Used Specifies the percentage of the volume that is current being used.



Available Space

Total Space

Deduplication

Details area
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Specifies the available space on the volume.

Specifies the total space of the volume. This includes space that has been
reserved for Snapshot copies.

Displays the status of deduplication for the selected volume. Possible values are
"Enabled" and "Disabled."

The area below the volume list displays detailed information about the selected volume. The details
section contains four tabs to display types of volume information.

Details tab

Space Breakout
tab

Displays general information about the selected volume, such as maximum and
current file count on the volume.

Displays the breakup of volume space in four areas.

e Bargraph
Illustrates the breakup of volume space in bar graph format.

*  Volume
Provides the total capacity of the volume and the space reserved for
Snapshot copies.

e Available
Provides the amount of space that is available on the volume for data and for
Snapshot copies, as well as the total space available on the volume.

e Used
Provides the amount of space on the volume that is used for data and for
Snapshot copies, and the total volume space that is used.

The space tab displays different components depending on whether the volume
is configured to use NAS or SAN. If the volume is a NAS volume, the space tab
displays the following information:

e Used data space

« Auvailable data space

» Used Snapshot reserve space

« Auvailable Snapshot reserve space (this is applicable only if the snap reserve
is greater than zero)

If the volume is a SAN volume, the space tab displays the following
information:

» Space used by data in LUNSs
» Auvailable space
» Space used by Snapshot copies
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Snapshot Copies The Snapshot Copies tab displays a table of Snapshot copies of the selected
tab volume. The Snapshot Copies tab also displays the following command buttons:

e Create

Displays the Create Snapshot Copy dialog box that you can use to create a
new Snapshot copy of the selected volume.

¢ Rename
Displays the Rename Snapshot Copy dialog box.
e Delete
Deletes the selected Snapshot copy.
* Restore
Restores the Snapshot copy.
» Refresh

Synchronizes the Snapshot copies list with the storage system.

Deduplication ~ The Deduplication tab displays information in four panes.
tab

e Bargraph
Illustrates the volume space used by data and Snapshot copies.
e Details

Displays information about deduplication properties including whether
deduplication is enabled on the volume, the deduplication status, current
schedule, and the dense-status type.

 Last run details

Displays information on the last time deduplication was run on the volume.
e Graph legend

Provides an-explanation of the symbols appearing on the graph.
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Understanding shares

Preparing CIFS clients to access the storage system

If you are in an Active Directory domain, you must ensure that DNS is correctly configured to ensure
CIFS client access.

Once setup is complete, the storage system establishes CIFS client connectivity by automatically
registering with the master browser. If cross-subnet browsing is configured correctly, the storage
system is now visible to all CIFS clients. For more information about cross-subnet browsing, see
Microsoft networking documentation.

Note: Although CIFS visibility has been established, you need to configure shares with CIFS
access permissions before any storage system data can become accessible to CIFS clients. For
information about how to make a test share available to CIFS clients, see the Data ONTAP 7-
Mode File Access and Protocols Management Guide.

You will also need to provide information to Windows client users about how to access data on the
storage system for their particular Windows version.

Optimizing NFS directory access for CIFS clients
You can optimize CIFS client access to an NFS directory by configuring Data ONTAP to convert
non-Unicode directories to Unicode format when either CIFS clients or NFS clients access
directories and create only Unicode-formatted directories, thereby eliminating the need to convert
formats.

About this task

Note: If you intend to share files between CIFS and NFS clients, configure Data ONTAP to create
directories in Unicode format immediately after installing Data ONTAP. This will to ensure that
all new directories are created in Unicode format.

When you first install Data ONTAP, directories created by NFS clients are created in non-Unicode
format and directories created by CIFS clients are in Unicode format. Because of this, CIFS
directories are directly accessible to NFS clients, but NFS directories are not directly accessible to
CIFS clients. To provide a CIFS client with access to an NFS directory, your storage system must
first convert the NFS directory to Unicode format. This is done automatically (“on the fly™), as the
storage system receives the access request. Depending on the amount of data involved, Unicode
conversion can take time and consume storage system resources.
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Configuring shares

Creating shares
You can create a share that allows you to specify a folder, gtree, or volume for access by CIFS users.

Before you begin

CIFS must be set up and started before you can create a share.

Steps
From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Storage > Shares.

Click Create.

A W Do

Type the complete path name of an existing folder, qgtree, or volume to be shared.
Alternately, you can click Browse and select the folder, gtree, or volume.
5. If you want to change the default name, specify a new name.

6. Inthe Comments field, type the description for the share and click Create.

Disabling shares
You can disable or stop sharing a folder, gtree, or volume in the Shares window.

Steps

1. From the Home tab, double-click the appropriate storage system.

2. In the navigation pane, click Storage > Shares.

3. From the list of shares, select the share that you want to stop sharing and click Stop Sharing.
4

. Select the confirmation check box and click Stop.

Managing shares
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Editing share settings
You can modify the settings of a share, such as number of users allowed for the share, symbolic link
settings and virus scan options. You can also modify share permissions, by specifying the group or
users who can access the share and the type of access to the share.

Steps

1. From the Home tab, double-click the appropriate storage system.
2. Inthe navigation pane, click Storage > Shares.

3.
4
5

Select a share from the share list and click Edit.

. Modify the share settings as required.

. Click Save and Close to save your changes and close the dialog box.

Window descriptions

Storage > Shares
This topic is under construction.
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Configuring exports

Creating NFS exports
You can create an NFS export to make file system paths on your storage system available for
mounting by NFS clients. NFS clients can mount resources only after the resources have been
exported and made available for mounting.

Before you begin

The NFS license must be enabled on the storage system.
You must have the following information:

* File system path to be exported

» Access privileges of the NFS clients (read-only, read-write, or root)

» Security types that an NFS client must support to access the file system path
¢ Anonymous access settings

Steps

1. From the Home tab, double-click the appropriate storage system.
2. In the navigation pane, click Storage > Exports.

3.
4

. In the Create Export dialog box, type the path to the volume, directory, or file to be exported.

Click Create.

Alternatively, you can click Browse to select the volume, directory, or file.
Specify how the exported path is accessible from a host, in the "Export path" field.
Click Add in the Host Permissions box.

In the Add Export Rule dialog box, specify the required settings and click Add.
You can add multiple security flavor blocks.

Click Create.
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Deleting NFS exports
You can delete one or more NFS exports in the Exports window and make file system paths on your

storage system unavailable for mounting by NFS clients.

Steps

From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Storage > Exports.

Select one or more exports that you want to delete from the exports list and click Delete.

> w0 poE

Select the confirmation check box and click Delete.

Managing exports

Adding export rules

The export rule specifies client permissions, security flavors, and anonymous access settings. You
can use the Add Export Rule dialog box to add an export rule.

Before you begin

You must have the following information:

e Access privileges of NFS clients (read-only, read-write, or root)
» Security types that an NFS client must support to access the file system path
* Anonymous access settings

Steps

From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Storage > Exports.

Select the export path from the list in Exports window.

Click Add in the details window.

o c w0 D E

In the Add Export Rule dialog box, specify the security flavor that an NFS client can use to
access the file system path and the NFS clients and their access privileges.

o

Select the anonymous access settings.

7. Click Add.
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Editing an NFS export

You can use the Edit export rule to change the security flavor, NFS clients and their access
privileges, and anonymous access settings for an NFS export.

Steps

1.
2.
3.

From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Storage > Exports

Select the NFS export that you want to edit.

The client permissions details are displayed in the lower pane.
Select the security flavor in the lower pane and click Edit.

In the Edit Export Rule, perform the required changes and.click Modify.

Window descriptions

Storage > Exports
This topic is under construction.
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Understanding LUNs

Guidelines for creating LUNs

System Manager includes several features that help you to create, edit, or delete LUNS, and to
manage Snapshot copies for a selected LUN.

LUNSs interact with Windows hosts and with storage systems in different ways. The basic sequence
for provisioning storage is to create the LUNS, create the initiator groups, and map the LUNS to the
initiator groups. After you create your LUNS, you can manage them in several ways. For example,
you can control LUN availability, unmap a LUN from an initiator group, and rename or delete a
LUN. Use the following guidelines when creating a LUN.

The LUN name must start with a letter or an underscore (“_") if you choose to automatically create a
volume. The designated volume name is truncated to 249 characters if the LUN name is longer than
249 characters. Any hyphen (**-”), left brace (“{™), right brace (“}”), and period (“.”) in the LUN
name is replaced with an underscore in the volume name.

The LUN description is an optional attribute that you can use to specify additional information about
the LUN.

The usable space in the LUN depends on host or application requirements for overhead. For example,
partition tables and metadata on the host file system reduce the usable space for applications. In
general, when you format and partition LUNSs as a disk on a host, the actual usable space on the disk
depends on the overhead required by the host.

The disk geometry used by the operating system determines the minimum and maximum size values
of LUNs. For information about the maximum sizes for LUNs and disk geometry, see the vendor
documentation for your host OS. If you are using third-party volume management software on your
host, consult the vendor’s documentation for more information about how disk geometry affects
LUN size.

LUN size and type
When you create a LUN, you must specify the LUN size and the type for your host operating system.

The LUN size you specify must be less than the maximum space available. For example, if the
maximum space available is 499 GB, you can create a LUN of 498 GB.

The LUN Multiprotocol Type, or operating system type, determines the layout of data on the LUN,
the geometry used to access that data, and the minimum and maximum sizes of the LUN. After the
LUN is created, you cannot modify the LUN host operating system type.
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LUN Multiprotocol Type considerations

The LUN Multiprotcol Type, or operating system type, specifies the OS of the host accessing the
LUN. It also determines the layout of data on the LUN, the geometry used to access that data, and the
minimum and maximum size of the LUN.

The LUN Multiprotocol Type values are sol ari s, sol ari s_efi,w ndows, wi ndows_gpt ,
wi ndows_2008 , hpux, ai x, | i nux, net war e, xen, hyper _v, and vimar e.

The following table describes the guidelines for using each LUN Multiprotocol Type:

LUN Multiprotocol Type When to use

solaris If your host operating system is Solaris and you are not using
Solaris EFI labels.

solaris_efi If you are using Solaris EFI labels.

Note: Using any other LUN Multiprotocol Type with
Solaris EFI labels may result in LUN misalignment
problems.

For more information, see your Solaris Host Utilities
documentation and release notes.

windows If your host operating system is Windows 2000 Server,
Windows XP, or Windows Server 2003 using the MBR
partitioning method.

windows_gpt If you want to use the GPT partitioning method and your host
is capable of using it. Windows Server 2003, Service Pack 1
and later are capable of using the GPT partitioning method,
and all 64-bit versions of Windows support it.

windows_2008 If your host operating system is Windows Server 2008; both
MBR and GPT partitioning methods are supported.

hpux If your host operating system is HP-UX.

aix If your host operating system is AIX.

linux If your host operating system is Linux.

netware Your host operating system is Netware.

vmware If you are using ESX Server and your LUNs will be
configured with VMFS.

Note: If you configure the LUNs with RDM, you can use
the guest operating system as the LUN Multiprotocol Type.
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LUN Multiprotocol Type When to use

xen If you are using Xen and your LUNs will be configured with
Linux LVM with Dom0.

Note: For raw LUNS, you can use the type of guest
operating system as the LUN Multiprotocol Type.

hyper_v If you are using Windows Server 2008 Hyper-V and your
LUNSs contain virtual hard disks (VHDs).

Note: For raw LUNS, you can use the type of child
operating system as the LUN Multiprotocol Type.

Note: If you are using SnapDrive for Windows, the LUN Multiprotocol Type is automatically set.
When you create a LUN, you must specify the LUN type. After the LUN is created, you cannot
modify the LUN host operating system type.

For information about supported hosts, see the Interoperability Matrix.

Related information

NetApp Interoperability Matrix-now.netapp.com/NOW/products/interoperability/

LUN clones

A LUN clone is a point-in-time, writable copy of a LUN in a Snapshot copy. Changes made to the
parent LUN after the clone is created are not reflected in the Snapshot copy.

A LUN clone shares space with the LUN in the backing Snapshot copy. When you clone a LUN, and
new data is written to the LUN, the LUN clone still depends on data in the backing Snapshot copy.
The clone does not require additional disk space until changes are made to it.

You cannot delete the backing Snapshot copy until you split the clone from it. When you split the
clone from the backing Snapshot copy, the data is copied from the Snapshot copy to the clone,
thereby removing any dependence on the Snapshot copy. After the splitting operation, both the
backing Snapshot copy and the clone occupy their own space.

Note: Cloning is not NVLOG protected, so if the storage system panics during a clone operation,
the operation is restarted from the beginning on a reboot or takeover.


http://now.netapp.com/NOW/products/interoperability/
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Resizing a LUN

You cannot resize a LUN to be smaller than its original size. A LUN cannot be smaller than the
minimum allowed or larger than the maximum allowed size of the current LUN type.

Initiator hosts

Initiator hosts can access the LUNs mapped to them. When you map a LUN on a storage system to
the igroup, you grant all the initiators in that group access to that LUN. If a host is not a member of
an igroup that is mapped to a LUN, that host does not have access to the LUN.

Guidelines for mapping LUNSs to igroups
There are several important guidelines that you must follow when mapping LUNS to an igroup.

* You can map two different LUNs with the same LUN ID to two different igroups without having
a conflict, provided that the igroups do not share any initiators or only one of the LUNSs is online
at a given time.

» Ensure that the LUNs are online before mapping them to an igroup. You should not map LUNs
that are in the offline state.

* You can map a LUN only once to an igroup or-a specific initiator.
* You can add a single initiator to multiple igroups, but the initiator can be mapped to a LUN only
once. You cannot map a LUN to multiple igroups that contain the same initiator.

* You cannot use the same LUN ID for two LUNs mapped to the same igroup.
* You cannot map a LUN to both FC and iSCSI igroups if ALUA is enabled on one of the igroups.

VMware RDM

When you perform raw device mapping (RDM) on VMware, the operating system type of the LUN
must be the operating system type of the guest operating system.

Guidelines for working with volumes that contain LUNs

When you work with volumes that contain LUNS, you must change the default settings for Snapshot
copies. You can also optimize LUN layout to simplify administration.

Data ONTAP Snapshot copies are required for many optional features, such as the SnapMirror
feature, SyncMirror feature, dump and restore, and ndmpcopy.

When you create a volume, Data ONTAP automatically:

» Reserves 20 percent of the space for Snapshot copies
» Schedules Snapshot copies

Because the internal scheduling mechanism for taking Snapshot copies within Data ONTAP has no
means of ensuring that the data within a LUN is in a consistent state, it is recommended that you
change these Snapshot copy settings by performing the following tasks:

» Turn off the automatic Snapshot copy schedule.
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» Delete all existing Snapshot copies.
» Set the percentage of space reserved for Snapshot copies to zero.

It is strongly recommended that you use the following guidelines to create traditional or FlexVol
volumes that contain LUNS:

» Do not create any LUNs in the system’s root volume. Data ONTAP uses this volume to
administer the storage system. The default root volume is /vol/volO.

» Ensure that no other files or directories exist in a volume that contains a LUN.
If this is not possible and you are storing LUNSs and files in the same volume, use a separate gtree
to contain the LUNS.

« If multiple hosts share the same volume, create a gtree on the volume to store all LUNSs for the
same host. This is a recommended best practice that simplifies LUN administration and tracking.

» Ensure that the volume option cr eat e_ucode is set to on.

» To simplify management, use naming conventions for LUNs and volumes that reflect their
ownership or the way that they are used.

See the Data ONTAP Storage Management Guide for more information.

Related information

Data ONTAP documentation on NOW - htto.//now.néetapp.com/NOW/knowledge/docs/ontap/
ontap_index.shtml

What igroups are

Initiator groups (igroups) are tables of FC protocol host WWPNs or iSCSI host nodenames. You can
define igroups and map them to LUNSs to control which initiators have access to LUNS.

Typically, you want all of the host’s HBASs or software initiators to have access to a LUN. If you are
using multipathing software or have clustered hosts, each HBA or software initiator of each clustered
host needs redundant paths to the same LUN.

You can create igroups that specify which initiators have access to the LUNs either before or after
you create LUNS, but you must create igroups before you can map a LUN to an igroup.

Initiator groups can have multiple initiators, and multiple igroups can have the same initiator.
However, you cannot map a LUN to multiple igroups that have the same initiator.

Note: An initiator cannot be a member of igroups of differing ostypes. Also, a given igroup can be
used for FC protocol or iSCSI, but not both.


http://now.netapp.com/NOW/knowledge/docs/ontap/ontap_index.shtml
http://now.netapp.com/NOW/knowledge/docs/ontap/ontap_index.shtml
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Required information for creating igroups

There are a number of attributes required when creating igroups, including the name of the igroup,
type of igroup, ostype, iISCSI node name for iSCSI igroups, and WWPN for FCP igroups.

igroup name
The igroup name is a case-sensitive name that must satisfy several requirements.

The igroup name:

» Contains 1 to 96 characters. Spaces are not allowed.

» Can contain the letters A through Z, a through z, numbers 0 through 9, hyphen (“-”), underscore
(“_™), colon (“:”), and period (“.”).

e Must start with a letter or number.

The name you assign to an igroup is independent of the name of the host that is used by the host
operating system, host files, or Domain Name Service (DNS). If you name an igroup aix1, for
example, it is not mapped to the actual IP host name (DNS name) of the host.

Note: You might find it useful to provide meaningful names for igroups, ones that describe the
hosts that can access the LUNs mapped to them.

igroup type
The igroup type can be either iSCSI or FCP.

igroup ostype
The ostype indicates the type of host operating system used by all of the initiators in the igroup. All
initiators in an igroup must be of the same ostype. The ostypes of initiators are sol ari s, wi ndows,
hpux, ai x, net war e, xen, hyper _v, vimar e, and | i nux.

You must select an ostype for the igroup.

What ALUA is

Data ONTAP 7.2 added support for the Asymmetric Logical Unit Access (ALUA) features of SCSI,
also known as SCSI Target Port Groups or Target Port Group Support.

ALUA is an industry standard protocol for identifying optimized paths between a storage system and
a host. ALUA enables the initiator to query the target about path attributes, such as primary path and
secondary path. It also allows the target to communicate events back to the initiator. It is beneficial
because multipathing software can be developed to support any array; proprietary SCSI commands
are no longer required.

Attention: Ensure your host supports ALUA before enabling it. Enabling ALUA for a host that
does not support it can cause host failures during cluster failover.
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Configuring LUNs

Creating LUNs

You can use the Create LUN wizard to create LUNSs for an existing aggregate, volume, or gtree when
there is available free space. You can create a LUN in an existing volume or create a new flexible
volume for the LUN.

About this task
If you specify the LUN ID, System Manager checks the validity of the LUN ID before adding it. If
you do not specify a LUN ID, Data ONTAP automatically assigns one.

Steps

From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Storage > LUNSs .

In the LUN Management tab, click Create .

Type or select information as requested by the wizard.
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Confirm the details and click Finish to complete the wizard.

Deleting LUNs
You can delete LUNSs and return the space that they had used to their containing aggregates or

volumes.
Before you begin

e The LUN must be offline.
e The LUN must be unmapped from all initiator hosts.

Steps

1. From the Home tab, double-click the appropriate storage system.

2. In the navigation pane, click Storage > LUNS .

3. Inthe LUN Management tab, select one or more LUNSs that you want to delete and click Delete .
4

. Select the confirmation check box and click Delete.
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Creating initiator groups
You can use the Create Initiator Group dialog box to create a new initiator group. Initiator groups
enable you to control which hosts can access which LUNSs.

Steps
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From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Storage > LUNs .
Click Initiator Groups, then click Create.

In the General tab, specify the initiator group name, operating system and supported protocol for
the group.

If you want to enable ALUA, select the check box.

This check box is enabled only if you select FC protocol for the initiator group.
In the Initiators tab, add the initiators.

Click Create.

Deleting initiator groups
You can use the Initiator Groups tab to delete an initiator group.

Before you begin

All the LUNs mapped to the initiator group must be manually unmapped.

Steps

a > w0 b

From the Home tab, double-click the appropriate storage system.

In the navigation pane, click Storage > LUNs .

Click Initiator Groups.

Select one or more initiator groups that you want to delete and click Delete .
Click Delete .

Deleting initiators from an initiator group
You can use the Initiator Groups tab to delete an initiator.

Before you begin

All the LUNs mapped to the initiator group, that contains the initiators, must be manually unmapped.
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Steps
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From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Storage > LUNSs .
Click Initiator Groups, then click Edit.

In the Initiators tab, select one or more initiators that you want to delete and click Delete .

Managing LUNs

Editing LUNs
You can use the LUN properties dialog box to change the name, description, size, space reservation
setting, or the mapped initiator hosts of a LUN.

Steps

o o &> »w Do

From the Home tab, double-click the appropriate storage system.

In the navigation pane, click Storage > LUNSs .

Click LUN Management.

Select LUN that you want to edit from the list of LUNs and click Edit .
Make the changes as required.

Click Save and Close to save your changes and close the dialog box.

Editing initiator groups
You can use the Edit Initiator Group dialog box to change the name of an existing initiator group and
its operating system. You can also add initiators to or remove initiators from the initiator group. You
can also enable or disable ALUA for an FCP initiator group.

Steps

N o o s~ w e

From the Home tab, double-click the appropriate storage system.

In the navigation pane, click Storage > LUNSs .

Click Initiator Groups, then click Edit .

Click the appropriate tab to display the properties or settings you want to change.
Make the necessary changes.

Click Save and Close to save your changes and close the dialog box.

Use the Initiator Groups tab to verify the changes you made to the selected initiator group.
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Editing initiators
You can use the Edit Initiator Group dialog box to change the name of an existing initiator in an
initiator group.

Steps

1. From the Home tab, double-click the appropriate storage system.

2. In the navigation pane, click Storage > LUNS .

3. Click Initiators Groups.

4. Select the initiator group to which the initiator belongs and click Edit .
5. In the Edit Initiator Group dialog box, click Initiators.

6. Select the initiator that you want to edit and click Edit.

7. Change the name and click OK.

8. Click Save and Close.

Adding initiators
You can use the Edit Initiator Group dialog box to add initiators to an initiator group. An initiator
gets access to a LUN when the initiator group, that it belongs to, is mapped to that LUN.
Steps

From the Home tab, double-click the appropriate storage system.

In the navigation pane,, click Storage > LUNS .

Click Initiators Groups.

Select the initiator group to which you want to add initiators and click Edit.

In the Edit Initiator Group dialog box, click Initiators.

Click Add.

Specify the initiator name and click OK.

G N o g w N

Click Save and Close.
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Bringing LUNs online
You can use the LUN Management tab to bring selected LUNSs online and make them available to the
host.

Before you begin

Any host application accessing the LUN must be quiesced or synchronized.

Steps

1. From the Home tab, double-click the appropriate storage system.

2. Inthe navigation pane, click Storage > LUNSs .

3. Inthe LUN Management tab, select one or more LUNS that you want to bring online.
4

. Click Status > Online.

Taking LUNSs offline

You can use the LUN Management tab to take selected LUNs offline and make them unavailable for
block protocol access.

Before you begin

Any host application accessing the LUN must be quiesced or synchronized.

Steps

From the Home tab, double-click the appropriate storage system.

In the navigation pane, click Storage > LUNs .

In the LUN Management tab, select one or more LUNSs that you want to take offline.
Click Status > Offline.

Click Offline.
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Adding an initiator
You can use the Edit Initiator Group dialog box to add initiators to an initiator group. An initiator
gets access to a LUN when the initiator group, that it belongs to, is mapped to the LUN.
Steps

1. From the Home tab, double-click the appropriate storage system.

2. Inthe navigation pane, click Storage > LUNS.
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3. Inthe Initiator Groups tab, select the initiator group and click Edit.
4. In the Initiators tab, click Add.

5. Specify the initiator name and click OK.

6. Click OK.

Cloning LUNs

LUN clones enable you to create multiple readable and writable copies of a LUN. You might want to
create a temporary copy of a LUN for testing or to make a copy of your data available to additional
users, without giving them access to the production data.

Before you begin

When space reservation is not enabled for a LUN, the volume that contains the LUN must have
enough space to accommodate changes to the clone.

Note: A space-reserved LUN clone requires as much space as the space-reserved parent LUN.

Steps

From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Storage > LLUNs.

Select the LUN you want to clone and click Clone.

If you want to change the default name, specify a new one.

Click Clone.
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Monitoring LUNs

Viewing LUN information
You can use the LUN Management tab to view details about a LUN, such as its name, status, size,
and type.

Steps

1. From the Home tab, double-click the appropriate storage system.
2. In the navigation pane, click Storage > LUNSs .

3. Inthe LUN Management tab, select the LUN that you want to view information about from the
displayed list of LUNSs.

4. Review the LUN details in the LUNs window.



Storage > LUNs | 91

Viewing initiator groups
You can use the Initiator Groups tab to view all initiator groups and initiators.

Steps

1. From the Home tab, double-click the appropriate storage system.

2. Inthe navigation pane, click Storage > LUNSs .

3. Click Initiator Groups and review the initiator groups that are listed in the upper pane.

4. Select an initiator group and review the initiators that belong to it and are listed in the lower pane.

Window descriptions

Storage > LUNs

You can use the LUNs window to create, display, and manage information about LUNS. You can
also add, edit, or delete initiator groups and initiator IDs.

Tabs

LUN Management You can use the LUN Management tab to create, edit, or delete LUNSs or
manage Shapshot copies for a selected LUN.

Initiator Groups  You canuse the Initiator Groups tab to add, edit, or delete initiator groups and
initiator IDs.
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Understanding array LUNs

About disks and array LUNs

A disk is the basic unit of storage for storage systems that use Data ONTAP to access native disk
shelves. An array LUN is the basic unit of storage that third-party storage arrays provide to storage
systems that run Data ONTAP.

Data ONTAP enables you to assign ownership to your disks and array LUNSs, and to add them to an
aggregate. Data ONTAP also provides a number of ways to manage your disks, including removing
them, replacing them, and sanitizing them. Because array LUNSs are provided by the third-party
storage array, you use the third-party storage array for all other management tasks for array LUNSs.

You can create an aggregate using either disks or array LUNs. After you have created the aggregate,
you manage it using Data ONTAP in exactly the same way, whether it was created from disks or
array LUNS.

How disks and array LUNs become available for use
When you add a disk or array LUN to a'system running Data ONTAP, the disk or array LUN goes
through several stages before it can be used by Data ONTAP to store data or parity information.

The process for making a disk available for use differs slightly from the process for making an array
LUN available for use. Both processes are shown in the following diagram.
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The process for disks includes the following actions:

1. The administrator physically installs the disk into a disk shelf.
Data ONTAP can see the disk but the disk is still unowned.

2. If the system is configured to support disk autoassignment, Data ONTAP assigns ownership for
the disk. Otherwise, the administrator assigns ownership of the array LUN to a V-Series system.

The disk is now a spare disk.

3. The administrator or Data ONTAP adds the disk to an aggregate.
The disk is now in use by that aggregate. It could contain data or parity information.

The process for array LUNs includes the following actions:

1. The administrator uses the third-party storage array to create the array LUN and make it available
to Data ONTAP.

Data ONTAP can see the array LUN but the array LUN is still unowned.

2. The administrator uses the di sk assi gn command to assign ownership for the array LUN.
The array LUN is now a spare array LUN.

3. The administrator adds the array LUN to an aggregate.
The array LUN is now in use by that aggregate and is used to contain data.
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Rules for mixing array LUNs in an aggregate
Data ONTAP does not support mixing different types of storage in the same aggregate because it
causes performance degradation.

There are restrictions on the types of array LUNSs that you can mix in the same aggregate, which you
must observe when you add array LUNSs to an aggregate. Data ONTAP does not preventyou from
mixing different types of array LUNSs.

Note: Data ONTAP prevents you from mixing native disks and array LUNS in the same aggregate.

For aggregates for third-party storage, you cannot mix the following storage types in the same
aggregate:

e Array LUNs from storage arrays from different vendors
» Array LUNs from storage arrays from the same vendor but from different storage array families

Note: Storage arrays in the same family share the same characteristics---for example, the same

performance characteristics. See the VV-Series implementation guide for your vendor for
information about how Data ONTAP defines family members for the vendor.

e Array LUNs from storage arrays with 4-Gb HBAs and array LUNs from storage arrays with 2-Gb
HBAs
* Array LUNs from Fibre Channel and SATA drives

You can deploy Fibre Channel and SATA drives behind the same V-Series system. However, you
cannot mix array LUNs from SATA disks and Fibre Channel disks in the same aggregate, even if
they are from the same series and the same vendor. Before setting up this type of configuration,
consult your authorized reseller to plan the best implementation for your environment.

Configuring array LUNs

Creating an aggregate from spare array LUNs

You can use the Create Aggregate dialog box to create a new aggregate from selected spare array
LUNSs. You must first change the ownership of an array LUN to spare, making the array LUN
available for use.

Steps

1. From the Home tab, double-click the appropriate storage system.
2. Inthe navigation pane, click Storage > Array LUNs .
3. Select one or more spare array LUNs and click Create Aggregate.

Note: For aggregates for third-party storage, you cannot have array LUNs from storage arrays
from different vendors in the same aggregate.
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4,

Specify a name for the aggregate and click Create .

Managing Array LUNs

Adding array LUNs to an aggregate

You can use the Add Disks to Aggregate dialog box to add spare array LUNS to an existing
aggregate.

Steps

1.
2.
3.

From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Storage > Array LUNs .

Select one or more spare array LUNs that you want to add to the aggregate and click Add to
Aggregate.

Select the aggregate to which you want to add the spare array LUNSs and click Add .

Window descriptions

Storage > Array LUNs

The Array LUNs window enables you to assign ownership to your array LUNs, and to add them to
an aggregate.

The Array LUNSs link in the left navigation pane appears only for V-Series systems.

Command buttons
Array LUN list
Details area

Command buttons

Create Opens the Create Aggregate dialog box. You can use this dialog box to create a
Aggregate new aggregate using spare array LUNS.

Note: This button is enabled only if there is at least one spare array LUN.

Add to Opens the Add Disks to Aggregate dialog box. You can use this dialog box to
Aggregate add spare array LUNs to an existing aggregate.

Note: This button is enabled only if there is at least one spare array LUN.
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Make Spare Changes the ownership of an array LUN to spare, making the array LUN
available for use.

Refresh Updates the information in the window.

Array LUN list
The array LUN list displays the name, state, model, and vendor for each array LUN.

Name Specifies the name of the array LUN.
State Specifies the state of the array LUN.
Model Specifies the V-Series system model.
Vendor Specifies the V-Series system vendor.

Used Space Specifies the space used by an array LUN.
Size Specifies the size of the array LUN.

Container  Specifies the aggregate or traditional volume to which this array LUN belongs.

Details area
The area below the array LUNS list displays detailed information about the selected array LUN.
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Understanding quotas

About quotas
Quotas provide a way to restrict or track the disk space and number of files used by a user, group, or
gtree. You specify quotas using the / et c/ quot as file. Quotas are applied to a specific volume or
qgtree.

Why you use quotas

You can use quotas to limit resource usage, to provide notification when resource usage reaches
specific levels, or simply to track resource usage.

You specify a quota for the following reasons:

» To limit the amount of disk space or the number of files that can be used by a user or group, or
that can be contained by a gtree

» To track the amount of disk space or the number of files used by a user, group, or gtree, without
imposing a limit

e To warn users when their disk usage or file usage is high

Types of quotas
Quotas can be classified on the basis of targets they are applied to, and on the basis of the limits that
you specify.
The following are the types of quotas based on the targets they are applied to:

User The target is a user.

quota The user can be represented by a UNIX user name/UID, a Windows SID, a file or

directory whose UID matches the user Windows user name in pre-Windows 2000
format, or a file or directory with an ACL owned by the user's SID. You can apply it
to a volume or a gtree.

Group The target is a group.

quota The group is represented by a UNIX group name, a GID, or a file or directory whose
GID matches the group. Data ONTAP does not apply group quotas based on a
Windows ID. You can apply it to a volume or a gtree.

Qtree The target is a gtree, specified by the path name to the gtree.

guota

You can determine the size of the target gtree.



100 | System Manager 2.0 Printable Help For Data ONTAP® 7-Mode

Default Automatically applies a quota limit to a large set of quota targets without creating
quota separate quotas for each target.

Default quotas can be applied to all three types of quota target (users, groups, and
gtrees). A quota target with an asterisk mark (*) denotes a default quota. The quota
type is determined by the value of the type field.

The following are the types of quotas based on the limits that you apply on the quotas. You can apply
a disk space limit or limit the number of files for each quota type.

Soft quota System Manager sends a notification to you when the storage limit that you
specified for the quota is exceeded.

Hard quota System Manager sends a notification to you and does not allow a write operation
when the storage limit that you specified for.the quota is exceeded.

Threshold quota System Manager logs a warning message in the console when the storage limit
that you specified for the quota is exceeded.

How you specify UNIX users for quotas

You can specify a UNIX user for a quota using one of three formats: the user name, the UID, or a file
or directory owned by the user.

To specify a UNIX user for a quota, you can use one of the following formats:
* The user name, as defined in the / et ¢/ passwd file or the NIS password map, such as jsmith.

Note: You cannot use a UNIX user name to specify a quota if that name includes a backslash
(\) or an @ sign. This is because Data ONTAP treats names containing these characters as
Windows names.

e The UID, such as 20.
» The path of a file or directory owned by that user, so that the file's UID matches the user.

Note:

If you specify a file or directory name, you should choose a file or directory that will last as
long as the user account remains on the system.

Specifying a file or directory name for the UID does not cause Data ONTAP to apply a quota
to that file or directory.

How you specify Windows users for quotas

You can specify a Windows user for a quota using one of three formats: the Windows name in pre-
Windows 2000 format, the SID, or a file or directory owned by the SID of the user.

To specify a Windows user for a quota, you can use one of the following formats:

e The Windows name in pre-Windows 2000 format.
» The security ID (SID), as displayed by Windows in text form, such as S-1-5-32-544.
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« The name of a file or directory that has an ACL owned by that user's SID.
Note:

If you specify a file or directory name, you should choose a file or directory that will last as
long as the user account remains on the system.

For Data ONTAP to obtain the SID from the ACL, the ACL must be valid.

If the file or directory exists in a UNIX-style gtree, or if the storage system uses UNIX mode
for user authentication, Data ONTAP applies the user quota to the user whose U/D, not SID,
matches that of the file or directory.

Specifying a file or directory name to identify a user for a quota does not cause Data ONTAP
to apply a quota to that file or directory.

How you specify a user name in pre-Windows 2000 format

The pre-Windows 2000 format, for example engi neeri ng\j ohn_sni t h, is used by the quotas file
for specifying Windows users.

Keep in mind the following rules when creating pre-Windows 2000 format user names:

* The user name must not exceed 20 characters
e The NetBIOS form of the domain name must be used.

How you specify a Windows domain using the QUOTA_TARGET_DOMAIN
directive

Using the QUOTA_TARGET_DOMAIN directive in the quotas file enables you to specify the
domain name only once for a group of Windows users.

The QUOTA_TARGET_DOMAIN directive takes an optional argument. This string, followed by a
backslash (\), is prepended to the name specified in the quota entry. Data ONTAP stops adding the
domain name when it reaches the end of the quotas file or another QUOTA_TARGET_DOMAIN
directive.

Example
The following example illustrates the use of the QUOTA_TARGET_DOMAIN directive:

QUOTA_TARGET_DOVAI N cor p

roberts user @vol /vol 2 900M 30K
smth user @vol /vol 2 900M 30K
QUOTA TARGET_DOMAI N engi neeri ng

daly user @vol / vol 2 900M 30K
t homas user @vol / vol 2 900M 30K
QUOTA TARGET_DOMAI N

st evens user @vol /vol 2 900M 30K

The string corp\ is added as a prefix to the user names of the first two entries. The string
engineering\ is added as a prefix to the user names of the third and fourth entries. The last
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entry is unaffected by the QUOTA _TARGET_DOMAIN entry because the entry contains no
argument.

The following entries produce the same effects:

corp\roberts user @vol /vol 2 900M 30K

corp\smth user @vol /vol 2 900M 30K

engi neeri ng\ dal y user @vol / vol 2 900M 30K

engi neeri ng\t honmas user @vol /vol 2 900M 30K

st evens user @vol / vol 2 900M 30K
Quota limits

You can apply a disk space limit or limit the number of files for each quota type. If you do not
specify a limit for a quota, none is applied. The maximum quota limit is 16383 GB or 16 TB - 1 on
systems running versions earlier than Data ONTAP 8.0. On systems running Data ONTAP 8.0 7-
Mode, the maximum quota limit is 1073741823 GB.

Disk space soft limit Disk space limit applied to soft quotas.

Disk space hard limit Disk space limit applied to hard quotas.
Threshold limit Disk space limit applied to threshold quotas.
Files soft limit The maximum number of files on a soft quota.
Files hard limit The maximum-number of files on a hard quota.

Quota management

System Manager includes several features that help you to create, edit, or delete quotas. You can
create a user, group, or tree quota and you can specify both disk and file level quota limits. All quotas
are established on a per-volume basis.

After creating a quota, you can perform the following tasks:

» Enable and disable quotas
e Resize quotas

How default quotas work

You can use default quotas to apply a quota to all instances of a given quota type. For example, a
default user quota affects all users on the system for the specified volume. In addition, default quotas
enable you to modify your quotas easily.

You can use default quotas to automatically apply a limit to a large set of quota targets without
having to create separate quotas for each target. For example, if you want to limit most users to 10
GB of disk space, you can specify a default user quota of 10 GB of disk space instead of creating a
quota for each user. If you have specific users for whom you want to apply a different limit, you can
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create explicit quotas for those users. (Explicit quotas—quotas with a specific target or list of targets
—override default quotas.)

Default quotas can be applied to all three types of quota target (users, groups, and qtrees).

Note: When a default user quota is in effect, Data ONTAP also tracks resource usage for the root
user and the BUILTINVAdministrators group. Similarly, when a default group quota is in effect,
Data ONTAP tracks resource usage for the group with GID 0.

Default user quota example
The following quotas file uses a default user quota to apply a 50-MB limit on each user for

voll:
#Quota target type disk files thold sdisk sfile
& user @vol /vol1 50M

If any user on the system enters a command that would cause that user's data to take up more
than 50 MB in voll (for example, writing to a file from an editor), the command fails.

How guotas work with gtrees
You can create quotas with a gtree as their target; these quotas are called free guotas. You can also
create user and group quotas for a specific gtree. In addition, quotas for a volume are sometimes
inherited by the gtrees contained by that volume.

How tree quotas work
You can create a quota with a gtree as its target to limit how large the target gtree can become. These
quotas are also called free quotas.

When you apply a quota to a gtree, the result is similar to a disk partition, except that you can change
the gtree's maximum size at any time by changing the quota. When applying a tree quota, Data
ONTAP limits the disk space and number of files in the gtree, regardless of their owners. No users,
including root and members of the BUILTIN\Administrators group, can write to the gtree if the write
operation causes the tree quota to be exceeded.

Note: The size of the quota does not guarantee any specific amount of available space. The size of
the quota can be larger than the amount of free space available to the gtree.

How user and group quotas work with gtrees
Tree quotas limit the overall size of the gtree. To prevent individual users or groups from consuming
the entire gtree, you specify a user or group quota for that gtree.

Example user quota in a qtree

Suppose you have the following quotas file:
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#Quota target type

g user @vol /vol 1

disk files thold sdisk sfile

50M -

jsmth user@vol /voll 80M -

It comes to your attention that a certain user, kjones, is taking up too much space in a critical
gtree, qt1, which resides in vol2. You can restrict this user's space by adding the following line
to the quotas file:
kj ones

user @vol /vol 2/qt1 20M - 15M

How gtree changes affect quotas

When you delete, rename, or change the security style of a gtree, the quotas applied by Data ONTAP
might change, depending on the current quotas being applied.

How renaming a gtree affects quotas

When you rename a qtree, its ID does not change. As a result, all quotas applicable to the gtree
continue to be applicable, without reinitializing quotas. However, before you reinitialize quotas, you
must update the quota with the new gtree name to ensure that the quota continues to be applied for
that gtree.

How deleting a gtree affects tree quotas

When you delete a gtree, all quotas applicable to that qtree, whether they are explicit or derived, are
no longer applied by Data ONTAP.

If you create a new gtree with the same name as the one you deleted, the quotas previously applied to
the deleted qgtree are not applied automatically to the new gtree until you reinitialize quotas. If a
default tree quota exists, Data ONTAP creates new derived quotas for the new gtree.

If you don't create a new qtree with the same name as the one you deleted, you can delete the quotas
that applied to that gtree to avoid getting errors when you reinitialize quotas.

How changing the security style of a gqtree affects user quotas

ACLs apply in gtrees using NTFS or mixed security style, but not in gtrees using UNIX security
style. Therefore, changing the security style of a gtree might affect how quotas are calculated. You
should always reinitialize quotas after you change the security style of a gtree.

If you change a gtree's security style from NTFS or mixed to UNIX, any ACLs on files in that gtree
are ignored as a result, and file usage is charged against UNIX user IDs.

If you change a gtree's security style from UNIX to either mixed or NTFS, previously hidden ACLs
become visible, any ACLs that were ignored become effective again, and the NFS user information is
ignored.

Note: If no ACL existed before, the NFS information continues to be used in the quota calculation.
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Attention: To make sure that quota usages for both UNIX and Windows users are properly
calculated after you change the security style of a gtree, always reinitialize quotas for the volume
containing that gtree.

Example

Suppose NTFS security is in effect on gtree A, and an ACL gives Windows user corp/joe
ownership of a 5-MB file. User corp/joe is charged with 5 MB of disk space usage for gtree A.

Now you change the security style of gtree A from NTFS to UNIX. After quotas are
reinitialized, Windows user corp/joe is no longer charged for this file; instead, the UNIX user
that is mapped to the corp/joe user is charged for the file. If no UNIX user is mapped to corp/
joe, then the default UNIX user is charged.

Note: Only UNIX group quotas apply to gtrees. Changing the security style of a gtree,
therefore, does not affect the group quotas.

How quotas work with users and groups
When you specify a user or group as the target of a quota, the limits imposed by that quota are
applied to that user or group. However, some special groups and users are handled differently. There
are different ways to specify IDs for users, depending on your environment.

When a full quota reinitialization is required

Although resizing quotas is faster, you must do a full quota reinitialization if you make certain or
extensive changes to your quotas.

A full quota reinitialization is necessary in the following circumstances:

You create a quota for a target that has not previously had a quota

You change user mapping in the user map. cf g file and you use the

QUOTA _PERFORM_USER_MAPPING entry in the quotas file.

You change the security style of a gtree from UNIX to either mixed or NTFS.
You change the security style of a gtree from mixed or NTFS to UNIX.

You make extensive changes to your quotas.

Configuring guotas
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Creating quotas
Quotas provide a way to restrict or track the disk space and number of files used by a user, group, or
gtree. You can use the Add Quota wizard to create a new quota and apply it to a specific volume or
qtree.

Steps

1. From the Home tab, double-click the appropriate storage system.
2. Inthe navigation pane, click Storage > Quotas .

3.
4
5

In the Quota tab, click Create .

. Type or select information as requested by the wizard.

. Confirm the details and click Finish to complete the wizard.

Deleting quotas
You can delete one or more quotas that are applicable to a specific volume.

Steps

> 0w e

From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Storage > Quotas .
Select one or more quotas that you want to delete and click Delete .

Select the confirmation check box and click Delete.

Managing quotas

Editing quotas
You can use the Edit Quota dialog box to modify disk space threshold; hard and soft limits on the
amount of disk space that the quota target can use; hard and soft limits on the number of files that the
quota target can own.

Steps

> w0 poE

From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Storage > Quotas .

Select the quota that you want to edit and click Edit .

Modify the quota settings as required.
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5. Click Save and Close to save your changes and close the dialog box.

6. Use the Quotas tab to verify the changes that you made to the selected quota.

After you finish

You must resize the quota to enable the changes to take effect.

Enabling or disabling quotas
You can enable or disable quotas on one or more selected volumes on your storage system, as your

users and their storage requirements and limitations change.

Steps

From the Home tab, double-click the appropriate storage system.

In the navigation pane, click Storage > Quotas .

In the Manage tab, select one or more volumes for which you want to enable or disable quotas.

Click either On or Off, as appropriate.

o &~ w0 D

Select the confirmation check box and click Ok.

Resizing quotas

You can use the Resize Quotadialog box to adjust currently active quotas in the specified volume to
reflect the changes that you have made to a quota.

Before you begin

Quotas must be enabled for the volumes for which you want to resize quotas.

Steps

From the Home tab, double-click the appropriate storage system.

In the navigation pane, click Storage > Quotas .

In the Manage tab, select one or more volumes for which you want to resize quotas.
Click Resize .

Click Ok.

o > w DR

Monitoring quotas
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Viewing quota information

You can use the Quotas window to view quota details such as the volume and the gtrees to which the
quota is applied, the type of quota, the user or group to which the quota is applied, and the status of
the quota.

Steps
From the Home tab, double-click the appropriate storage system.

In the navigation pane, click Storage > Quotas .

Select the quota that you want to view information about from the displayed list of quotas.

e

Review the quota details.

Window descriptions

Storage > Quotas
You can use the Quotas window to create, display, and manage information about quotas.

Tabs

Quotas You can use the Quotas tab to create, edit, or delete quotas.

Volumes You can use the Manage tab to view the status of a quota and to turn quotas on or off and
to resize quotas.
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Understanding qgtrees

What a qtree is

A gtree is a logically defined file system that can exist as a special subdirectory of the root directory
within either a traditional volume or a flexible volume. You can create up to 4995 gtrees per volume.
There is no maximum for the storage system as a whole. You can easily create qgtrees for managing
and partitioning your data within the volume.

In general, gtrees are similar to volumes. However, they have the following key differences:

» Snapshot copies can be enabled or disabled for individual volumes but not for individual gtrees.
» Qtrees do not support space reservations or space guarantees.

There are no restrictions on how much disk space can be used by the gtree or how many files can
exist in the gtree.

Qtree options

You must specify the following when creating a gtree: a name for the gtree and the volume in which
the gtree resides. By default, the security style of a gtree is the same as that for the root directory of
the volume. By default, oplocks are enabled for each gtree. If you disable oplocks for the entire
storage system, oplocks are not set even if you enable oplocks on a per-gtree basis.

When you use gtrees

Qtrees allow you to partition your data without incurring the overhead associated with a volume. You
might create gtrees to organize your data, or to manage one or more of the following factors: quotas,
backup strategy, security style, and CIFS oplocks setting.

The following list describes examples of gtree usage strategies:

¢ Quotas

You can limit the size of the data used by a particular project, by placing all of that project's files
into a gtree and applying a tree quota to the gtree.

» Backups
You can use gtrees to keep your backups more modular, to add flexibility to backup schedules, or
to limit the size of each backup to one tape.

e Security style
If you have a project that needs to use NTFS-style security, because the members of the project
use Windows files and applications, you can group the data for that project in a gtree and set its
security style to NTFS, without requiring that other projects also use the same security style.

» CIFS oplocks settings
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If you have a project using a database that requires CIFS oplocks to be off, you can set CIFS
oplocks to Off for that project's gtree, while allowing other projects to retain CIFS oplocks.

Qtree name restrictions

Using some special characters in gtree hames, such as commas and spaces, can cause problems with
other Data ONTAP capabilities, and should be avoided.

The following characters should be avoided in gtree names:

e Space
Spaces in gtree names can prevent SnapMirror updates from working correctly.
 Comma

Commas in gtree names can prevent quotas from working correctly for that gtree, unless the name
is enclosed in double quotation marks.

Security styles
Storage systems running Data ONTAP operating system supports different types of security styles
for a storage object. By default, the security style of a qgtree is the same as that for the root directory
of the volume.

UNIX The user's UID and GID, and the UNIX-style permission bits of the file or directory
determine user access. The storage system uses the same method for determining access for
both NFS and CIFS requests.

If you change the security style of a gtree or a volume from NTFS to UNIX, the storage
system disregards the Windows NT permissions that were established when the gtree or
volume used the NTFS security style.

NTFS For CIFS requests, Windows NT permissions determine user access. For NFS requests, the
storage system generates and stores a set of UNIX-style permission bits that are at least as
restrictive as the Windows NT permissions.

The storage system grants NFS access only if the UNIX-style permission bits allow the
user access.

If you change the security style of a gtree or a volume from UNIX to NTFS, files created
before the change do not have Windows NT permissions. For these files, the storage system
uses only the UNIX-style permission bits to determine access.

Mixed Some files in the gtree or volume have the UNIX security style and some have the NTFS
security style. A file's security style depends on whether the permission was last set from
CIFS or NFS.

For example, if a file currently uses the UNIX security style and a CIFS user sends a set-
ACL request to the file, the file's security style is changed to NTFS. If a file currently uses
the NTFS security style and an NFS user sends a set-permission request to the file, the file's
security style is changed to UNIX.
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About the CIFS oplocks setting

Usually, you should leave CIFS oplocks on for all volumes and gtrees. This is the default setting.
However, you might turn CIFS oplocks off under certain circumstances.

CIFS oplocks (opportunistic locks) enable the redirector on a CIFS client in certain file-sharing
scenarios to perform client-side caching of read-ahead, write-behind, and lock information. A client
can then work with a file (read or write it) without regularly reminding the server that it needs access
to the file. This improves performance by reducing network traffic.

You might turn CIFS oplocks off on a volume or a gtree under either of the following circumstances:

* You are using a database application whose documentation recommends that CIFS oplocks be
turned off.

* You are handling critical data and cannot afford even the slightest data loss.
Otherwise, you can leave CIFS oplocks on.

For more information about CIFS oplocks, see the CIFS section of the Data ONTAP 7-Mode File
Access and Protocols Management Guide.

Configuring gtrees

Creating qtrees
Qtrees enable you to manage and partition your data within the volume. You can use the Create

Qtree dialog box to add a new:qtree to a volume on your storage system.
Steps

From the Home tab, double-click the appropriate storage system.

In the navigation pane, click Storage > Qtrees .

Click Create .

In the Details tab, type a name for the gtree.

a > w0 D

Select the volume to which you want to add this gtree.
The Volume drop-down list includes only volumes that are online.
6. If you want to disable oplocks for the gtree, clear the "Enable oplocks™ check box.
By default, oplocks are enabled for each gtree.
7. If you want to change the default security style, select a new one
The default security style of the gtree is the security style of the volume that contains the gtree.

8. If you want to restrict disk space usage, click the Quotas tab.
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a. If you want to apply quota on the qtree, click Qtree quota and specify the disk space limit.

b. If you want to apply quota for all users on the gtree, click User quota and specify the disk
space limit.

9. Click Save and Close.

Editing gtrees

You can use the Edit Qtree dialog box to change the security style of the gtree or to enable and
disable opportunistic locks (oplocks) on a gtree.

Steps

From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Storage > Qtrees .

Select the gtree that you want to edit and click Edit .

In the Edit Qtree dialog box, edit the settings as required.

Click OK.

o g &~ w0 D

Use the Qtrees window to verify the changes you made to the selected gtree.

Deleting gtrees

You can delete a gtree and the disk space it uses within a volume. When you delete a qgtree, all quotas
applicable to that gtree are no longer applied by Data ONTAP.

Before you begin

* The gtree must be empty.
» Status of the gtree must be normal.

Steps

From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Storage > Qtrees .

Select one or more qgtrees that you want to delete and click Delete .

el A

Select the confirmation check box and click Delete.

Managing qtrees
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Editing gtrees

You can use the Edit Qtree dialog box to change the security style of the gtree or to enable and
disable opportunistic locks (oplocks) on a gtree.

Steps

1. From the Home tab, double-click the appropriate storage system.
2. Inthe navigation pane, click Storage > Qtrees .

3. Select the gtree that you want to edit and click Edit .

4.
5
6

In the Edit Qtree dialog box, edit the settings as required.

. Click OK.

. Use the Qtrees window to verify the changes you made to the selected gtree.

Monitoring gtrees

Viewing gtree information

You can use the Qtrees window to view the volume that contains a gtree, and the name, security
style, status of a gtree and oplocks status.

Steps

H w b

From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Storage > Qtrees .
Select the gtree that you want to view information about from the displayed list of gtrees.

Review the gtree details in the Qtrees window.

Window descriptions

Storage > Qtrees
You can use the Qtrees window to create, display, and manage information about gtrees.

Command buttons
OQtree list
Details area
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Command buttons
Create Opens the Create Qtree dialog box. You can use this dialog box to create a new gtree.

Edit Opens the Edit Qtree dialog box. You can use this dialog box to change the security style
and to enable or disable oplocks (opportunistic locks) on a gtree.

Delete  Deletes the selected gtree.

Note: This button is disabled unless the selected gtree has a name and the gtree status is
normal.

Refresh Updates the information in the window.

Qtree list
The gtree list displays the volume in which the gtree resides and the gtree name.
Name Specifies the name of the gtree.

Volume Specifies the name of the volume in which the gtree resides.

Security Style  Specifies the security style of the gtree.

Status Specifies the current status of the gtree.
Oplocks Specifies whether the oplocks setting is enabled or disabled for the gtree.
Details area

The area below the gtree list displays detailed information about the selected gtree.
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Understanding aggregates

Aggregate management
System Manager includes several features that help you to create, edit, or delete aggregates.

When you create an aggregate, you must provide the following information:

» A name for the aggregate

* RAID type (double parity or RAID4), which specifies the level of RAID protection that you want
to provide for this aggregate.

Note: RAIDO is used only for array LUNs.
» Disks to include in the aggregate

Note: You can select the disks manually or have the system select the disks for you
automatically, based on disk size.

RAID types

RAID-DP provides double-parity disk protection. RAID4 provides single-parity disk protection
against single-disk failure within a RAID group.

With RAIDA4, if there is a second disk failure before data can be reconstructed from the data on the
first failed disk, there is data loss. To avoid data loss when two disks fail, you can select RAID-DP.
RAID-DP provides two parity disks to protect you from data loss when two disk failures occur in the
same RAID group before the first failed disk can be reconstructed.

For array LUNSs, Data ONTAP uses RAIDO RAID groups to determine where to allocate data to the
LUNSs on the storage array. The RAIDO RAID groups are not used for RAID data protection. The
storage arrays provide the RAID data protection.

How you use aggregates to provide storage to your volumes

To support the differing security, backup, performance, and data sharing needs of your users, you
group the physical data storage resources on your storage system into one or more aggregates. These
aggregates provide storage to the volume or volumes that they contain.

Each aggregate has its own RAID configuration, plex structure, and set of assigned disks or array
LUNs. When you create an aggregate without an associated traditional volume, you can use it to hold
one or more FlexVVol volumes—the logical file systems that share the physical storage resources,
RAID configuration, and plex structure of that common containing aggregate. When you create an
aggregate with its tightly-bound traditional volume, then it can contain only that volume.



116 | System Manager 2.0 Printable Help For Data ONTAP® 7-Mode

Aggregates can be mirrored or unmirrored. An unmirrored aggregate has only one plex; mirrored
aggregates have two plexes.

For information about best practices for working with aggregates, see 7echnical Report 3437:
Storage Best Practices and Resiliency Guide.

Related information

TR 3437: Storage Best Practices and Resiliency Guide

Understanding 32-bit and 64-bit aggregates

Aggregates are either 32-bit or 64-bit. 64-bit aggregates have much larger size limits than 32-bit
aggregates. 32-bit and 64-bit aggregates can coexist on the same storage system. They interoperate
for some Data ONTAP features but not all.

32-hit aggregates have a maximum size of 16 TB, while 64-bit aggregates have a maximum size of
up to 100 TB, depending on the storage system model. For the maximum 64-bit aggregate size of
your storage system model, see the System Configuration Guide.

You decide the format of an aggregate when you create it. By default, newly created aggregates are
64-bit.

You can cause 32-bit aggregates to be converted to 64-bit aggregates by increasing their size beyond
16 TB, if there is sufficient free space in the aggregate to support the conversion.

All aggregates created using versions of Data ONTAP earlier than 8.0 are 32-bit aggregates.

Related information

System Configuration Guide. now.netapp.com/NOW/knowledge/docs/hardware/NetApp/sysclg/

Understanding RAID disk types

Data ONTAP classifies disks as one of four types for RAID: data, hot spare, parity, or dParity. The
RAID disk type is determined by how RAID is using a disk.

Data disk  Holds data stored on behalf of clients within RAID groups (and any data generated
about the state of the storage system as a result of a malfunction).

Spare disk  Does not hold usable data, but is available to be added to a RAID group in an
aggregate. Any functioning disk that is not assigned to an aggregate but is assigned
to a system functions as a hot spare disk.

Parity disk  Stores data reconstruction information within RAID groups.

dParity disk Stores double-parity information within RAID groups, if RAID-DP is enabled.


http://media.netapp.com/documents/tr-3437.pdf
http://now.netapp.com/NOW/knowledge/docs/hardware/NetApp/syscfg/

Storage > Aggregates | 117

How Data ONTAP uses RAID to protect your data and data availability

RAID protects your data and data availability. Understanding how RAID provides this protection can
help you administer your storage systems more effectively.

For native storage, Data ONTAP uses RAID-DP (double-parity) or RAID Level 4 (RAID4)
protection to ensure data integrity within a group of disks even if one or two of those disks fail.
Parity disks provide redundancy for the data stored in the data disks. If a disk fails (or, for RAID-DP,
up to two disks), the RAID subsystem can use the parity disks to reconstruct the data in the drive that
failed.

For third-party storage, Data ONTAP stripes across the array LUNs using RAIDO. The storage
arrays, not Data ONTAP, provide the RAID protection for the array LUNs that they make available
to Data ONTAP.

RAID protection levels for disks

Data ONTAP supports two levels of RAID protection for disks in native disk shelves, RAID-DP and
RAIDA4. RAID-DP can protect against double-disk failures or failures during reconstruction. RAID4
can protect against single-disk failures. You assign RAID level on a per-aggregate basis.

For more information about choosing RAID protection levels, see Technical Report 3437 Storage
Best Practices and Resiliency Guide.

Related information

TR 3437: Storage Best Practices and Resiliency Guide

What RAID-DP protection is

If an aggregate is configured for RAID-DP protection, Data ONTAP reconstructs the data from one
or two failed disks within a RAID group and transfers that reconstructed data to one or two spare
disks as necessary.

RAID-DP provides double-parity disk protection when the following conditions occur:

» There is a single-disk or double-disk failure within a RAID group.
e There are media errors on a block when Data ONTAP is attempting to reconstruct a failed disk.

The minimum number of disks in a RAID-DP group is three: at least one data disk, one regular parity
disk, and one double-parity (or dParity) disk.

If there is a data-disk or parity-disk failure in a RAID-DP group, Data ONTAP replaces the failed
disk in the RAID group with a spare disk and uses the parity data to reconstruct the data of the failed
disk on the replacement disk. If there is a double-disk failure, Data ONTAP replaces the failed disks
in the RAID group with two spare disks and uses the double-parity data to reconstruct the data of the
failed disks on the replacement disks.

RAID-DP is the default RAID type for all aggregates.


http://media.netapp.com/documents/tr-3437.pdf

118 | System Manager 2.0 Printable Help For Data ONTAP® 7-Mode

What RAID4 protection is

RAIDA4 provides single-parity disk protection against single-disk failure within a RAID group. If an
aggregate is configured for RAIDA4 protection, Data ONTAP reconstructs the data from a single
failed disk within a RAID group and transfers that reconstructed data to a spare disk.

The minimum number of disks in a RAID4 group is two: at least one data disk and one parity disk.

If there is a single data or parity disk failure in a RAID4 group, Data ONTAP replaces the failed disk
in the RAID group with a spare disk and uses the parity data to reconstruct the failed disk’s data on
the replacement disk. If no spare disks are available, Data ONTAP goes into degraded mode and
alerts you of this condition.

Attention: With RAIDA4, if there is a second disk failure before data can be reconstructed from the
data on the first failed disk, there will be data loss. To avoid data loss when two disks fail, you can
select RAID-DP. This provides two parity disks to protect you from data loss when two disk
failures occur in the same RAID group before the first failed disk can be reconstructed.

Note: Non-disruptive upgrade is not supported for aggregates configured for RAID4. For more
information about non-disruptive upgrade, see the Data ONTAP 7-Mode Upgrade Guide.

How Data ONTAP RAID groups work

A RAID group consists of one or more data disks or array LUNS, across which client data is striped
and stored, and up to two parity disks, depending on the RAID level of the aggregate that contains
the RAID group.

RAID-DP uses two parity disks to ensure data recoverability even if two disks within the RAID
group fail.

RAIDA4 uses one parity disk to ensure data recoverability if one disk within the RAID group fails.

RAIDO does not use any parity disks; it does not provide data recoverability if any disks within the
RAID group fail.

For native storage, Data ONTAP uses RAID-DP or RAID4 groups to provide parity protection. For
third-party storage, Data ONTAP uses RAIDO groups to optimize performance and storage
utilization. The storage arrays provide the parity protection for third-party storage.

How RAID groups are named

Within each aggregate, RAID groups are named rg0, rgl, rg2, and so on in order of their creation.
You cannot specify the names of RAID groups.

About RAID group size

A RAID group has a maximum number of disks or array LUNSs that it can contain. This is called its
maximum size, or its size. A RAID group can be left partially full, with fewer than its maximum
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number of disks or array LUNS, but storage system performance is optimized when all RAID groups
are full.

Considerations for sizing RAID groups for disks

Configuring an optimum RAID group size for an aggregate made up of disks requires a trade-off of
factors. You must decide which factor—speed of recovery, assurance against data loss, or
maximizing data storage space—is most important for the aggregate that you are configuring.

In most cases, the default RAID group size is the best size for your RAID groups. However, you can
change the maximum size of your RAID groups.

Note: You change the size of RAID groups on a per-aggregate basis. You cannot change the size
of an individual RAID group.

Configuring an optimum RAID group size for an aggregate requires a trade-off of factors. Adding
more data disks to a RAID group increases the striping of data across those disks, which typically
improves 1/0 performance. Additionally, a smaller percentage of disks is used for parity rather than
data. However, with more disks in a RAID group, there is a greater risk that one of the disks might
fail.

Note: With RAID-DP, you can use larger RAID.groups because they offer more protection. A
RAID-DP group is more reliable than a RAID4 group that is half its size, even though a RAID-DP
group has twice as many disks. Thus, the RAID-DP group provides better reliability with the same
parity overhead.

Large RAID group configurations offer the following advantages:

» More data drives available. An.aggregate configured into a few large RAID groups requires fewer
drives reserved for parity than that same aggregate configured into many small RAID groups.

» Small improvement in storage system performance. Write operations are generally faster with
larger RAID groups than with smaller RAID groups.

Small RAID group configurations offer the following advantages:

 Shorter disk reconstruction times. In case of disk failure within a small RAID group, data
reconstruction time is usually shorter than it would be within a large RAID group.

» Decreased risk of data loss due to multiple disk failures. The probability of data loss through
double-disk failure within a RAID4 group or through triple-disk failure within a RAID-DP group
is lower within a small RAID group than within a large RAID group.

Considerations for Data ONTAP RAID groups for array LUNs
Setting up Data ONTAP RAID groups for array LUNS requires planning and coordination with the
storage array administrator so that the administrator makes the number and size of array LUNs you
need available to Data ONTAP.

For array LUNs, Data ONTAP uses RAIDO RAID groups to determine where to allocate data to the
LUNSs on the storage array. The RAIDO RAID groups are not used for RAID data protection. The
storage arrays provide the RAID data protection.
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Note: Data ONTAP RAID groups are similar in concept to what storage array vendors call RAID
groups, parity groups, disk groups, Parity RAID groups, and other terms.

Follow these steps when planning your Data ONTAP RAID groups for array LUNs:

1. Plan the size of the aggregate that best meets your data needs.

2. Plan the number and size of RAID groups that you need for the size of the aggregate.
Follow these guidelines:

» RAID groups in the same aggregate should be the same size with the same number of LUNSs
in each RAID group. For example, you should create four RAID groups of 8 LUNSs each, not
three RAID groups of 8 LUNs and one RAID group of 6 LUNS.

» Use the default RAID group size for array LUNS, if possible. The default RAID group size is
adequate for most organizations.

Note: The default RAID group size is different for array LUNSs and disks.

3. Plan the size of the LUNSs that you need in your RAID groups.

« Toavoid a performance penalty, all array LUNSs in a particular RAID group should be the
same size.
e The LUNSs should be the same size in all RAID groups in the aggregate.

4. Ask the storage array administrator to create the number of LUNSs of the size you need for the
aggregate.
The LUNSs should be optimized for performance, according to the instructions in the storage array
vendor documentation.

5. Create all the RAID groups in the aggregate at the same time.

Note: Do not mix array LUNs from storage arrays with different characteristics in the same
Data ONTAP RAID group.

Note: If you create a new RAID group for an existing aggregate, be sure that the new RAID
group is the same size as the other RAID groups in the aggregate, and that the array LUNS are
the same size as the LUNs in the other RAID groups in the aggregate.

How Data ONTAP works with hot spare disks

A hot spare disk is a disk that is assigned to a storage system but is not in use by a RAID group. It
does not yet hold data but is ready for use. If a disk failure occurs within a RAID group, Data
ONTAP automatically assigns hot spare disks to RAID groups to replace the failed disks.

How many hot spares you should have

At a minimum, you should have at least one matching or appropriate hot spare available for each
kind of disk installed in your storage system. However, having two available hot spares for all disks
provides the best protection against disk failure.

Having at least two available hot spares for all disks provides the following benefits:
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« At least two hot spares must be available in order to put a disk into the maintenance center.

» Having two hot spares means that when a disk fails, you still have a spare available if another
disk fails before you replace the first failed disk.

Note: One disk can be the hot spare for multiple disks.

What disks can be used as hot spares
A disk must conform to certain criteria to be used as a hot spare for a particular data disk.

For a disk to be used as a hot spare for another disk, it must conform to the following criteria:

» It must be either an exact match for the disk it is replacing or an appropriate alternative.
» If SyncMirror is in use, the spare must be in the same pool as the disk it is replacing.
e The spare must be owned by the same system as the disk it is replacing.

What a matching spare is
A matching hot spare exactly matches a data disk for several characteristics.

A matching spare is a disk that exactly matches a data disk for all of the following criteria:
* Type (FC, SAS, ATA, BSAS, SSD, or SATA)

Note: On systems with the r ai d. di skt ype. enabl e option set to of f , FC and SAS disks are
considered to be the same type and SATA, ATA, and BSAS disks are considered to be the
same type.

» Size

e Speed (RPM)

» Checksum type (BCS or ZCS)

What an appropriate hot spare is
If a disk fails and no hot spare disk that exactly matches the failed disk is available, Data ONTAP
uses the best available spare.

Data ONTAP picks a non-matching hot spare based on the following criteria:

 If the available hot spares are not the correct size, Data ONTAP uses one that is the next size up if
possible.

Note: The replacement disk is downsized to match the size of the disk it is replacing; the extra
capacity is not available.

 If the hot spares are not the correct speed, Data ONTAP uses one that is a different speed.

Note: Using drives with different speeds within the same aggregate is not optimal. Replacing a
disk with a slower disk can cause performance degradation, and replacing with a faster disk is
not a cost-effective solution.

« If SyncMirror is in use and the hot spares are not in the correct pool, Data ONTAP uses a spare
from the other pool.
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Note: Using drives from the wrong pool is not optimal because you no longer have fault
isolation for your SyncMirror configuration. Warning messages go to the logs and console to
alert you to this issue.

The hot spare must be of the same disk type (FC, SAS, and so on) as the failed disk, or of a type
that is considered to be equivalent.

If the hot spares are ZCS disks, they can be added only to zoned checksum aggregates. ZCS disks
cannot be added to block checksum aggregates.

About degraded mode

When a disk fails, Data ONTAP can continue to serve data, but it must reconstruct the data from the
failed disk using RAID parity. When this happens, the affected RAID group is said to be in degraded
mode. The performance of a storage system with one or more RAID groups in degraded mode is
decreased.

A RAID group goes into degraded mode in the following scenarios:

A single disk fails in a RAID4 group.

After the failed disk is reconstructed to a spare, the RAID group returns to normal mode.

One or two disks fail in a RAID-DP group.

If two disks have failed in a RAID-DP group, the RAID group goes into double-degraded mode.
A disk in a RAID4 group is taken offline by Data ONTAP.

After the offline disk is brought back online, the RAID group returns to normal mode.

Note: If another disk fails in a RAID-DP group in double-degraded mode or a RAID4 group in
degraded mode, data loss could occur (unless the data is mirrored). For this reason, always
minimize the amount of time a RAID group is in degraded mode by ensuring that appropriate hot
spares are available.

RAID protection for third-party storage

Third-party storage arrays provide the RAID protection for the array LUNSs they make available to
systems running Data ONTAP.

Data ONTAP supports a variety of RAID types used by storage arrays, but imposes restrictions on
storage arrays using RAIDO for the LUNSs that they make available to Data ONTAP. Data ONTAP
uses RAIDO to stripe across the array LUNs, which splits data evenly across two or more array
LUNSs. Performance is maximized because more disk spindles are used.

RAIDO provides no data protection. Therefore, when creating "RAID groups" on storage arrays,
follow the best practices of the storage array vendor to ensure that there is an adequate level of
protection on the storage array so that disk failure does not result in loss of data or loss of access to
data.

Note: A "RAID group" on a storage array is the arrangement of disks that together form the
defined RAID level. Each RAID group supports only one RAID type. The number of disks that
you select for a RAID group determines the RAID type that a particular RAID group supports.
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Different storage array vendors use different terms to describe this entity—RAID groups, parity
groups, disk groups, Parity RAID groups, and other terms.

V-Series systems support native disk shelves as well as third-party storage. Data ONTAP supports
RAID4 and RAID-DP on the native disk shelves connected to a V-Series system but does not support
RAID4 and RAID-DP with array LUNSs.

See the V-Series implementation guide for your vendor to determine whether there are specific
requirements or limitations about RAID types in configurations with storage systems running Data
ONTAP.

About RAID group size

A RAID group has a maximum number of disks or array LUNS that it can contain. This is called its
maximum size, or its size. A RAID group can be left partially full, with fewer than its maximum
number of disks or array LUNS, but storage system performance is optimized when all RAID groups
are full.

What happens when you add larger disks to.an aggregate

What Data ONTAP does when you add disks to an aggregate that are larger than the existing disks
depends on the RAID level (RAID4 or RAID-DP) of the aggregate.

When an aggregate configured for RAID4 protection is created, Data ONTAP assigns the role of
parity disk to the largest disk in each RAID group.

When an existing RAID4 group is assigned an additional disk that is larger than the group’s
existing parity disk, then Data ONTAP.reassigns the new disk as parity disk for that RAID group.
When an aggregate configured for RAID-DP protection is created, Data ONTAP assigns the role
of dParity disk and regular parity disk to the largest and second largest disk in the RAID group.
When an existing RAID-DP group is assigned an additional disk that is larger than the group’s
existing dParity disk, then Data ONTAP reassigns the new disk as the regular parity disk for that
RAID group and restricts its capacity to be the same size as the existing dParity disk. Note that
Data ONTAP does rot replace the existing dParity disk, even if the new disk is larger than the
dParity disk.

Note: Because the smallest parity disk limits the effective size of disks added to a RAID-DP
group, you can maximize available disk space by ensuring that the regular parity disk is as
large as the dParity disk.

Note: If needed, you can replace a capacity-restricted disk with a more suitable (smaller) disk
later, to avoid wasting disk space. However, replacing a disk already in use in an aggregate with a
larger disk does not result in any additional usable disk space; the new disk is capacity-restricted to
be the same size as the smaller disk it replaced.

Example: adding a larger disk to a mixed-size RAID-DP aggregate
In this example, aggr2 has two 136-GB disks and one 68-GB disk. The 136-GB disks were
used as the parity disks.

sysl> aggr status -r aggr2
Aggregate aggr2 (online, raid_dp) (block checksuns)
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Pl ex /aggr2/plex0 (online, normal, active)
RAI D group /aggr2/pl ex0/rg0 (nornal)

RAI D Di sk Device HA SHELF BAY CHAN Type RPM Used (MB/blks) Phys ( MB/ bl ks)

dparity 0c.48 0Oc 3 0 FC: A FCAL 10000 136000/278528000 137104/ 280790184
parity 0c.50 Oc 3 2 FC A FCAL 10000 136000/278528000  137104/280790184
data 0a.28 Oa 1 12 FCA FCAL 10000 68000/139264000 69536/ 142410400

When another 136-GB disk is added to the aggregate, the disk is added as a data disk and is
not restricted in size.

sysl> aggr add aggr2 -d Oc. 49

sysl> aggr status -r aggr2
Aggregate aggr2 (online, raid_dp) (block checksuns)
Pl ex /aggr2/plex0 (online, normal, active)
RAI D group /aggr2/pl ex0/rg0 (nornal)

RAI D Di sk Device HA SHELF BAY CHAN Type RPM Used (MB/ bl ks) Phys ( MB/ bl ks)

dparity 0c.48 0Oc 3 FC: A FCAL 10000 136000/ 278528000 137104/ 280790184
parity 0c.50 Oc 3 10000 136000/ 278528000 137104/ 280790184
data 0a.28 Oa 1 2 FC A FCAL 10000 68000/139264000 69536/ 142410400
data 0c.49 Oc 3 FC: A FCAL 10000 136000/278528000 ' 137104/280790184
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Note: If the parity disk had been a 68-GB disk, then the newly added disk would have been
restricted to 68 GB.

Considerations for sizing RAID groups for disks

Configuring an optimum RAID group size for an aggregate made up of disks requires a trade-off of
factors. You must decide which factor—speed of recovery, assurance against data loss, or
maximizing data storage space—is most.important for the aggregate that you are configuring.

In most cases, the default RAID group size is the best size for your RAID groups. However, you can
change the maximum size of your RAID groups.

Note: You change the size of RAID groups on a per-aggregate basis. You cannot change the size
of an individual RAID group.

Configuring an optimum RAID group size for an aggregate requires a trade-off of factors. Adding
more data disks to a RAID group increases the striping of data across those disks, which typically
improves 1/0 performance. Additionally, a smaller percentage of disks is used for parity rather than
data. However, with more disks in a RAID group, there is a greater risk that one of the disks might
fail.

Note: With RAID-DP, you can use larger RAID groups because they offer more protection. A
RAID-DP group is more reliable than a RAID4 group that is half its size, even though a RAID-DP
group has twice as many disks. Thus, the RAID-DP group provides better reliability with the same
parity overhead.

Large RAID group configurations offer the following advantages:

« More data drives available. An aggregate configured into a few large RAID groups requires fewer
drives reserved for parity than that same aggregate configured into many small RAID groups.

« Small improvement in storage system performance. Write operations are generally faster with
larger RAID groups than with smaller RAID groups.
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Small RAID group configurations offer the following advantages:

» Shorter disk reconstruction times. In case of disk failure within a small RAID group, data
reconstruction time is usually shorter than it would be within a large RAID group.

» Decreased risk of data loss due to multiple disk failures. The probability of data loss through
double-disk failure within a RAID4 group or through triple-disk failure within a RAID-DP group
is lower within a small RAID group than within a large RAID group.

Maximum number of RAID groups
Data ONTAP supports up to 400 RAID groups per storage system or HA pair.

When configuring your aggregates, keep in mind that each aggregate requires at least one RAID
group and that the total of all RAID groups in a storage system cannot exceed 400.

What RAID-DP protection is
If an aggregate is configured for RAID-DP protection, Data ONTAP reconstructs the data from one
or two failed disks within a RAID group and transfers that reconstructed data to one or two spare
disks as necessary.

RAID-DP provides double-parity disk protection when the following conditions occur:

» There is a single-disk or double-disk failure within a RAID group.
» There are media errors on a block when Data ONTAP is attempting to reconstruct a failed disk.

The minimum number of disks in a RAID-DP group is three: at least one data disk, one regular parity
disk, and one double-parity (or dParity) disk.

If there is a data-disk or parity-disk failure in a RAID-DP group, Data ONTAP replaces the failed
disk in the RAID group with a spare disk and uses the parity data to reconstruct the data of the failed
disk on the replacement disk. If there is a double-disk failure, Data ONTAP replaces the failed disks
in the RAID group with two spare disks and uses the double-parity data to reconstruct the data of the
failed disks on the replacement disks.

RAID-DP is the default RAID type for all aggregates.

What RAID4 protection is

RAIDA4 provides single-parity disk protection against single-disk failure within a RAID group. If an
aggregate is configured for RAID4 protection, Data ONTAP reconstructs the data from a single
failed disk within a RAID group and transfers that reconstructed data to a spare disk.

The minimum number of disks in a RAID4 group is two: at least one data disk and one parity disk.

If there is a single data or parity disk failure in a RAID4 group, Data ONTAP replaces the failed disk
in the RAID group with a spare disk and uses the parity data to reconstruct the failed disk’s data on
the replacement disk. If no spare disks are available, Data ONTAP goes into degraded mode and
alerts you of this condition.

Attention: With RAID4, if there is a second disk failure before data can be reconstructed from the
data on the first failed disk, there will be data loss. To avoid data loss when two disks fail, you can
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select RAID-DP. This provides two parity disks to protect you from data loss when two disk
failures occur in the same RAID group before the first failed disk can be reconstructed.

Note: Non-disruptive upgrade is not supported for aggregates configured for RAID4. For more
information about non-disruptive upgrade, see the Data ONTAP 7-Mode Upgrade Guide.

What SyncMirror is
SyncMirror is an optional feature of Data ONTAP. It is used to mirror aggregates.

SyncMirror provides for synchronous mirroring of data, implemented at the RAID level. You can use
SyncMirror to create aggregates that consist of two copies of the same WAFL file system. The two
copies, known as plexes, are simultaneously updated. Therefore, the copies are always identical.

» The two plexes are directly connected to the same system.

» SyncMirror can be used to mirror aggregates and traditional volumes. (A traditional volume is
essentially an aggregate with a single volume that spans the entire aggregate.)

e SyncMirror cannot be used to mirror FlexVVol volumes. However, FlexVol volumes can be
mirrored as part of an aggregate.

» SyncMirror is different from synchronous SnapMirror.

For more information about aggregates and volumes, see the Data ONTAP 7-Mode Storage
Management Guide.

Related information

Data ONTAP Information Library page - http.//now.netapp.com/NOW/knowledge/docs/ontap/
ontap_index.shtml

Advantages of using SyncMirror

A SyncMirror aggregate has two plexes. This setup provides a high level of data availability because
the two plexes are physically separated.

For a system using disks, the two plexes are on different shelves connected to the system with
separate cables and adapters. Each plex has its own collection of spare disks. For a system using
third-party storage, the plexes are on separate sets of array LUNS, either on one storage array or on
separate storage arrays.

Note: You cannot set up SyncMirror with disks in one plex and array LUNSs in the other plex.

Physical separation of the plexes protects against data loss if one of the shelves or the storage array
becomes unavailable. The unaffected plex continues to serve data while you fix the cause of the
failure. Once fixed, the two plexes can be resynchronized.

Another advantage of mirrored plexes is faster rebuild time.

In contrast, if an aggregate using SnapMirror for replication becomes unavailable, you can use one of
the following options to access the data on the SnapMirror destination (secondary).


http://now.netapp.com/NOW/knowledge/docs/ontap/ontap_index.shtml
http://now.netapp.com/NOW/knowledge/docs/ontap/ontap_index.shtml
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e The SnapMirror destination cannot automatically take over the file serving functions. However,
you can manually set the SnapMirror destination to allow read-write access to the data.

* You can restore the data from the SnapMirror destination to the primary (source) storage system.

An aggregate mirrored using SyncMirror requires twice as much storage as an unmirrored aggregate.
Each of the two plexes requires an independent set of disks or array LUNSs. For example, you need
2,880 GB of disk space to mirror a 1,440-GB aggregate—1,440 GB for each plex of the mirrored
aggregate.

Protection provided by RAID and SyncMirror

Combining RAID and SyncMirror provides protection against more types of disk failures than using
RAID alone.

RAID can be used in combination with the Data ONTAP SyncMirror feature, which also offers
protection against data loss due to disk or other hardware component failure. SyncMirror protects
against data loss by maintaining two copies of the data contained in the aggregate, one in each plex.
Any data loss due to disk failure in one plex is repaired by the undamaged data in the other plex.

Note: SyncMirror can be used to provide mirroring of data in array LUNSs on third-party storage
arrays. However, Data ONTAP provides only RAIDO for data in array LUNSs, which does not
provide RAID protection. The RAID protection for array LUNSs is provided by the third-party
storage array.

For more information about SyncMirror, see the Data Protection Online Backup and Recovery
Guide.

The following tables outline the differences between using RAID alone and using RAID with
SyncMirror.

Table 1: RAID-DP.and SyncMirror

Criteria RAID-DP alone RAID-DP with SyncMirror
Failures protected against Single-disk failure All failures protected against by
Double-disk failure within a RAID-DP alone
single RAID group Any combination of failures
Multiple-disk failures, as long | Protected against by RAID-DP
as no more than two disks alone in one plex, concurrent

within a single RAID group fail [ With an unlimited number of
failures in the other plex
Storage subsystem failures
(HBA, cables, shelf), as long as
only one plex is affected
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Criteria

RAID-DP alone

RAID-DP with SyncMirror

Failures not protected against

Three or more concurrent disk
failures within a single RAID
group

Storage subsystem failures
(HBA, cables, shelf) that lead
to three or more concurrent disk
failures within a single RAID

group

Three or more concurrent disk
failures in a single RAID group
on both plexes

Required disk resources per
RAID group

n data disks + 2 parity disks

2 x (n data disks + 2 parity
disks)

Performance cost Almost none Low mirroring overhead; can
improve performance
Additional cost and complexity | None SyncMirror license and

configuration

Table 2: RAID4 and SyncMirror

Criteria

RAID4 alone

RAID4 with SyncMirror

Failures protected against

Single-disk failure
Multiple-disk failures, as long
as no more than one disk within
a single RAID group fails

All failures protected against by
RAID4 alone

Any combination of failures

protected against by RAID4

alone in one plex, concurrent
with an unlimited number of
failures in the other plex

Storage subsystem failures
(HBA, cables, shelf), as long as
only one plex is affected

Failures not protected against

Two or more concurrent disk
failures within a single RAID
group

Storage subsystem failures
(HBA, cables, shelf) that lead
to two or more concurrent disk
failures within a single RAID
group

Two or more concurrent disk
failures in a single RAID group
on both plexes

Required disk resources per
RAID group

n data disks + 1 parity disk

2 X (n data disks + 1 parity
disk)
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Criteria RAID4 alone RAID4 with SyncMirror

Performance cost None Low mirroring overhead; can
improve performance

Additional cost and complexity | None SyncMirror license and

configuration

Table 3: RAIDO and SyncMirror

Criteria

RAIDO alone

RAIDO with SyncMirror

Failures protected against

RAIDO does not provide
protection against any failures.
RAID protection is provided by
the RAID implemented on the
third-party storage array.

Any combination of array
LUN, connectivity, or hardware
failures, as long as only one
plex is affected

Failures not protected against

RAIDO does not provide
protection against any failures.
RAID protection is provided by
the RAID implemented on the
storage array.

Any concurrent failures that
affect both plexes.

Required array LUN resources
per RAID group

No extra array LUNSs required
other'than n data array LUNs

2 x n data array LUNs

Performance cost None Low mirroring overhead; can
improve performance
Additional cost and complexity | None SyncMirror license and

configuration

What mirrored aggregates are

A mirrored aggregate is a single WAFL storage file system with two physically separated and
synchronously up-to-date copies on disks or array LUNS. These copies are called plexes. Data
ONTARP typically names the first plex pl ex0 and the second plex pl ex1.

Each plex is a physical copy of the same WAFL file system, and consists of one or more RAID
groups. As SyncMirror duplicates complete WAFL file systems, you cannot use the SyncMirror
feature with a FlexVVol volume—only aggregates (including all contained FlexVol volumes) are

supported.

How mirrored aggregates work

Mirrored aggregates have two plexes (copies of their data), which use the SyncMirror functionality to
duplicate the data to provide redundancy.

When SyncMuirror is enabled, all the disks or array LUNSs are divided into two pools, and a copy of
the plex is created. The plexes are physically separated (each plex has its own RAID groups and its
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own pool), and the plexes are updated simultaneously. This provides added protection against data
loss if more disks fail than the RAID level of the aggregate protects against or there is a loss of
connectivity, because the unaffected plex continues to serve data while you fix the cause of the
failure. After the plex that had a problem is fixed, you can resynchronize the two plexes and
reestablish the mirror relationship.

Note: Before an aggregate can be enabled for mirroring, the storage system must have the
syncmirror_local license installed and enabled, and the storage configuration must support RAID-
level mirroring.

In the following diagram of a storage system using disks, SyncMirror is enabled and implemented, so
Data ONTAP copies plex0 and automatically names the copy plex1. Plex0 and plex1 contain copies
of one or more file systems. In this diagram, 32 disks were available prior to the SyncMirror
relationship being initiated. After initiating SyncMirror, the spare disks are allocated to pool0 or
pooll.

Aggregate (aggrA)

Plex (plex0) Ple} (plex1)

rg0| — 000000 0® 190 — O© 0000 0®
rgl|—— OO000000® ! gl 000000 0®
rg2| — Q00000 0©® 1 rg2— 000000 0®

rg3|— OO0 000 0® rg3— ©O000000®
\. A Y
pool0 pooll
00000000 00000000
00000000 00000000

Hot spare disks, a pool for each plex.

The following diagram shows a storage system using array LUNs with SyncMirror enabled and
implemented.
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Aggregate (aggrA)

Plex (plex0) = pool 0 Plex (plex1) = pool 1
rg0 0000 rg0 o000
rgl 0000 rgl Q000
\ /

© array LUN in the aggregate
OOOO Data ONTAP RAID group

Considerations for using mirrored aggregates

If you want to use mirrored aggregates, you can either create a new aggregate with two mirrored
plexes, or add a plex to an existing aggregate.

Note: A mirrored aggregate can have only two plexes.

The rules for the selection of disks or array LUNS, for using as mirrored aggregates, are as follows:

» Disks or array LUNs selected for each plex must be in different pools.
» The same number of disks or array LUNs must be in both the plexes.

» Disks are selected first on the basis of equivalent bytes per sector (bps) size, then on the basis of
the size of the disk.

 If there is no equivalent-sized disk, Data ONTAP uses a larger-capacity disk, and limits the size
to make it identically sized.

» Data ONTAP names the plexes of the mirrored aggregate.

Note: When creating an aggregate, Data ONTAP selects disks from the plex which has the most
available disks. You can override this selection policy by specifying the disks to use.

How disks are assigned to plexes

You need to understand how Data ONTAP assigns disks to plexes in order to configure your disk
shelves and host adapters.

When a mirrored aggregate is created, Data ONTAP uses spare disks from a collection of disks, to
create two disk pools, pool 0 and pool 1.

When assigning a disk to a pool, Data ONTAP determines the shelf for the disk and ensures that the
disks in pool 0 are from different shelves than the disks in pool 1. So, before enabling SyncMirror,
you should ensure that the disks are installed in at least two shelves and the shelves are connected to
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the system with separate cables and adapters. Disk pools must be physically separate to ensure high
availability of the mirrored aggregate.

Disks from pool 0 are used to create pl ex0 while disks from pool 1 are used to create pl ex1.

Plexes local to the host node in an HA pair must be connected to the disk pool named pool 0. pool 0
consists of the storage attached to host adapters in slots 3 through 7.

Note: Pool rules for MetroCluster configurations that use switches are different.

For more information about storage system slot assignments, see the System Configuration Guide.

Rules for adding disks to a mirrored aggregate

You need to follow certain rules regarding the distribution and size of disks when adding disks to a
mirrored aggregate.

*  The number of disks must be even, and the disks must be equally divided between the two plexes.
» The disks for each plex must come from different disk pools.
» The disks that you add must have equivalent bytes per sector (bps) sizes.

When adding new disks to a RAID group, the utilization of the new disks depends on the RAID level
used. If the storage capacity of the new disks is mare than the disks already in the RAID group, the
larger-capacity disks might be downsized to suit the RAID group.

* RAID-DP: Larger-capacity disks are downsized to size of parity disks.
* RAID-4: Larger-capacity disks can replace the parity disks.

The states of a plex

A plex can either be in an online state or in an offline state. In the online state, the plex is available
for read or write access and the contents of the plex are current. In an offline state, the plex is not
accessible for read or write.

An online plex can be in the following states.

e Active—The plex is available for use.

* Adding disks or array LUNs—Data ONTAP is adding disks or array LUNs to the RAID group or
groups of the plex.

» Empty—The plex is part of an aggregate that is being created and Data ONTAP needs to zero out
one or more of the disks or array LUNs targeted to the aggregate before adding the disks to the
plex.

» Failed—One or more of the RAID groups in the plex failed.

« Inactive—The plex is not available for use.

* Normal—All RAID groups in the plex are functional.

» Out-of-date—The plex contents are out of date and the other plex of the aggregate has failed.

» Resyncing—The plex contents are being resynchronized with the contents of the other plex of the
aggregate.
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Addition of a plex to an unmirrored aggregate
You can add a plex to an unmirrored aggregate by using one of the following methods.

Let Data ONTAP select the disks or array LUNS used to mirror the aggregate.

Select the disks or array LUNs used to mirror the aggregate.

Preview the disks or array LUNs Data ONTAP has selected. You can use the same selection or
modify the selection.

Note: If the aggregate that you want to mirror uses disks or array LUNSs of different capacities,
Data ONTAP can select disks or array LUNs that match the smallest capacity from a different
pool. If there are not enough disks or array LUNs of that capacity in the pool, Data ONTAP selects
higher-capacity disks or array LUNs and downsizes them.

SnapLock type
Enter a short description of your concept here (optional).

This is the start of your concept.

Configuring aggregates

Creating aggregates
You can use the Create Aggregate wizard to create an aggregate to provide storage to one or more
FlexVol volumes. The system automatically selects the disks. You can also manually select the disks.
You can specify the RAID group size and set the SnapLock attribute for the new aggregate.

Before you begin

For a SnapLock aggregate, the SnapLock Compliance license, the SnapLock Enterprise license, or
both must be installed on the storage system.

Steps

a M w0 D

From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Storage > Aggregates .

Click Create.

Type or select information as requested by the wizard.

Confirm the details and click Finish to complete the wizard.
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Deleting aggregates

You can delete aggregates when you no longer need the data in that aggregate. However, you cannot
delete the root aggregate because it contains the root volume, which contains the system
configuration information.

Before you begin

« The aggregate must be offline.
» All of the FlexVol volumes contained by the aggregate must be deleted.

Steps

1. From the Home tab, double-click the appropriate storage system.

2. Inthe navigation pane, click Storage > Aggregates .

3. Select one or more aggregates that you want to delete and click Delete .
4

. Select the confirmation check box and click Delete.

Managing aggregates

Editing aggregate settings
You can use the Edit Aggregate dialog box to change the aggregate name, RAID group size, and
RAID type. You can change the RAID group size for optimal storage system performance or edit the
RAID type to change the level of protection. You cannot modify the name of a SnapLock
Compliance aggregate.

Steps

. From the Home tab, double-click the appropriate storage system.
. In the navigation pane, click Storage > Aggregates .

. Select the aggregate, you want to edit, from the aggregate list and click Edit .

1
2
3
4. In the Edit Aggregate dialog box, make the necessary changes.
5. Click OK.

6

. Verify the changes you made to the selected aggregate.
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Mirroring an aggregate

You can mirror aggregates to provide a high level of data availability. A mirrored aggregate consists
of two plexes and has two copies of its data. You can use the Aggregate window to mirror an
aggregate.

Before you begin

» SyncMirror license must be enabled on the storage system.
» The storage system must have disks in both pool0 and pooll.

Steps
From the Home tab, double-click the appropriate storage system.

In the navigation pane, click Storage > Aggregates

Select the aggregate that you want to mirror and click Mirror.

> w0 poE

Select the required number of disks from another pool or allow System Manager to select the
disks to mirror the aggregate.

5. Click Mirror.

Adding disks to an aggregate

You can add hot spare disks to an aggregate to replace disks or to increase its size so that it can
provide more storage space to its contained volumes. You can use the Add Disks to Aggregate
dialog box to add hot spare disks to an existing aggregate.

Before you begin

An appropriate number of hot spare disks must be available.

About this task

You cannot add disks to a mirrored aggregate if one of the plexes is offline.

Steps

From the Home tab, double-click the appropriate storage system.

In the navigation pane, click Storage > Aggregates.

Select an aggregate to which you want to add disks and click Add Disks.

Select one or more spare disks and click Add.

o > L D

Verify that the disks are added to the aggregate.
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Taking a plex offline
A plex can either be in an online state or in an offline state. When a plex is offline, it is not available

for read or write access. You can use the Aggregate window to take a plex offline.

Before you begin

The plex must be part of a mirrored aggregate and both plexes must be online.

Steps

From the Home tab, double-click the appropriate storage system.

In the navigation pane, click Storage > Aggregates.

Select the appropriate mirrored aggregate and click Plexes in the lower pane.

Select the plex you want to take offline and click Offline:

o > w Dd B

Select the confirmation check box and click Offline.

Bringing a plex online
A plex can either be in an online state or in an offline state. In the online state, the plex is available

for read or write access and the contents of the plex are current. You can use the Aggregate window
to bring a plex online.

Before you begin

The plex must be part of a mirrored aggregate.

Steps

From the Home tab, double-click the appropriate storage system.

In the navigation pane, click Storage > Aggregates.

Select the appropriate mirrored aggregate and click Plexes in the lower pane.

Select a plex you want to bring online and click Online.

a &~ w0 D oRE

Select the confirmation check box and click Online.

Splitting a mirrored aggregate

You can use the Aggregate management tab to split a mirrored aggregate. Splitting a mirrored
aggregate removes the relationship between its two plexes and creates two independent unmirrored
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aggregates. After splitting, both the aggregates are online. You might split a mirrored aggregate to
move a mirrored aggregate to another location.

Steps

N o g &M 0w D RE

From the Home tab, double-click the appropriate storage system.

In the navigation pane, click Storage > Aggregates.

Select the appropriate mirrored aggregate and click Plexes in the lower pane.

Select a plex you want to split, and click Split.

Click Split in the confirmation window.

If you want to change the default name for the newly created aggregate, specify the new name.
Click Split.

Destroying a plex
You can destroy a plex if you want to stop mirroring the aggregate, or if there is a problem with the
plex. You can use the Aggregate window to destroy or remove a plex from a mirrored aggregate.

Before you begin

The plex must be offline.

Steps

1. From the Home tab, double-click the appropriate storage system.
2. In the navigation pane, click Storage > Aggregates.

3.
4
5

Select the appropriate mirrored aggregate and click Plexes in the lower pane.

. Select the plex that you want to destroy and click Destroy.

. Click Destroy in the confirmation window.

Result

Destroying a plex results in an unmirrored aggregate, because the aggregate now has only one plex.

Monitoring aggregates
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Viewing aggregate information

You can use the Aggregates window to view the name and status of and the space information about
an aggregate.

Steps

1. From the Home tab, double-click the appropriate storage system.
2. Inthe navigation pane, click Storage > Aggregates .

3. Select the aggregate that you want to view information about from the displayed list of
aggregates.

4. Review the aggregate details in the Aggregates window.

Window descriptions

Storage > Aggregates
You can use the Aggregates window to create, display, and manage information about aggregates.
»  Command buttons

» Aggregate list
e Details area

Command buttons

Create Starts the Create Aggregate wizard.

Edit Opens the Edit Aggregate dialog box. You can use this dialog box to change the name of
an aggregate or the level of RAID protection you want to provide for this aggregate.

Delete  Deletes the selected aggregate.

Note: This button is disabled for the root aggregate.

Status  Displays the status of the selected aggregate. The aggregate can be one of the following:

* Online
Read and write access to volumes contained in this aggregate is allowed.
o Offline

Some operations, such as parity reconstruction, are allowed, but data access is not
allowed.

* Restrict
No read or write access is allowed.
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Refresh Updates the information in the window.

Aggregate list

The aggregate list displays the name and the space usage information for each aggregate.

Name Specifies the name of the aggregate.
Disks Specifies the number of disks used to create the aggregate.
Status Specifies the current status of the aggregate.

Available Space Specifies the available space of the aggregate.
Used Space Specifies the amount of space on the aggregate that has been used for data.
Committed (%) Specifies the percentage of space committed to the aggregate.

Total Space Specifies the total space of the aggregate.

Details area

The area below the aggregate list displays detailed information about the selected aggregate.

Details tab The Details tab displays detailed information about the selected aggregate.
Disks Displays a list of the disk name, RAID type, and RAID group for the selected
aggregate.

Space Breakout The Space Breakout tab provides a graphical representation of the available
tab and used space.

Volumes Displays a list of the volumes, the available space, and the space used.
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Understanding disks

Disk management

System Manager includes several features that help you to create an aggregate from selected disks,
add spare disks to an existing aggregate, or remove selected spare disks.

You can select the individual disks you want to use to create an aggregate by scrolling through the
list of available disks in the Create Aggregate dialog box. You must select at least two disks (one
data disk and one parity disk) for RAID-4 and at least three disks (one data disk, a regular parity disk,
and a double-parity disk) for RAID-DP.

Three kinds of disks are available for the storage system's file system:

Data Holds data stored on behalf of clients and data generated about the state of the storage
system as a result of a malfunction.

Hot spare Does not hold usable data, but is available for addition to an aggregate. You can also
add a hot spare disk to an aggregate by adding the disk to a traditional volume
contained by the aggregate.

Parity Stores data reconstruction information.

How Data ONTAP works with hot spare disks

A hot spare disk is a disk that is assigned to a storage system but is not in use by a RAID group. It
does not yet hold data but is ready for use. If a disk failure occurs within a RAID group, Data
ONTAP automatically assigns hot spare disks to RAID groups to replace the failed disks.

What happens when you add storage to an aggregate

By default, Data ONTAP adds new disks or array LUNs to the most recently created RAID group
until it reaches its maximum size. Then Data ONTAP creates a new RAID group. Alternatively, you
can specify a RAID group you want to add storage to.

When you create an aggregate or add storage to an aggregate, Data ONTAP creates new RAID
groups as each RAID group is filled with its maximum number of disks or array LUNs. The last
RAID group formed might contain fewer disks or array LUNSs than the maximum RAID group size
for the aggregate. In that case, any storage added to the aggregate is added to the last RAID group
until the specified RAID group size is reached.

If you increase the RAID group size for an aggregate, new disks or array LUNs are added only to the
most recently created RAID group; the previously created RAID groups remain at their current size
unless you explicitly add storage to them.
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Note: You are advised to keep your RAID groups homogeneous when possible. If needed, you can
replace a mismatched disk with a more suitable disk later.

Configuring disks

Creating an aggregate from spare disks

You can use the Create Aggregate dialog box to create an aggregate from selected spare disks and
provide disk space to one or more FlexVol volumes.

Before you begin

» Atleast three spare disks must be available.
» For a SnapLock aggregate, the SnapLock Compliance license, the SnapLock Enterprise license,
or both must be installed on the storage system.

Steps

1. From the Home tab, double-click the appropriate storage system.

2. Inthe navigation pane, click Storage > Disks .

3. Select at least two spare disks and click Create Aggregate.
Atleast one spare disk must be retained on the system as hot spare.

4. Specify a name for the aggregate.

5. Select the RAID type.

The options that are enabled depend on the number of disks selected and if the storage system is a
V-Series system.

6. Click Create .

Managing disks

Adding disks to an aggregate

You can use the Add Disks to Aggregate dialog box to add spare disks to an existing aggregate to
increase its size, so that it can provide more storage space to its contained volumes.

Steps
1. From the Home tab, double-click the appropriate storage system.

2. In the navigation pane, click Storage > Disks .
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3. Select one or more spare disks that you want to add to the aggregate and click Add to Aggregate.

4. Select the aggregate to which you want to add the spare disks and click Add .

Monitoring disks

Viewing disk information
You can use the Disks window to view the name, size, and container of a disk.

Steps

. From the Home tab, double-click the appropriate storage system.

. In the navigation pane, click Storage > Disks .

1
2
3. Select the disk that you want to view information about from the displayed list of disks.
4

. Review the disk details.

Window descriptions

Storage > Disks

You can use the Disks window to manage the spare disks in your storage system and to use them to
create or increase the size of an aggregate.

e Command buttons

o Disk list
e Details area

Command buttons

Create
Aggregate

Add to
Aggregate

Refresh

Opens the Create Aggregate dialog box. You can use this dialog box to create a
new aggregate using spare disks.

Note: This button is enabled only if there are at least two spare disks.

Opens the Add Disks to Aggregate dialog box. You can use this dialog box to
add spare disks to an existing aggregate.

Note: This button is enabled only if there is at least one spare disk.

Updates the information in the window.
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Disk list
The disk list displays the name and the container for each disk.

Name Specifies the name of the disk.
State Specifies the state of the disk.

RPM Specifies the speed of the disk drive.
Size Specifies the size of the disk.

Container  Specifies the aggregate or traditional volume to which this disk belongs.

Details area

The area below the disk list displays detailed information about the selected disk, including
information about the disk type (ATA, FCAL, SAS, and SATA), size, and containing aggregate or
volume (if applicable). The RAID state is zeroing for a spare disk that is in the process of being

zeroed out.



vFiler Units

Understanding vFiler units

What vFiler units are

A VFiler unitis a partition of a storage system and the associated network resources. Each vFiler
partition appears to the user as a separate storage system on the network and functions as a storage
system.

Access to VFiler units can be restricted so that an administrator can manage and view files only on an
assigned vFiler unit, not on other vFiler units that reside on the same storage system. In addition,
there is no data flow between vFiler units. When using vFiler units, you can be sure that no sensitive
information is exposed to other administrators or users who store data on the same storage system.

You can assign volumes or LUNS to vFiler units in NetApp Management Console. You can create up
to 65 vFiler units on a storage system.

To use vFiler units you must have the MultiStore software licensed on the storage system that is
hosting the vFiler units.

You can use vFiler templates to simplify creation of vFiler units. You create a template by selecting a
set of vFiler configuration settings, including CIFS, DNS, NIS, and administration host information.
You can configure as many vFiler templates as you need.

The default vFiler unit
When you enable MultiStore, Data ONTAP automatically creates a default vFiler unit on the hosting
storage system that is named vfiler0. The vfilerO unit owns all the resources of the storage system.

When you create vFiler units and assign resources to them, the resources are assigned from vfiler0.
Therefore, vfiler0 owns all resources that are not owned by nondefault vFiler units.

The default vFiler unit exists as long as MultiStore is enabled. On a storage system with MultiStore
enabled, you cannot rename or destroy vfiler0.

All information provided about the vFiler units is applicable to vfiler0, unless noted otherwise.

What an IPspace is

An IPspace defines a distinct IP address space in which vFiler units can participate. IP addresses
defined for an IPspace are applicable only within that IPspace. A distinct routing table is maintained
for each IPspace. No cross-IPspace traffic is routed.

Note: IPspaces support IPv4 and IPv6 addresses on its routing domains.

Each IPspace has a unique loopback interface assigned to it. The loopback traffic of each IPspace is
completely isolated from the other IPspaces.
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Configuring vFiler units

Creating vFiler units

You can partition the storage and network resources of a single storage system so that it appears as
multiple storage systems called vFiler units. You can use the Create vFiler unit wizard to create
vFiler units.

Before you begin

e The MultiStore license must be installed on the storage system.
e You need the following information:

* Root path
Complete path to an existing volume or gtree.

» Networking details
IP address space in which the vFiler unit can participate, the IP address of the vFiler unit, and
the interface to which the IP address is bound.

» Protocols
Protocols allowed on the vFiler unit.
e Administration details
Administrator host name or IP address and password of the vFiler unit's root user.

Steps

From the Home tab, double-click the appropriate storage system.
In the navigation pane, click vFiler units, then click Create.

Type or select information as requested by the wizard.

> W

Confirm the details and click Finish to complete the wizard.
Deleting vFiler units
You can delete or destroy a vFiler unit and return storage resources back to the hosting storage

system. On a storage system with the MultiStore license enabled, you cannot destroy vfiler0.

Before you begin

» LUNs that are mapped to the vFiler unit's storage must be unmapped.
» The vFiler unit must be stopped.
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 If there are multiple vFiler units in an IPspace, routes used by other vFiler units must not be
associated with the vFiler unit that you want to delete.
Otherwise, after you delete the vFiler unit, you will not be able to access the other vFiler units in
the IPspace.

Steps
From the Home tab, double-click the appropriate storage system.

In the navigation pane, click vFiler units.

Select the vFiler unit that you want to delete and click Delete.

> w p e

Select the confirmation check box and click Delete.

Managing VvFiler units

Editing vFiler units

You can edit the settings for a vFiler unit, such as the protocols allowed, additional paths associated
with the vFiler unit, DNS settings, NIS settings, IP addresses associated with the vFiler unit, and IP
address of the administration host.

About this task

You cannot change the settings of the default vFiler unit (vfiler0).

Steps

From the Home tab, double-click the appropriate storage system.

In the navigation pane, click vFiler units.

Select the vFiler unit that you want to edit and click Edit.

In the Edit vFiler settings dialog box, modify the required settings.

Click Save and Close to save your changes and close the dialog box.

o g bk~ w DN Pk

Use the vFiler units window to verify the changes that you made to the selected vFiler unit.
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Starting or stopping VvFiler units
You can start a vFiler unit that is in the stopped state. After a vFiler unit is started it can receive

packets of data from clients. You can stop a vFiler unit to troubleshoot or destroy a vFiler unit. You
can use the vFiler units window to start or stop a vFiler unit.

Steps

1. From the Home tab, double-click the appropriate storage system.

2. Inthe navigation pane, click vFiler units.

3. Select the appropriate vFiler unit and click either Start or Stop, as required.

Window descriptions

VvFiler units
The topic is under construction.



SnapMirror

Understanding protection

Configuring protection

Creating SnapMirror relationships

You can mirror Snapshot copies from a source volume or gtree to a partner destination volume or
gtree, at regular intervals or on demand. You can use the Create-Mirror wizard to create a
SnapMirror relationship.

Before you begin

SnapMirror license must be enabled on both the source and the destination storage systems.

About this task

The storage system can either be the source system or the destination system for the new SnapMirror
relationship that you create. You cancreate a volume SnapMirror relationship by using a FlexClone
volume or its parent as the source volume. However, you cannot create a volume SnapMirror
relationship by using either a FlexClone volume or its parent as the destination volume.

Steps
From the Home tab, double-click the appropriate storage system.
In the navigation pane, click SnapMirror, then click Create.

Type or select information as requested by the wizard.

> W

Confirm the details and click Finish to complete the wizard.

Deleting SnapMirror relationships

You can delete a SnapMirror relationship and permanently end a SnapMirror relationship between a
source and destination pair of volumes or gtrees. Deletion of a SnapMirror relationship allows the
source to delete the Snapshot copies associated with that destination.

Before you begin

The SnapMirror relationship between the source and destination must be broken.



150 | System Manager 2.0 Printable Help For Data ONTAP® 7-Mode

Steps

> w poE

From the Home tab, double-click the appropriate storage system.
In the navigation pane, click SnapMirror.
Select the SnapMirror relationship that you want to delete and click Delete.

Select the confirmation check box and click Delete.

Deleting remote access

Remote access allows a SnapMirror destination to copy from the SnapMirror source. You can delete
the remote access given to a SnapMirror destination from the Remote Access dialog box.

Steps

1.
2.
3.

From the Home tab, double-click the appropriate storage system.
In the navigation pane, click SnapMirror, then click Remote Access.

In the Remote Access dialog box, select the volume or gtree that is accessed by a remote system
and click Delete.

Select the confirmation check box and click Remove.

Managing protection

Editing SnapMirror relationship properties

You can use the Mirror Properties dialog box to edit the schedule for SnapMirror transfers and the
SnapMirror data transfer rate.

Steps

a &~ w0 D E

From the Home tab, double-click the appropriate storage system.

In the navigation pane, click SnapMirror.

Select the SnapMirror relationship that you want to edit and click Edit.
In the Mirror Properties dialog box, modify the properties as required.

Click Save and Close to save your changes and close the dialog box.

Initializing SnapMirror destinations

When you start a SnapMirror source-destination relationship for the first time, you have to initialize
the destination. Initializing a destination consists of a complete baseline transfer of information from
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a source volume or gtree to the destination. You can use the Protection window to initialize a
SnapMirror destination.

Before you begin

If the destination is a volume, it must be in a restricted state.

Steps

From the Home tab, double-click the appropriate storage system.
In the navigation pane, click SnapMirror.

Select the SnapMirror relationship that you want to initialize.

Click Operations > Initialize.

o b~ w Do

Click Initialize.

Updating a SnapMirror relationship

You can use the Protection window to initiate an unscheduled SnapMirror update of the destination.
You may have to perform a manual update to prevent data loss due to an upcoming power outage,
scheduled maintenance, or data migration.

Steps

From the Home tab, double-click the appropriate storage system.
In the navigation pane, click SnapMirror.

Select the SnapMirror relationship that you want to update.
Click Operations > Update.

Click Update.

o > v R

Quiescing SnapMirror destinations

A SnapMirror destination is quiesced to stabilize the destination before taking a Snapshot copy. It
allows active SnapMirror transfers to finish and temporarily prevents new data transfers. You can use
the Protection window to quiesce a SnapMirror destination.

About this task

You can quiesce only volumes and qtrees that are online and that are SnapMirror destinations. You
cannot quiesce a restricted or offline volume or a gtree in a restricted or offline volume.

Steps

1. From the Home tab, double-click the appropriate storage system.
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2. Inthe navigation pane, click SnapMirror.

3. Select the SnapMirror relationship that you want to quiesce.
4. Click Operations > Quiesce.
5

. Select the confirmation check box and click Quiesce.

Resuming SnapMirror relationships
You can use the Protection window to resume normal data transfer to a SnapMirror destination after

it has been quiesced and restart all SnapMirror activities.
Steps
From the Home tab, double-click the appropriate storage system.

In the navigation pane, click SnapMirror.

Select the SnapMirror relationship that you want to resume.

> w0 npoE

Click Operations > Resume.

Breaking SnapMirror relationships

If the SnapMirror source becomes unavailable or if you wish to use the SnapMirror destination for
writing as well as reading, you can break the SnapMirror relationship. You can use the Protection
window to break a SnapMirror relationship and make the destination volume or gtree writable.

Before you begin

The SnapMirror destination must be quiesced.

Steps

From the Home tab, double-click the appropriate storage system.
In the navigation pane, click ShapMirror.

Select the SnapMirror relationship that you want to break.

Click Operations > Break.

o > v poE

Select the confirmation check box and click Break.
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Resynchronizing SnapMirror relationships

You can use the Protection window to reestablish a SnapMirror relationship that was broken. You
can perform a resynchronization operation to recover from a disaster that disabled the source or to
change the current source to a different volume or gtree.

About this task

When you perform a resynchronization operation, the contents on the SnapMirror destination are
overwritten by the contents on the source. The resynchronization operation can cause data loss on the
destination.

Steps
From the Home tab, double-click the appropriate storage system.
In the navigation pane, click SnapMirror.

Select the SnapMirror relationship that you want ot resynchronize.

Click Operations > Resync.

o > v poE

Select the confirmation check box and click Resync.

Reverse resynchronizing SnapMirror relationships

You can use the Protection window: to reestablish a SnapMirror relationship that was broken. In a
reverse resynchronization operation, the source volume or gtree is converted to a copy of the original
destination volume or gtree.

About this task

When you perform reverse resynchronization, the contents on the SnapMirror source are overwritten
by the contents on the destination. This operation can cause data loss on the source.

Steps
From the Home tab, double-click the appropriate storage system.
In the navigation pane, click SnapMirror.

Select the SnapMirror relationship that you want to reverse resynchronize.

Click Operations > Reverse Resync.

o > w Do

Select the confirmation check box and click Reverse Resync.
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Aborting a SnapMirror transfer

You can abort a volume or gtree replication operation before the data transfer is complete. You can
abort a scheduled update, a manual update, or an initial SnapMirror transfer.

Steps

a > 0w D

From the Home tab, double-click the appropriate storage system.
In the navigation pane, click SnapMirror.

Select the SnapMuirror relationship.

Click Operations > Abort.

Select the confirmation check box and click Abort.

Adding remote access
When you want to mirror a volume or gtree from the source storage system to a remote destination
storage system, you have to allow the destination system to access the source volume or gtree. You
can use the Remote Access dialog box to specify the SnapMirror destination that is given access to
the SnapMirror source.

Steps

> w0 poE

From the Home tab, double-click the appropriate storage system.
In the navigation pane, click SnapMirror, then click Remote Access.
In the Remote Access dialog box, click Add.

Type the IP address of the remote system and specify the source volume or gtree that the remote
system will access and click OK.

Click OK.

Editing remote access

You can edit the remote access provided to a remote destination system from the Remote Access
dialog box. You can specify another volume or gtree

Steps

1.
2.
3.

From the Home tab, double-click the appropriate storage system.
In the navigation pane, click SnapMirror, then click Remote Access.

In the Remote Access dialog box, select the remote destination system whose remote access you
want to edit and click Edit.

Select the volume or gtree that will be accessed by the remote system and click OK.
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5. Click OK.

Window descriptions

SnapMirror
This topic is under construction.






Configuration > Local Users and Groups > Users

Understanding local users

What local users and groups are

You can use local users and groups to secure and manage user accounts and groups stored locally on
a storage system.

A user is an account that is authenticated on a storage system. Users can be placed into storage
system groups to grant them capabilities on the storage system. When your system is first installed
and CIFS is configured in Workgroup mode, a user named "administrator" is automatically created.
This user login can be used to access shares with a blank password. You should change the password
for this built-in account to increase security on your system.

A group is a collection of users that can be granted one.or more roles. Groups can be predefined,
created, or modified. When CIFS is enabled, groups act as Windows groups.

You can use local users and groups to limit the ability of users to perform certain actions by
assigning them rights and permissions. A right authorizes a user to perform certain actions on a
computer, such as backing up files and folders or shutting down a computer. A permission is a rule
associated with an object (usually a file, folder, or printer), and it regulates which users have access
to the object. You cannot use local users and groups to view local user and group accounts after a
member server has been promoted to a domain controller.

When you should create local user accounts
There are several reasons for creating local user accounts on your storage system.

You should create one or more local user accounts if your system configuration meets the following
criteria:

 If, during setup, you configured the storage system to be a member of a Windows workgroup.
In this case, the storage system must use the information in local user accounts to authenticate
users.

» If your storage system is a member of a domain:

» Local user accounts enable the storage system to authenticate users who try to connect to the
storage system from an untrusted domain.

» Local users can access the storage system when the domain controller is down or when
network problems prevent your storage system from contacting the domain controller. For
example, you can define a BUILTIN\Administrator account that you can use to access the
storage system even when the storage system fails to contact the domain controller.
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Note: If, during setup, you configured your storage system to use UNIX mode for authenticating
users, the storage system always authenticates users using the UNIX password database.

Configuring local users

Creating local users

You can create a local user and assign that user to one or more predefined groups, giving that user
the roles and capabilities associated with those groups. You can have a maximum of 96
administrative users on a storage system.

Steps
From the Home tab, double-click the appropriate storage system.
Click Configuration > Local Users and Groups > Users .

Click Create .

A WD

In the New User dialog box, type the login name for the new user.

User names are case-insensitive. For example, you cannot create a user named "fred" if you
already have a user named "Fred."

5. Optional: Type the full name of the user and a description that helps you identify this new user.
6. Type the password that the user uses to connect to the server, then confirm the password.

7. Select the group type that best suits the access level this user needs, then click Add.

Deleting local users
You can delete a local user to remove that user's access to the system.

Steps
From the Home tab, double-click the appropriate storage system.

. In the navigation pane, click Configuration > Local Users and Groups > Users .

1.
2
3. Select the local user that you want to delete.
4. Click Delete .

5

. Select the confirmation check box and click Delete.

Managing local users
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Editing the password duration for a local user
You can modify the duration that a local user password is effective. Setting a shorter duration

increases the security of the system access.

Steps

From the Home tab, double-click the appropriate storage system.

In the navigation pane, click Configuration > Local Users and Groups > Users .

Select the local user whose password duration you want to modify and click Edit .

M w p e

In the General tab, type the minimum number of days that the user must have the password
before they can change it.

This value is by default set to zero.

5. Type the maximum number of days that the user can use the password before they have to change
it.

6. Click Save and Close to save your changes and close the dialog box.

Editing a local user's full name and description

You can modify the local user full name and description to help you to better identify a local user.
You cannot modify the user name.

Steps

From the Home tab, double-click the appropriate storage system.

In the navigation pane, click Configuration > Local Users and Groups > Users .
Select the local user whose full user name and description you want to modify.

Click Edit .

In the General tab, type the new full name and description.

o g M w D

Click Save and Close to save your changes and close the dialog box.

Assigning a local user to a group

You can assign a user to one or more predefined groups, giving that user the roles and capabilities
associated with those groups.

Steps

1. From the Home tab, double-click the appropriate storage system.

2. Inthe navigation pane, click Configuration > Local Users and Groups > Users .
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Select the local user that you want to assign to a predefined group.
Click Edit .

Click Member of.

Click Add .

N g b~ w

Select the group that corresponds with the access level you want to assign to the user and click
Add .

8. Click OK to save your changes.

Changing the local user's password
You can use the to change the password for a local user.

Steps

From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Configuration > Local Users and Groups > Users .

Select the local user whose password you want to modify and click Set Password.

> w p R

In the Set Password dialog box, type the current password and the new password, confirm the
new password, then click Modify .

Window descriptions

Configuration > Local Users and Groups > Users

You can use the Users window to create and modify user accounts that enable local users to access
your storage system.

e Command buttons
o User list

Command buttons

Create Displays the New User dialog box.
Edit Displays the user Properties dialog box.
Delete Deletes the selected local user account.
Set Password Displays the Set Password dialog box.

Refresh Updates the information in the window.
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User list
Name Specifies the login name of the local user.
Full name Specifies the full name of the local user.

Description Provides a description of the local user account.






Configuration > Local Users and Groups > Groups

Configuring local groups

Creating user groups
You can create a group and give that group the capabilities associated with a predefined role.

Steps
1. From the Home tab, double-click the appropriate storage system.

2. Inthe navigation pane, click Configuration > Local Users and Groups > Groups .
3. Click Create .

4. In the Create Group dialog box, type the name and description for your new group.
5

. Select the appropriate role for your new group, then click' Add.

Assigning local users to a user group

You can assign one or more users to a group, giving those users the roles and capabilities associated
with the group.

Steps
1. From the Home tab, double-click the appropriate storage system.

2. In the navigation pane, click Configuration > Local Users and Groups > Groups .
3. Select the group to which you want to add one or more users.

4. Click Edit.

5. In the General tab, click Add .

6

. In the Local/Domain Users dialog box, select the user that you want to add to the group and
click Add .

Repeat Step 5 through Step 6 to add multiple users to the group.

~

8. Click Save and Close to save your changes and close the dialog box.
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Deleting user groups
You can delete a user group, when you no longer need it. You cannot delete a default group.

Before you begin

All users must be removed from the group.

Steps

From the Home tab, double-click the appropriate storage system.

In the navigation pane, click Configuration > Local Users and Groups > Groups .
Select the group that you want to delete.

Click Delete .

o > v DR

Select the confirmation check box and click Delete.

Managing local groups

Editing user group properties
You can modify the description of a group to make it easier to identify the group. You can add local
users to a group or remove local users from a group. You can also edit the roles of the group.

Steps
1. From the Home tab, double-click the appropriate storage system.

2. In the navigation pane, click Configuration > Local Users and Groups > Groups .
3. Select the group that you want to modify.

4. Click Edit.

5. In the General tab, modify the description of the group as required.

6. Add or remove users from the group.

7. In the Roles tab, add or remove roles.

8

. Click Save and Close to save your changes and close the dialog box.

Window descriptions
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Configuration > Local Users and Groups > Groups

You can use the Groups window to create a local group, assign local users to the group, modify the
group description, and remove a group.

e Command buttons
e Group list

Command buttons

Create Displays the New Group dialog box.

Edit Displays the user groups Properties dialog box.
Delete Deletes the selected group.

Refresh Updates the information in the window.
Group list

Name The name of the group.

Description The description of the group.






Configuration > Network > DNS

Understanding DNS

How to configure DNS to maintain host information
You can maintain host information centrally using DNS. With DNS, you do not have to update the /
et ¢/ host s file every time you add a new host to the network.

If you have several storage systems on your network, maintaining host information centrally saves
you from updating the / et c/ host s file on each storage system every time you add or delete a host.

If you configure DNS later, you must take the following actions:

» Specify DNS name servers.
» Specify the DNS domain name of your storage system.
« Enable DNS on your storage system.

If you want to use primarily DNS for host-name resolution, you should specify it ahead of other
methods in the hosts section of the / et ¢/ nsswi t ch..conf file.

Correct host-name resolution depends on correctly configuring the DNS server. If you experience
problems with host-name resolution or data availability, check the DNS server in addition to local
networking.

How to use dynamic DNS to update host information
You can use dynamic DNS updates to prevent errors and save time when sending new or changed
DNS information to the primary master DNS server for your storage system's zone. Dynamic DNS
allows your storage system to automatically send information to the DNS servers as soon as the
information changes on the system.

Without dynamic DNS updates, you must manually add DNS information (DNS name and IP
address) to the identified DNS servers when a new system is brought online or when existing DNS
information changes. This process is slow and error-prone. During disaster recovery, manual
configuration can result in a long downtime.

For example, if you want to change the IP address on interface e0 of st or agesyst ent, you can
simply configure e0 with the new IP address. The storage system st or agesyst eml automatically
sends its updated information to the primary master DNS server.

Note: Data ONTAP supports a maximum of 64 Dynamic Domain Name Server (DDNS) aliases.

Configuring DNS
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Setting dynamic DNS updates

You can use the Dynamic DNS tab to specify the DNS time-to-live (TTL) value for every DNS
update sent from your storage system. The TTL value defines the time for which a DNS entry is valid
on the DNS server. By default, the TTL value is set to 24 hours.

Steps

a > w0 D

From the Home tab, double-click the appropriate storage system.

In the navigation pane, click Configuration > Network > DNS .

Click Edit .

In the Dynamic DNS tab, select the TTL values for dynamic DNS updates.

Click Save and Close.

Managing DNS

Enabling or disabling dynamic DNS

You can use the Edit DNS Configuration dialog box to enable or disable dynamic DNS on your
storage system. Dynamic DNS is disabled by default.

Steps

1. From the Home tab, double-click the appropriate storage system.
2. In the navigation pane, click Configuration > Network > DNS .
3.
4
5

Click Edit , then click Dynamic DNS.

. Either select or clear the Enable dynamic DNS check box, as appropriate.

. Click Save and Close.

Adding or editing the DNS domain name

You can use the Edit DNS Configuration dialog box to add or modify the DNS domain name of your
storage system.

Steps

1.
2.
3.

From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Configuration > Network > DNS .
Click Edit .
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4. Inthe DNS domain name and the DNS search domains boxes, type or modify the DNS domain
name and the DNS search domain name.

5. Inthe IP address box, type the IP address of the name server and click Add .
You can add up to three name server IP addresses.
6. Click Save and Close.

Enabling or disabling DNS
You can use the Edit DNS Settings dialog box to enable or disable DNS on a storage system. DNS

is disabled by default.

Steps

From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Configuration > Network > DNS .
Click Edit .

Either select or clear the Enable DNS check box, as appropriate.
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Click Save and Close.

Window descriptions

Configuration > Network > DNS
The DNS window provides a location to view the current DNS settings for your system. You can

also change your system's DNS settings.
Command buttons

Edit Opens the Edit DNS Configuration dialog box. You can use this dialog box to enable or
disable DNS, enable or disable dynamic DNS, or add DNS domain names.

Refresh Updates the information in the window.






Configuration > Network > Network Interfaces

Understanding interfaces

Interface links for a virtual interface

The list includes only an Ethernet interface or a virtual interface (vif). Enabled interfaces, interfaces
that are included in another vif, an existing VLAN interface, and a physical VLAN are not included
in the list.

Network interface naming

Network interface names are based on whether the interface is a physical or virtual network interface.
Physical interfaces are assigned names based on the slot number of the adapter. Interface group
names are user specified. VLANS are named by combining the interface name and VLAN ID.

Physical interfaces are automatically assigned names based on the slot where the network adapter is
installed. Because physical interfaces are Ethernet interfaces, they are identified by a name consisting
of "e," the slot number of the adapter, and the port on the adapter (if multi-port adapter). A multiport
adapter has letters or numbers imprinted next to its ports.

» e<sl ot _nunber > if the adapter or slot has only one port
e e<sl ot _nunber><port _| et ter> if the adapter or slot has multiple ports

Interface group names are user specified. An interface group's name should meet the following
criteria:

* It must begin with a letter.

+ It must not contain any spaces.

* It must not contain more than 15 characters.

* It must not already be in use by another interface or interface group.

VLAN interface names are in the following format:

e <physical _interface_nane>-<vl an_| D>
e <jfgrp_nanme>-<vl an_| D>

The following table lists interface types, interface name formats, and example of names that use these
identifiers.
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Interface type Interface name format Examples of
names
Physical interface on a | e<sl ot _nunber > e0
single-port adapter or el
slot
Physical interface ona | e<sl ot _nunber ><port_|etter> ela
multiple-port adapter eOb
or slot
e0c
e0d
ela
elb
Interface group Any user-specified string that meets certain criteria web_ifgrp
ifgrpl
VLAN <physi cal _i nterface_name>-<vl an-1 D> or e8-2
<i f gr p_nane>-<vl an_| D> ifgrp1-3
Host names

When you run the set up command on a storage system for the first time, Data ONTAP creates a
host name for each installed interface by appending the interface name to the host name of the
storage system.

Note: The interface host names are not advertised by DDNS, but are available in the /etc/hosts file.

The following table shows examples of host names appended with the interface names.

Interface type Host name
Single-port Ethernet interface in slot 0 toaster-e0
Quad-port Ethernet interface in slot 1 toaster-ela

toaster-elb
toaster-elc
toaster-eld

Guidelines for configuring interface groups
Before creating and configuring interface groups, you must follow certain guidelines about the type,
MTU size, speed, and media of the underlying interfaces.

The following guidelines apply when you create and configure interface groups on your storage
system:
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It is best that the network interfaces that are part of an interface group are on the same network
adapter.

In a single interface group, you can group up to 16 physical Ethernet interfaces.

You cannot include a VLAN interface in an interface group.

The interfaces that form an interface group must have the same Maximum Transmission Unit
(MTU) size.

If you attempt to create or add to an interface group and the member interfaces have different
MTU sizes, Data ONTAP automatically modifies the MTU size to be the same. To ensure that the
desired MTU size is configured, you can use the i f confi g command to configure the MTU size
of the interface group after it is created. You need to configure the MTU size only if you are
enabling jumbo frames on the interfaces.

When an interface on a TOE NIC is in an interface group, the TOE functionality is disabled on all
TOE NICs.

You can include any interface, except the eOM management interface that is present on some
storage systems.

Do not mix interfaces of different speeds or media in the same multimode interface group.

You should set the same flow control settings for all the underlying physical network interfaces
that constitute an interface group.

It is best to set the flow control settings of all the network interfaces to full, the default control

type.

Some switches might not support multimode link aggregation of ports configured for jumbo frames.
For more information, see your switch vendor's documentation.

Network interface configuration
Configuring network interfaces involves assigning IP addresses, setting network parameters and
hardware-dependent values, specifying network interfaces, and viewing your storage system's
network configuration.

When you configure network interfaces, you can do any or all of the following:

Assign an IP address to a network interface.
Set parameters such as network mask, broadcast address, and prefix length.

Note: If IPv6 is enabled on your storage system, you can set only the prefix length. IPv6 does
not have a network mask and does not support broadcast addresses.

Set hardware-dependent values such as media type, MTU size, and flow control.

Specify whether the interface should be attached to a network with firewall security protection.
Specify whether the network interface must be registered with Windows Internet Name Services
(WINS), if CIFS is running and at least one WINS server has been configured.

Specify the IP address of an interface or specify the interface name on an HA pair partner for
takeover mode.

Note: When using IPv6 in an HA pair, you can specify only the partner interface name (and
not the IP address) on the HA pair for takeover mode.
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« View the current configuration of a specific interface or all interfaces that exist on your storage
system.

Network interfaces on your storage system

Your storage system supports physical network interfaces, such as Ethernet and Gigabit Ethernet
interfaces, and virtual network interfaces, such as interface group and virtual local area network
(VLAN). Each of these network interface types has its own naming convention.

Your storage system supports the following types of physical network interfaces:

» 10/100/1000 Ethernet
» Gigabit Ethernet (GbE)
« 10 Gigabit Ethernet

In addition, some storage system models have a physical network interface named eOM. It is a low-
bandwidth interface of 100 Mbps and is used only for Data ONTAP management activities, such as
running a Telnet, SSH, or RSH session.

How interface groups work in Data ONTAP

An interface group is a feature in Data ONTAP that implements link aggregation on your storage
system. Interface groups provide a mechanism to group together multiple network interfaces (links)
into one logical interface (aggregate). After an interface group is created, it is indistinguishable from
a physical network interface.

The following figure shows four separate network interfaces, e3a, e3b, e3c, and e3d, before they are
grouped into an interface group.

Subnetwork A

e3a e3b e3c edd

Storage System

The following figure shows the four network interfaces grouped into a single interface group called
Trunk1.



Configuration > Network > Network Interfaces | 175

Logical 1
1 2

Subnetwork A -4—— Switch

3 4

e3a e3b e3c e3d
Trunk1

Storage System

Different vendors refer to interface groups by the following terms:

« Virtual aggregations
» Link aggregations

e Trunks

» EtherChannel

Interface groups provide several advantages over individual network interfaces:

» Higher throughput
Multiple interfaces work as one interface.

» Fault tolerance
If one interface in an interface group goes down, your storage system stays connected to the
network by using the other interfaces.

* No single point of failure

If the physical interfaces in an'interface group are connected to multiple switches and a switch
goes down, your storage system stays connected to the network through the other switches.

Types of interface groups
You can create three different types of interface groups on your storage system: single-mode
interface groups, static multimode interface groups, and dynamic multimode interface groups.

Each interface group provides different levels of fault tolerance. Multimode interface groups provide
methods for load balancing network traffic.

Starting with Data ONTAP 7.3.1, IPv6 supports both single-mode and multimode interface groups.

Load balancing in multimode interface groups
You can ensure that all interfaces of a multimode interface group are equally utilized for outgoing
traffic by using the IP address, MAC address, round-robin, or port based load-balancing methods to
distribute network traffic equally over the network ports of a multimode interface group.

The load-balancing method for a multimode interface group can be specified only when the interface
group is created. If no method is specified, the IP address based load-balancing method is used.
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IP address and MAC address load balancing

IP address and MAC address load balancing are the methods for equalizing traffic on multimode
interface groups.

These load-balancing methods use a fast hashing algorithm on the source and destination addresses
(IP address and MAC address). If the result of the hashing algorithm maps to an interface that is not
in the UP link-state, the next active interface is used.

Note: Do not select the MAC address load-balancing method when creating interface groups on a
storage system that connects directly to a router. In such a setup, for every outgoing IP frame, the
destination MAC address is the MAC address of the router. As a result, only one interface of the
interface group is used.

IP address load balancing works in the same way for both IPv4 and IPv6 addresses.

What trunking is
Trunking is a mechanism that groups together multiple network interfaces (or links) into one logical
interface, called a trunk. A group of up to four physical Ethernet interfaces on a storage system can
constitute a trunk. Groups of Ethernet interfaces, supported by the virtual interface feature, provide
security in a clustered environment in takeover mode, and provide better throughput than multiple
interfaces working as one interface can provide. Storage system network interfaces that are part of
the same trunk do not have to be on the same network card, but some Ethernet switches and routers
require that all members of the trunk be either half-duplex or full-duplex. Additionally, the interfaces
that form a virtual interface must have the same MTU size.

There are two kinds of trunks:

» Single-mode trunks that enable one link of the trunk to take over for a failed link.
» Multiple-mode trunks that enable faster throughput by having links share network loads.

Standards and characteristics of Ethernet frames
Frame size and Maximum Transmission Unit (MTU) size are the two important characteristics of an
Ethernet frame. The standard Ethernet (IEEE 802.3) frame size is 1,518 bytes. The MTU size
specifies the maximum number of bytes of data that can be encapsulated in an Ethernet frame.

The frame size of a standard Ethernet frame (defined by RFC 894) is the sum of the Ethernet header
(14 bytes), the payload (IP packet, usually 1,500 bytes), and the Frame Check Sequence (FCS) field
(4 bytes). You can change the default frame size on Gigabit Ethernet network interfaces.

The MTU size specifies the maximum payload that can be encapsulated in an Ethernet frame. For
example, the MTU size of a standard Ethernet frame is 1,500 bytes; this is the default for storage
systems. However, a jumbo frame, with an MTU size of 9,000 bytes, can also be configured.
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Flow control

Flow control enables you to manage the flow of frames between two directly connected link-partners.
Flow control can reduce or eliminate dropped packets due to overrun.

To achieve flow control, you can specify a flow control option that causes packets called Pause
frames to be used as needed. For example, link-partner A sends a Pause On frame to link-partner B
when its receive buffers are nearly full. Link-partner B suspends transmission until it receives a
Pause Off frame from link-partner A or a specified timeout threshold is reached.

Flow control options

You can use the flow control option to view and configure flow control settings. If you do not specify
a flow control option when configuring a network interface, the configured flow control setting
defaults to full.

The following table describes the values you can specify for the flow control option.

Flow control value Description

none No flow control

receive Able to receive flow control frames

send Able to send flow control frames

full Able to send and receive flow control frames
How VLANSs work

Traffic from multiple VILANSs can traverse a link that interconnects two switches by using VLAN
tagging. A VLAN tag is a unique identifier that indicates the VLAN to which a frame belongs. A
VLAN tag is included in the header of every frame sent by an end-station on a VLAN.

On receiving a tagged frame, the switch inspects the frame header and, based on the VLAN tag,
identifies the VLAN. The switch then forwards the frame to the destination in the identified VLAN.
If the destination MAC address is unknown, the switch limits the flooding of the frame to ports that
belong to the identified VLAN.
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For example, in this figure, if a member of VLAN 10 on Floor 1 sends a frame for a member of
VLAN 10 on Floor 2, Switch 1 inspects the frame header for the VLAN tag (to determine the
VLAN) and the destination MAC address. The destination MAC address is not known to Switch 1.
Therefore, the switch forwards the frame to all other ports that belong to VLAN 10, that is, port 4 of
Switch 2 and Switch 3. Similarly, Switch 2 and Switch 3 inspect the frame header. If the destination
MAC address on VLAN 10 is known to either switch, that switch forwards the frame to the
destination. The end-station on Floor 2 then receives the frame.

Advantages of VLANs

VLANS provide a number of advantages such as ease of administration, confinement of broadcast
domains, reduced network traffic, and enforcement of security policies.

VLANSs provide the following advantages:

» Ease of administration
VLANS enable logical grouping of end-stations that are physically dispersed on a network. When
users on a VLAN move to a new physical location but continue to perform the same job function,
the end-stations of those users do not need to be reconfigured. Similarly, if users change their job
function, they need not physically move: changing the VLAN membership of the end-stations to
that of the new team makes the users' end-stations local to the resources of the new team.

» Confinement of broadcast domains
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VLANS reduce the need to have routers deployed on a network to contain broadcast traffic.
Flooding of a packet is limited to the switch ports that belong to a VLAN.

» Reduction in network traffic
Confinement of broadcast domains on a network significantly reduces traffic.

» Enforcement of security policies
By confining the broadcast domains, end-stations on a VLAN are prevented from listening to or
receiving broadcasts not intended for them. Moreover, if a router is not connected between the
VLANS, the end-stations of a VLAN cannot communicate with the end-stations of the other
VLAN:S.

VLAN tags

A VLAN tag is a unique identifier that indicates the VLAN to which a frame belongs. Generally, a
VLAN tag is included in the header of every frame sent by an end-station on a VLAN.

On receiving a tagged frame, the switch inspects the frame header and, based on the VLAN tag,
identifies the VLAN. The switch then forwards the frame to the destination in the identified VLAN.
If the destination MAC address is unknown, the switch limits the flooding of the frame to ports that
belong to the identified VLAN.
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For example, in this figure, if a member of VLAN 10 on Floor 1 sends a frame for a member of
VLAN 10 on Floor 2, Switch 1 inspects the frame header for the VLAN tag (to determine the
VLAN) and the destination MAC address. The destination MAC address is not known to Switch 1.
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Therefore, the switch forwards the frame to all other ports that belong to VLAN 10, that is, port 4 of
Switch 2 and Switch 3. Similarly, Switch 2 and Switch 3 inspect the frame header. If the destination
MAC address on VLAN 10 is known to either switch, that switch forwards the frame to the
destination. The end-station on Floor 2 then receives the frame.

Configuring interfaces

Creating virtual interfaces

You can use the Create VIF wizard to create a virtual interface (vif), a feature that implements link
aggregation on your storage system. Vifs provide a mechanism to group together multiple network
interfaces (links) into one logical interface (aggregate).

Before you begin

The status of physical interface must be down.

Steps

From the Home tab, double-click the appropriate storage system.

In the navigation pane, click Configuration > Network > Interfaces .
Click Create VIF.

Type or select information as requested by the wizard.

a M w0 D E

Verify that the vif you created is included in the list of interfaces in the Interfaces window.

Creating VLAN interfaces

You can use the Create VLAN Interface dialog box to add or modify a VLAN. A VLAN is
indistinguishable from a physical network interface after it is created. You cannot add an interface
alias to a physical VLAN but you can add an alias to VLAN interfaces.

Before you begin

The physical interface must be down.

Steps

From the Home tab, double-click the appropriate storage system.

In the navigation pane, click Configuration > Network > Interfaces .
Click Create VLAN.

A w0 Do

Select a physical interface for the VLAN from the drop-down list.
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The drop-down list includes only an Ethernet interface or a virtual interface (vif). Enabled
interfaces, interfaces that are included in another vif, an existing VLAN interface, and a physical
VLAN are not included in the list.

5. Type a VLAN tag in the VLAN tag box and click Add .
6. Click Create.

Deleting network interfaces

You can select and delete a network interface. However, you can delete only a virtual interface such
asaviforaVLAN.

Steps
1. From the Home tab, double-click the appropriate storage system.
2. In the navigation pane, click Configuration > Network > Interfaces .

3. Select an interface and click Delete .

4, Click Delete .

Removing interface aliases
You can remove an interface alias if you are changing the IP address of an interface.

Steps

From the Home tab, double-click the appropriate storage system.

In the navigation pane, click Configuration > Network > Interfaces .
Click Edit .

In the Advanced tab, select an interface alias and click Delete.

o &~ w0 D

Click Save and Close.

Managing interfaces

Adding interface aliases
You can use the Add Alias dialog box to add an alias, which is an alternate IP address for an

interface, when you change the IP address of an interface to a new address. You can use the alias to
continue accepting packets to the old IP address. You cannot add an alias to a physical VLAN.

Steps

1. From the Home tab, double-click the appropriate storage system.
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2. Inthe navigation pane, click Configuration > Network > Interfaces .
3. Click Edit .

4. Inthe Advanced tab, click Add .

5. Type the IP address and a subnet mask of the alias.

6

. Click Save, then click Save and Close.

Editing interface aliases

You can use the Edit Alias dialog box to modify an interface alias. You can change the alias IP
address and the subnet mask.

Steps

From the Home tab, double-click the appropriate storage system.

In the navigation pane, click Configuration > Network > Interfaces .
Click Edit .

In the Advanced tab, select the alias IP address that you want to modify and click Edit .

Change the IP address or the subnet mask of the alias.

o o M w e

Click Save, then click Save and Close.

Editing virtual interfaces

You can use the Edit Network: Interface dialog box modify interface parameters, such as IP address,
network mask and MTU size. You can also add interfaces to an existing virtual interface. You can
modify only the media type and the flow control parameters of a trunked interface.

Before you begin

If you want to delete interfaces from a virtual interface, the status of the virtual interface must be set
to "disabled".

Steps
From the Home tab, double-click the appropriate storage system.
. In the navigation pane, click Configuration > Network > Interfaces .

. Select the virtual interface that you want to modify from the network interface list and click Edit.

1.
2
3
4. Click the appropriate tab to display the properties or settings you want to change.
5. Make the necessary changes.

6

. Click Save and Close.
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Verify the changes that you made to the selected vif in the Interfaces window.

Editing network interfaces
You can use the Edit Network Interface dialog box to change network interface parameters, such as
IP address, network mask, media type, MTU size, and flow control. You can specify the interface
name on an HA pair partner for takeover mode and add, edit, or remove an interface alias.

Steps

N oo o M 0w D oRE

From the Home tab, double-click the appropriate storage system.

In the navigation pane, click Configuration > Network > Interfaces .

Select a network interface that you want to modify from the interface list and click Edit.
Click the appropriate tab to display the properties or settings you want to change.

Make the necessary changes.

Click Save and Close.

Verify the changes, you made to the selected interface, in the Interfaces window.

Window descriptions

Configuration > Network > Interfaces

You can use the Interfaces window to view a list of network interfaces and add, edit, or delete
interfaces from your storage system.

List view
Tree view
Interface list
Details area

List view

Create VIF  Starts the Create VIF wizard.

Note: You cannot add a virtual interface if there are no available interfaces.

Create Opens the Create VLAN Interface dialog box. You can use this dialog box to add a
VLAN new VLAN interface.

Note: You cannot add a VLAN interface if there are no available interfaces.

Edit Opens the Edit Network Interface dialog box. You can use this dialog box to modify

network interfaces.
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Status

Delete

View As

Refresh

Tree view

Updates the status of the selected network interface. The interface can be one of the
following:

Enable
Enables the selected network interface.

Note: You cannot enable a physical VLAN or an interface which is a part of
the vif.

Disable
Disables the selected network interface. You cannot disable a physical VLAN or
an interface which is a part of the vif.

Deletes the selected interface.

Note: You can only remove a virtual interface such as a vif or a VLAN.

List
Allows you to view a list of network interfaces:
Tree

Allows you to view the parent-child relationship between network interfaces.

Updates the information in the window.

Tree You can view the parent=child relationship between network interfaces.

Interface list

The interface list displays the name, type, IP address and the status of each interface.

Name
Type

IP Address
Partner

Status

Details area

Specifies the name of the interface.

Specifies the type of interface.

Specifies the IP address of the storage system.

Specifies the IP address of the partner system in an HA pair.

Specifies the current status of the interface.

The area below the interface list displays detailed information about the selected interface.

General tab

Alias tab

The General tab displays configuration details for the selected interface.

The Alias tab provides details on the alias for a selected interface.
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Understanding network file configuration

How to maintain host-name information

Data ONTAP relies on correct resolution of host names to provide basic connectivity for storage
systems on the network. If you are unable to access the storage system data or establish sessions,
there might be problems with host-name resolution on your storage system or on a name server.

Host-name information can be maintained in one or all of the following ways in Data ONTAP:
* Inthe/etc/ hosts file on your storage system's default volume

* Ona Domain Name System (DNS) server
* On a Network Information Service (NIS) server

If you use more than one of the resources for host-name resolution, the order in which they are used
is determined by the / et ¢/ nsswi t ch. conf file,

How the /etc/hosts file works
Data ONTAP uses the / et ¢/ host s file to resolve host names to IP addresses. You need to keep
the / et ¢/ host s file up-to-date. Changes to the / et ¢/ host s file take effect immediately.

When Data ONTAP is first installed, the / et ¢/ host s file is automatically created with default
entries for the following interfaces:

* Local host
» All interfaces on your storage system

The / et c/ host s file resolves the host names for the storage system on which it is configured. This
file cannot be used by other systems for name resolution.

For more information about file formats, see the na_hosts(5) man page.

You can add IP address and host name entries in the / et ¢/ host s file in the following two ways:

e Locally—You can add entries by using the command-line interface.

» Remotely—If the file has many entries and you have access to an NIS makefile master, you can
use the NIS makefile master to create the / et c/ host s file. This method prevents errors that
might be caused by editing the file manually.
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Hard limits for the /etc/hosts file
You need to be aware of the hard limits on the line size and number of aliases when you edit the /
et ¢/ host s file.

The hard limits are as follows:

e Maximum line size is 1022 characters.
The line size limit includes the end of line character. You can enter up to 1021 characters per line.
e Maximum number of aliases is 34.

Note: There is no limit on file size.

Configuring network files

Adding hosts

You can use the Add Host dialog box to add the IP address of a host or host name entries in the/
et ¢/ host s file. Data ONTAP uses this file on the storage system's default volume, NIS, and DNS
to resolve host names.

About this task

The / et c/ host s file contains information about the known hosts on the network. Each internet IP
address is associated with the official host name and any host name aliases.

Steps

1. From the Home tab, double-click the appropriate storage system.

2. In the navigation pane, click Configuration > Network > Network Files .
3. Inthe Etc Hosts tab, click Add .
4

. Specify properties such as the IP address, the host name, and the aliases of the local host you
want to add.

Click OK.

6. Verify that the local host information that you added is included in the list of host configurations
in the Etc Hosts tab.

o
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Deleting hosts
You can delete a host name entry in the / et ¢/ host s file.

Steps

1. From the Home tab, double-click the appropriate storage system.

2. In the navigation pane, click Configuration > Network > Network Files .
3. Inthe Etc Hosts tab, select a local host and click Delete .
4

. Select the confirmation check box and click Delete.

Managing network files

Editing hosts
You can use the Edit Host dialog box to change the IP address or host name entries in the / et c/

host s file.

Steps

1. From the Home tab, double-click the appropriate storage system.

2. In the navigation pane, click Configuration > Network > Network Files .
3. Inthe Etc Hosts tab, select a host configuration from the list and click Edit .
4. Change any of the fields for this host and click OK.

5. Use the Etc Hosts tab to verify the changes you made to the selected host.

Window descriptions

Configuration > Network > Network Files

You can use the Network Files window to manage network configuration files and add, edit, or
remove local host information.

Tabs

Etc Hosts You can use the Etc Hosts tab to manage network configuration files and add, edit, or
remove local host information.

Others  You can use the Others tab to edit other configuration files.
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Understanding NIS

How to use NIS to maintain host information
NIS enables you to centrally maintain host information. In addition, NIS enables you to maintain user
information.

NIS provides the following methods for resolving the storage system's host name:

» Using the / et c/ host s file on the NIS server
You can download the / et c/ host s file on the NIS server to your storage system's default
volume for local host-name lookup.
* Using a hosts map that is maintained as a database onthe NIS server
The storage system uses the hosts map to query during a host lookup request across the network.
» Using the ipnodes map that is maintained as a database on the NIS server
The ipnodes map is used for host lookup when IPv6 is enabled on your storage system.

Note: The ipnodes database is supported only on Solaris NIS servers. To resolve a host name
to an address, your storage system (with IPv6 enabled) first looks in the ipnodes database. If
the IP address is not present in the ipnodes database, the application looks in the hosts
database. However, if IPv6 is not enabled, then your storage system looks only in the hosts
database and does not refer the ipnodes database.

How using NIS slaves can improve performance
Host-name resolution by using a hosts map can have a performance impact because each query for
the hosts map is sent across the network to the NIS server. You can improve the performance of your
storage system by downloading the maps and listening for updates from the NIS master server.

The NIS slave improves performance by establishing contact with an NIS master server and
performing the following two tasks:

« Downloading the maps from the NIS master server
You can download the maps from the NIS master server to the NIS slave by running the yppush
command from the NIS server. You can also download the maps by disabling and then enabling
the NIS slave from your storage system. After the maps are downloaded, they are stored in the /
et ¢/ yp/ ni s_domai n_nane directory. The NIS slave then services all the NIS requests from
your storage system by using these maps. The NIS slave checks the NIS master every 45 minutes
for any changes to the maps. If there are changes, they are downloaded.

 Listening for updates from the NIS master
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When the maps on the NIS master are changed, the NIS master administrator can optionally
notify all slaves. Therefore, in addition to periodically checking for updates from the NIS master,
the NIS slave also listens for updates from the master.

You cannot configure the NIS slave during the setup procedure. To configure the NIS slave after the
setup procedure is complete, you need to enable NIS slave by setting opt i ons
ni s. sl ave. enabl e to on.

Note: The NIS slave does not respond to remote NIS client requests and therefore cannot be used
by other NIS clients for name lookups.

Guidelines for using NIS slaves

When using an NIS slave, you should follow certain guidelines, such as the available space in the
storage system, conditions for enabling DNS, and supported configurations.

The following guidelines apply when using the NIS slave:

» The root volume of your storage system must have sufficient space to download maps for the NIS
slave. Typically, the space required in the root volume is same as the size of the maps on the NIS
server.

 If the root volume does not have enough space to download maps, the following occurs:

e Anerror message is displayed informing you that the space on the disk is not sufficient to
download or update the maps from the NIS master.

 If the maps cannot be downloaded, the NIS slave is disabled. Your storage system switches to
using hosts map on the NIS server for name resolution.

» If the maps cannot be updated, your storage system continues to use the old maps.

» If the NIS master server was started with the - d option or if the host s. bynane and

host s. byaddr maps are generated with the - b option, your storage system must have DNS

enabled, DNS servers must be configured, and the hosts entry in the / et ¢/ nsswi t ch. conf file

must contain DNS as an option to use for host name lookup.

If you have your NIS server configured to perform host name lookups using DNS, or if you use DNS
to resolve names that cannot be first resolved using the host s. by* maps, using the NIS slave causes
those lookups to fail. This is because when the NIS slave is used, all lookups are performed locally
using the downloaded maps. However, if you configure DNS on your storage system, the lookups
succeed.

You can use the NIS slave for the following:

» Interface groups and VLAN interfaces
* vFiler units
e HA pairs

Note: In an HA pair, you should ensure that the ni s. ser ver s options value is the same on
both nodes and that the / et ¢/ host s file on both nodes can resolve the name of the NIS
master server.
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Things to consider when binding NIS servers to storage systems
There are certain guidelines that you must follow before binding a NIS server to your storage system.

Keep the following in mind before performing the binding procedure:

Using the NIS broadcast feature can incur security risks.

You can specify NIS servers by IP address or host name. If host names are used, ensure that each
host name and its IP address are listed in the / et ¢/ host s file of your storage system. Otherwise,
the binding with the host name fails.

You can only specify IPv4 addresses or server names that resolve to IPv4 addresses using the /

et ¢/ host s file on your storage system.

Managing NIS

Enabling or disabling NIS slave
You can enable an NIS slave on your storage system to reduce traffic over your network. You can
use the Edit NIS Settings dialog box to enable ordisable an NIS slave on your storage system. The
NIS slave is disabled by default.

About this task

If you enable and then later disable the NIS slave, the storage system reverts back to the original
configuration, in which it contacts an NIS server to resolve host names.

Steps

A

From the Home tab, double-click the appropriate storage system.

In the navigation pane, click Configuration > Network > NIS .

Click Edit .

In the Advanced tab, either select or clear the Enable NIS slave check box, as appropriate.

Schedule the caching of of NIS group information:

If you want to... Then...

Immediately update the NIS group information Click Now.

Update the NIS group information at regular intervals Click Every and specify the time interval.

Click Save and Close.
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Enabling or disabling NIS

NIS enables you to centrally maintain host and user information. You can use the Edit NIS Settings
dialog box to enable or disable NIS on your storage system. NIS is disabled by default.

Steps
1. From the Home tab, double-click the appropriate storage system.
2. Inthe navigation pane, click Configuration > Network > NIS .
3. Click Edit.

4. Either select or clear the Enable NIS check box, as appropriate.
5

. Click Save and Close.

Adding or editing the NIS domain name
You can use the Edit NIS Settings dialog box to add or modify the NIS domain name of your storage

system.

Steps

1. From the Home tab, double-click the appropriate storage system.

2. Inthe navigation pane, click Configuration > Network > NIS .

3. Click Edit .

4. Inthe NIS domain name field, type or change the NIS domain name.

5. Inthe IP address field, type the IP address of the NIS server and click Add .
6. Click Save and Close.

Window descriptions

Configuration > Network > NIS
The NIS window provides a location to view the current NIS settings for your storage system. You

can also change your system's NIS settings.
Command buttons

Edit Opens the Edit NIS Settings dialog box. You can use this dialog box to enable or disable
NIS, add or modify the NIS domain name, and enable or disable the NIS slave.

Refresh Updates the information in the window.
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Understanding CIFS

About CIFS and SMB

Data ONTAP supports all of the most common file protocols, including the CIFS protocol to enable
file sharing from host storage systems. When your system is first installed and CIFS is configured in
Workgroup mode, a login named "administrator" is automatically created. You can use this login to
access shares with a blank password.

The CIFS protocol is used to share files. CIFS is the method of transport for Windows Shares. CIFS
is an extension of the Server Message Block (SMB) protocol, which is a file-sharing protocol used on
Windows and UNIX systems. SMB runs over several different types of networks, including TCP/IP.
For most purposes, SMB has been superseded by CIFS.

CIFS license

Your storage system requires a software license to enable CIFS service. This license is installed on
the storage system at the factory per your order; therefore, you do not typically need to enter license
codes when you initially configure your system. If CIFS license is not installed on the storage
system, then System Manager does not list ‘cifs' in the Licenses window (Configuration > System
Tools > Licenses).

You need to enter license codes only if any of the following conditions applies:

* You purchased a storage system with a software version earlier than Data ONTAP 4.0 and you
are upgrading it.

* You want to enable CIFS; which was not previously licensed for your storage system.

* You reinstalled your file system on an existing system that was not shipped with it installed.

In these cases, you are provided with the appropriate license codes when the software upgrade kit is
shipped to you or when you are given instructions for obtaining the software upgrade over the
Internet.

What CIFS auditing does

System Manager enables you to use CIFS auditing to monitor reads and writes of a specified file on
the storage system by a specified user.

You can use System Manager to set up auditing of the following events:

» Logon and logoff events
* File access events
» Account management
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The file on the storage system must be in a mixed or NTFS volume or gtree. You cannot audit events
on a file in a UNIX volume or gtree.

You can specify the logging of successes, failures, or both, for any type of event.

What an event log is

You can use the event log to see the file access information gathered by CIFS auditing. The log is in
Windows NT format and can be viewed by the Event Viewer.

By default, the event log is/ et c/ | og/ adt | og. evt . You can specify another file as the event log
and an alternative maximum file size.

You cannot update the event log when it is being viewed by a client. To prevent losing event
information that is gathered when the event log is open, System Manager does not write to the event
log as event information is being collected. Instead, it updates the event log when you manually save
the log from System Manager.

About home directories on the storage system

Data ONTAP maps home directory names to user names, searches for home directories that you
specify, and treats home directories slightly differently than regular shares

Data ONTAP offers the share to the user with a matching name. The user name for matching can be
a Windows user name, a domain name followed by a Windows user name, or a UNIX user name.
Home directory names are not case-sensitive.

When Data ONTARP tries to locate the directories named after the users, it searches only the paths
that you specify. These paths are called home directory paths. They can exist in different volumes.

The following differences exist between a home directory and other shares:

* You cannot change the share-level ACL and the comment for a home directory.
» The cifs shares command does not display the home directories.

e The format of specifying the home directory using the Universal Naming Convention (UNC) is
sometimes different from that for specifying other shares.

If you specify / vol / vol 1/ enghone and / vol / vol 2/ mkt ghone as the home directory paths, Data
ONTAP searches these paths to locate user home directories. If you create a directory for jdoe in

the / vol / vol 1/ enghone path and a directory for jsmith in the / vol / vol 2/ nkt ghome path, both
users are offered a home directory. The home directory for jdoe corresponds to the / vol / vol 1/
enghone/ j doe directory, and the home directory for jsmith corresponds to the / vol / vol 2/

nkt ghone/ j smi t h directory.

Configuring CIFS
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Setting up CIFS

You can set up CIFS from the CIFS Set Up wizard. If CIFS service is already running, completing
the CIFS Set Up wizard stops and restarts CIFS service.

Before you begin

e The CIFS license must be installed on your storage system.
» The CIFS service must be running on the storage system.

» A system name or IP mapping must exist in the DNS.

* While configuring CIFS in Active Directory domain:

« DNS must be enabled and configured correctly.

» The storage system must be able to talk to the Domain Controller using the fully qualified
domain name (FQDN).

* The time drift between the storage system time and the domain time must not be more than
five minutes.

Note: System Manager does not currently support organizational units (OU) for active directory
domains. If you need your system to join an OU other than the default "Computers", you must use
the Data ONTAP command Cl FS set up.

Steps

. From the Home tab, double-click the appropriate storage system.
. In the navigation pane, click Configuration > Protocols > CIFS .

1

2

3. Inthe Configuration tab, click Set up .

4. Type or select information as requested by the wizard.
5

. Confirm the details and click Finish to complete the wizard.

Configuring CIFS and NFS auditing
You can configure CIFS and NFS auditing on your storage system to troubleshoot access problems,

check for suspicious activity on a system, or investigate a security breach.
Before you begin

» The file or directory to be audited must be in a mixed or NTFS volume or gtree.
« Access for individual files and directories must be activated according to Windows
documentation.

Steps

1. From the Home tab, double-click the appropriate storage system.
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N

In the navigation pane, click Configuration > Protocols > CIFS .

3. Inthe Auditing area, click Edit .

>

In the Edit Auditing dialog box, select the appropriate check boxes to enable CIFS and NFS
auditing.

If you are setting up NFS auditing, click Browse and select the appropriate NFS audit filter file.
Specify the general settings for the audit log file.

Select the check boxes corresponding to the types of events you want to audit.
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Click Save and Close to save your changes and close the dialog box.

Deleting home directory paths

You can delete a home directory path when you do not want the storage system to use it to resolve
the location of user' CIFS home directories. You can delete a home directory path from the Edit
Home Directories dialog box.

Steps

. From the Home tab, double-click the appropriate storage system.
. In the navigation pane, click Configuration > Protocols > CIFS .

1

2

3. Click Configuration.

4. Inthe Home Directories area, click Edit .
5

. In the Edit Home Directories dialog box, select the home directory path that you want to delete
and click Delete .

6. Click Save and Close to save your changes and close the dialog box.

Managing CIFS

Editing CIFS general properties
You can modify the general properties for CIFS, such as server description, CIFS session idle

timeout, Snapshot access mode, and maximum concurrent operations.
Steps

From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Configuration > Protocols > CIFS .

In the Configuration tab, click Options .
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In the CIFS Options dialog box, click General.
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Make the necessary changes.

Click Save and Close to save your changes and close the dialog box.

Editing CIFS networking properties

You can modify the CIFS networking options and add or remove WINS servers and NetBIOS
aliases. You can also enable or disable NetBIOS over TCP.

Before you begin

If you are adding a WINS server, the WINS server name or IP address must be available.
If you are adding a NetBIOS alias, the NetBIOS alias name must be available.

Steps

1. From the Home tab, double-click the appropriate storage system.

2. In the navigation pane, click Configuration > Protocols > CIFS .
3. Inthe Configuration tab, click Options .

4. Inthe CIFS Options dialog box, click Networking.

5. Make the necessary changes.

6. Click Save and Close to save your changes and close the dialog box.

Editing CIFS access security properties
You can set the restriction level for your CIFS session and enable or disable SMB signing.

Steps

1. From the Home tab, double-click the appropriate storage system.

2. In the navigation pane, click Configuration > Protocols > CIFS .
3. Inthe Configuration tab, click Options .

4.
5
6

In the CIFS Options dialog box, click Access Security.

. Make the necessary changes.

. Click Save and Close to save your changes and close the dialog box.
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Adding home directory paths

You can specify one or more paths to be used by the storage system to resolve the location of user'
CIFS home directories. You can add a home directory path from the Edit Home Directories dialog
box.

Steps
From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Configuration > Protocols > CIFS .

Click Configuration.

In the Home Directories area, click Edit .
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In the Edit Home Directories dialog box, specify the naming style that is used for home
directories.

6. Type the paths used by the storage system to search for users’ CIFS home directories.
Alternately, click you can click Browse and select the home directory path.
7. Click Add, then click Save and Close.

Stopping and restarting CIFS
You can stop and then optionally restart the CIFS service from the CIFS window. Stopping CIFS

stops all sessions connected to the service and makes all the shared folders on the host storage system
unavailable.

Steps

1. From the Home tab, double-click the appropriate storage system.

2. Inthe navigation pane, click Configuration > Protocols > CIFS .

3. Inthe Configuration tab, click Stop to stop the CIFS service.

4. If you want to restart CIFS, click Start .

Saving your audit log
You can save your audit log either to the default location or to a different location.

Before you begin

CIFS auditing must be enabled.

Steps

1. From the Home tab, double-click the appropriate storage system.
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2. Inthe navigation pane, click Configuration > Protocols > CIFS .
3. Inthe Auditing area, click Edit .

4. If you want to save the audit log file in a different location, enter the new location, or click
Browse and select the path.

5. Click Save and Close save your changes and close the dialog box.

Clearing your audit log
You can clear your audit log if you want the audit information to restart from a certain point.

Steps

1. From the Home tab, double-click the appropriate storage system.
2. Inthe navigation pane, click Configuration > Protocols > CIFS .
3. Inthe Auditing area, click Clear Log.
4

. Click Clear in the confirmation prompt.

Enabling or disabling audit events
You can enable or disable your audit event as needed.

Steps

From the Home tab, double-click the appropriate storage system.
In the navigation pane, click -Configuration > Protocols > CIFS .
Click Configuration.

In the Auditing area, click Edit .
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In the Edit Auditing dialog box, either select or clear the type of auditing check box as
appropriate.

6. Click Save and Close save your changes and close the dialog box.

Resetting CIFS domain controllers

You have to update the storage system’s available domain controller discovery information after you
add or delete a domain from the list of preferred domain controllers. You have to reset the CIFS
connection to domain controllers for the specified domain . Failure to reset the domain controller
information can cause a connection failure.

Steps

1. From the Home tab, double-click the appropriate storage system.
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2. Configuration > Protocols > CIFS .

3. Inthe Domain tab, click Reset.

Enabling a trace on a CIFS domain controller

You can enable a trace to log all domain controller discovery and connection activities on the storage
system. The trace logs can be used to diagnose domain controller connection problems on the storage
system.

About this task

All domain controller address discovery and connection activities on the storage system are logged to
syslog. This information, by default, is logged in the / et ¢/ messages file and the console.

Note: Enabling a trace on a CIFS domain controller might impact system performance.

Steps

1. From the Home tab, double-click the appropriate storage system.

2. Inthe navigation pane, click Configuration > Protocols > CIFS .

3. If the appropriate tab is not displayed, click Domain, then click Edit .
4

. Select the option for enabling a trace log and click OK.

Scheduling the frequency of password changes
You can schedule the domain password to be changed once a week to improve the security of the

system.

Steps

From the Home tab, double-click the appropriate storage system.

Under the selected host storage system, click Configuration > Protocols > CIFS .

In the Domain tab, click Edit .
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Select the check box to schedule a weekly password change and click OK.

The password change occurs at approximately 1:00 a.m. on Sundays.

Monitoriing CIFS
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Viewing CIFS domain information
You can view information about the domain controllers and LDAP servers that the storage system is

connected to.

Steps

From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Configuration > Protocols > CIFS .

Click Domain.
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Review the information about the connected domain controllers and connected LDAPs.

Resetting CIFS domain controllers

You have to update the storage system’s available domain controller discovery information after you
add or delete a domain from the list of preferred domain controllers. You have to reset the CIFS
connection to domain controllers for the specified domain . Failure to reset the domain controller
information can cause a connection failure.

Steps
1. From the Home tab, double-click the appropriate storage system.

2. Configuration > Protocols > CIFS .

3. In the Domain tab, click Reset.

Enabling a trace on a CIES domain controller
You can enable a trace to log all domain controller discovery and connection activities on the storage

system. The trace logs can be used to diagnose domain controller connection problems on the storage
system.
About this task

All domain controller address discovery and connection activities on the storage system are logged to
syslog. This information, by default, is logged in the / et ¢/ messages file and the console.

Note: Enabling a trace on a CIFS domain controller might impact system performance.

Steps
1. From the Home tab, double-click the appropriate storage system.
2. Inthe navigation pane, click Configuration > Protocols > CIFS .

3. If the appropriate tab is not displayed, click Domain, then click Edit .
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4. Select the option for enabling a trace log and click OK.

Scheduling the frequency of password changes
You can schedule the domain password to be changed once a week to improve the security of the
system.

Steps
From the Home tab, double-click the appropriate storage system.

Under the selected host storage system, click Configuration > Protocols > CIFS .

In the Domain tab, click Edit .
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Select the check box to schedule a weekly password change and click OK.

The password change occurs at approximately 1:00 a.m. on Sundays.

Window descriptions

Configuration > Protocols > CIFS
You can use the CIFS window to manage your CIFS sessions and domain controllers.

Tabs
Configuration tab Displays the Configuration tab which enables you to manage your CIFS,
Sessions.
Domain tab Displays the Domain tab, which enables you to view, test, and reset your CIFS

domain controllers.
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Managing NFS

Editing NFS settings
You can modify the NFS settings, such as enabling or disabling NFS access, enabling or disabling
NFSv4, enabling or disabling read and write delegations for NFSv4 clients, and enabling NFSv4
ACLs.

Steps

From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Configuration > Protocols > NFS.
Click Edit.

Make the necessary changes.
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Click Save and Close to save your changes and close the dialog box.

Window descriptions

Configuration > Protocols > NFS
Enter a short description of your reference here (optional).

Enter the syntax information of your reference here (optional).

Enter the actual information in this section (optional).

Enter an example to illustrate your reference here (optional).
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Understanding iSCSI

What iSCSl is

The iSCSI protocol is a licensed service on the storage system that enables you to transfer block data
to hosts using the SCSI protocol over TCP/IP. The iSCSI protocol standard is defined by RFC 3720.

In an iISCSI network, storage systems are targets that have storage target devices, which are referred
to as LUNs (logical units). A host with an iSCSI host bus adapter (HBA), or running iSCSI initiator
software, uses the iSCSI protocol to access LUNSs on a storage system. The iSCSI protocol is

implemented over the storage system’s standard gigabit Ethernet interfaces using a software driver.

The connection between the initiator and target uses a standard TCP/IP network. No special network
configuration is needed to support iSCSI traffic. The network can be a dedicated TCP/IP network, or
it can be your regular public network. The storage system listens for iSCSI connections on TCP port
3260.

Related information

RFC 3720 - www.ietf.org/

What iSCSI nodes are

In an iSCSI network, there are two types of nodes: targets and initiators. Targets are storage systems,
and initiators are hosts. Switches, routers, and ports are TCP/IP devices only, and are not iSCSI
nodes.

How iSCSI works with HA pairs

HA pairs provide high availability because one system in the HA pair can take over if its partner
fails. During failover, the working system assumes the IP addresses of the failed partner and can
continue to support iISCSI LUNs.

The two systems in the HA pair should have identical networking hardware with equivalent network
configurations. The target portal group tags associated with each networking interface must be the
same on both systems in the configuration. This ensures that the hosts see the same IP addresses and
target portal group tags whether connected to the original storage system or connected to the partner
during failover.


http://www.ietf.org/

206 | System Manager 2.0 Printable Help For Data ONTAP® 7-Mode

Guidelines for using iSCSI with HA pairs

To ensure that the partner storage system successfully takes over during a failure, you need to make
sure that the two systems and the TCP/IP network are correctly configured.

Of special concern are the target portal group tags configured on the two storage systems.
The best practice is to configure the two partners of the HA pair identically:

* You should use the same network cards in the same slots.

» You should create the same networking configuration with the matching pairs of ports connected
to the same subnets.

e You should put the matching pairs of interfaces into the matching target portal groups and assign
the same tag values to both groups.

Target portal group management

A target portal group is a set of one or more storage system network interfaces that can be used for an
iSCSI session between an initiator and a target. A target portal group is identified by a name and a
numeric tag. If you want to have multiple connections per session across more than one interface for
performance and reliability reasons, then you must use target portal groups.

Note: If you are using MultiStore, you can also configure non-default vFiler units for target portal
group management based on IP address.

For iSCSI sessions that use multiple connections, all of the connections must use interfaces in the
same target portal group. Each interface belongs to one and only one target portal group. Interfaces
can be physical interfaces or logical interfaces (VLANs and vifs).

Prior to Data ONTAP 7.1, each interface was automatically assigned to its own target portal group
when the interface was added. The target portal group tag was assigned based on the interface
location and could not be modified. This works fine for single-connection sessions.

You can explicitly create target portal groups and assign tag values. If you want to increase
performance and reliability by using multi-connections per session across more than one interface,
you must create one or more target portal groups.

Because a session can use interfaces in only one target portal group, you may want to put all of your
interfaces in one large group. However, some initiators are also limited to one session with a given
target portal group. To support multipath 1/0 (MPIO), you need to have one session per path, and
therefore more than one target portal group.

When an interface is added to the storage system, each network interface is automatically assigned to
its own target portal group.

In addition, some storage systems support the use of an iSCSI Target expansion adapter, which
contains special network interfaces that offload part of the iISCSI protocol processing. You cannot
combine these iSCSI hardware-accelerated interfaces with standard iSCSI storage system interfaces
in the same target portal group.
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Initiator security
You can select from the following authentication methods:

none
There is no authentication for the initiator.

deny

The initiator is denied access when it attempts to authenticate to the storage system.

CHAP

The initiator logs in using a Challenge Handshake Authentication Protocol (CHAP) user name
and password. You can specify a CHAP password or generate a random password.

default

The initiator uses the default security settings. The initial setting for default initiator security is
none.

In CHAP authentication, the storage system sends the initiator a challenge value. The initiator
responds with a value calculated using a one-way hash function. The storage system then checks the
response against its own version of the value calculated using the same one-way hash function. If the
values match, the authentication is successful.

CHAP authentication
The CHAP user name and password that you specify must conform to the guidelines.

If you define an inbound user name and password on the storage system, you must use the same
user name and password for outbound CHAP settings on the initiator.

If you also define an outbound user name and password on the storage system to enable
bidirectional authentication, you must use the same user name and password for inbound CHAP
settings on the initiator.

You cannot use the same user name and password for inbound and outbound settings on the
storage system.

CHAP user names can be 1 to 128 bytes. A null user name is not allowed.

CHAP passwords (secrets) can be 1 to 512 bytes. Passwords can be hexadecimal values or
strings. For hexadecimal values, enter the value with a prefix of “0x” or “0X”. A null password is
not allowed.

How iSCSI authentication works
During the initial stage of an iSCSI session, the initiator sends a login request to the storage system to
begin an iSCSI session. The storage system permits or denies the login request according to one of
the available authentication methods.

The authentication methods are:

Challenge Handshake Authentication Protocol (CHAP)—The initiator logs in using a CHAP user
name and password.
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You can specify a CHAP password or generate a random password. There are two types of
CHAP user names and passwords:

* Inbound—The storage system authenticates the initiator.
Inbound settings are required if you are using CHAP authentication without RADIUS.
» Outbound—This is an optional setting to enable the initiator to authenticate the storage
system.
You can use outbound settings only if you defined an inbound user name and password on the
storage system.
» deny—The initiator is denied access to the storage system.
* none—The storage system does not require authentication for the initiator.

You can define a list of initiators and their authentication methods. You can also define a default
authentication method that applies to initiators that are not on this list.

The default iSCSI authentication method is none, which means any initiator not in the authentication
list can log into the storage system without authentication. However, you can change the default
method to deny or CHAP.

If you use iSCSI with vFiler units, the CHAP authentication settings are configured separately for
each vFiler unit. Each vFiler unit has its own default authentication mode and list of initiators and
passwords.

To configure CHAP settings for vFiler units, you must use the command line.

For information about managing vFiler units, see the sections on iSCSI service on vFiler units in the
Data ONTAP 7-Mode MultiStore Management Guide.

Related information

Data ONTAP documentation on NOW-now.netapp.com/NOW/knowledge/docs/ontap/
ontap_index.shtml

How iSCSI communication sessions work

During an iSCSI session, the initiator and the target communicate over their standard Ethernet
interfaces, unless the host has an iISCSI HBA or a FCoE CNA.

The storage system appears as a single iSCSI target node with one iSCSI node name. For storage
systems with a MultiStore license enabled, each vFiler unit is a target with a different iSCSI node
name.

On the storage system, the interface can be an Ethernet port, virtual network interface (vif), UTA, or
a virtual LAN (VLAN) interface.

Each interface on the target belongs to its own portal group by default. This enables an initiator port
to conduct simultaneous iSCSI sessions on the target, with one session for each portal group. The
storage system supports up to 1,024 simultaneous sessions, depending on its memory capacity. To
determine whether your host’s initiator software or HBA can have multiple sessions with one storage
system, see your host OS or initiator documentation.


http://now.netapp.com/NOW/knowledge/docs/ontap/ontap_index.shtml
http://now.netapp.com/NOW/knowledge/docs/ontap/ontap_index.shtml
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You can change the assignment of target portals to portal groups as needed to support multi-
connection sessions, multiple sessions, and multipath 1/0.

Each session has an Initiator Session ID (ISID), a number that is determined by the initiator.

What CHAP authentication is
The Challenge Handshake Authentication Protocol (CHAP) enables authenticated communication
between iSCSI initiators and targets. When you use CHAP authentication, you define CHAP user
names and passwords on both the initiator and the storage system.

During the initial stage of an iSCSI session, the initiator sends a login request to the storage system to
begin the session. The login request includes the initiator’s CHAP user name and CHAP algorithm.
The storage system responds with a CHAP challenge. The initiator provides a CHAP response. The
storage system verifies the response and authenticates the initiator. The CHAP password is used to
compute the response.

Guidelines for using CHAP authentication
You should follow certain guidelines when using CHAP authentication.

« If you are not using RADIUS and you define an inbound user name and password on the storage
system, you must use the same user name and password for outbound CHAP settings on the
initiator. If you also define an outbound user name and password on the storage system to enable
bidirectional authentication, you must use the same user name and password for inbound CHAP
settings on the initiator.

e You cannot use the same user name and password for inbound and outbound settings on the
storage system.

* CHAP user names can be 1 to 128 bytes.
A null user name is not allowed.
e CHAP passwords (secrets) can be 1 to 512 bytes.

Passwords can be hexadecimal values or strings. For hexadecimal values, you should enter the
value with a prefix of “0x” or “0X”. A null password is not allowed.

» For additional restrictions, you should see the initiator’s documentation.

For example, the Microsoft iSCSI software initiator requires both the initiator and target CHAP
passwords to be at least 12 bytes if IPsec encryption is not being used. The maximum password
length is 16 bytes regardless of whether IPsec is used.

Configuring iSCSI
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Creating iSCSI aliases

An iSCSI alias is a user-friendly identifier that you assign to an iSCSI target device (in this case, the
storage system) to make it easier to identify the target device in user interfaces. You can use the Edit
iSCSI Service Configurations dialog box to create an iSCSI alias.

About this task

An iSCSI alias is a string of 1 to 128 printable characters, and must not include spaces.

Steps

1. From the Home tab, double-click the appropriate storage system.
2. Inthe navigation pane, click Configuration > Protocols > iSCSI .
3. Inthe Service tab, click Edit.

4. Type an iSCSI alias in the Target Alias field and click OK:.

Creating target portal groups

If you want to use multi-connection iSCSI sessions to improve performance and reliability, then you
must use target portal groups to define the interfaces available for each iSCSI session.

Steps

1. From the Home tab, double-click the appropriate storage system.

2. In the navigation pane, click Configuration > Protocols > iSCSI.

3. Inthe Portal Groups tab, click Create.

4. Type the name of the target portal group and select the numeric tag for the portal group.
If you leave the tag field blank, the system assigns the next available tag value.

5. Select the interfaces to include in the target portal group and click Create.

Deleting a target portal group

You can delete one or more user-defined target portal groups. Deleting a target portal group removes
the group from the storage system. Interfaces that belonged to the group are returned to their
individual default target portal groups. You cannot delete system-defined portal groups.

Steps
1. From the Home tab, double-click the appropriate storage system.
2. In the navigation pane, click Configuration > Protocols > iSCSI.

3. Select the target portal group that you want to delete and click Delete.



Configuration > Protocols > iSCSI | 211

4, Select the confirmation check box and click Delete.

Managing iSCSI

Viewing initiator security information

You can use the Initiator Security tab to view the default authentication and all the initiator specific
authentication information.

Steps

1.
2.
3.

From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Configuration > Protocols > iSCSI .

In the Initiator Security tab, review the details listed.

Editing default security settings

You can use the Edit Default Security dialog box to edit the default security settings for iSCSI
initiators connected to the storage system.

Steps

1. From the Home tab, double-click the appropriate storage system.
2. In the navigation pane, click Configuration > Protocols > iSCSI.
3.

4. Change the security type.

In the Default Security box on the Initiator Security tab, click Edit.

For CHAP authentication, providing user name, password and confirming of password is
mandatory for inbound, but optional for outbound.

Click OK.

Monitoring iSCSI
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Editing initiator security
Security style configured for an initiator specifies how the authentication is done for that initiator
during the iSCSI connection login phase. You can change the security for selected iSCSI initiators by
changing the authentication method.

Steps

1.
2.
3.

5.
6.

From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Configuration > Protocols > iSCSI .

In the Initiator Security tab, select one or more initiators from the initiator list and click Edit in
the Initiator Security area.

Change the security type.

For CHAP authentication, you must provide the user name and password and confirm your
password for inbound settings. For outbound settings, this is optional.

Click OK.

verify the changes you made in the Initiator Security tab.

Changing the default initiator authentication method

You can change the default authentication method, which is the authentication method that is used
for any initiator that is not configured with a specific authentication method.

Steps

M w o poE

From the Home tab, double-click the appropriate storage system.

In the navigation pane, click Configuration > Protocols > iSCSI.

In the Initiator Security tab, click Edit in the Default Security area.
Change the security type.

For CHAP authentication, you must provide the user name and password and confirm your
password for inbound settings. For outbound settings, this is optional.

Click OK.

Window descriptions
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Configuration > Protocols > iSCSI
You can use the iISCSI window to start or stop iSCSI service, change a storage system iSCSI node
name, and create or change the iSCSI alias of a storage system. You can also add or change the
initiator security setting for an iSCSI initiator that is connected to your storage system.

Tabs
Service You can use the Service tab to start or stop iSCSI service, change a storage system
iSCSI node name, and create or change the iSCSI alias of a storage system.
Initiator You can use the Initiator Security tab to add or change the initiator security setting

Security for an iSCSI initiator that is connected to your storage system.
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Understanding FC

What FC is

FC is a licensed service on the storage system that enables you to export LUNSs and transfer block
data to hosts using the SCSI protocol over a Fibre Channel fabric.

What FC nodes are
In a FC network, nodes include targets, initiators, and switches.

Targets are storage systems, and initiators are hosts. Nodes register with the Fabric Name Server
when they are connected to a FC switch.

How FC target nodes connect to the network

Storage systems and hosts have adapters so they can be directly connected to each other or to FC
switches with optical cable. For switch or storage system management, they might be connected to
each other or to TCP/IP switches with Ethernet cable.

When a node is connected to the FC SAN, it registers each of its ports with the switch’s Fabric Name
Server service, using a unique identifier.

Managing FC

Starting or stopping the FC service
The FC service enables you to manage FC target adapters for use with LUNS. You have to start the

FC service to bring the adapters online and allow access to the LUNS on the storage system. You can
stop the FC service to take the FC adapters offline and prevent access to the LUNS.

Before you begin

* The FC license must be installed.
e An FC adapter must be present in the target storage system.
Steps

1. From the Home tab, double-click the appropriate storage system.

2. In the navigation pane, click Configuration > Protocols, then click your FC protocol.
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3. Click either Start or Stop , as appropriate.

Changing an FC node name

If you replace a storage system chassis and reuse it in the same Fibre Channel SAN, ithe node name
of the replaced storage system in certain cases might be duplicated. You can change the node name
of the storage system by using the Edit Node Name dialog box.

Steps

From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Configuration > Protocols, then click your FC protocol.
Click Edit.

Type the new name and click OK.
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Monitoring FC

Viewing FC adapter information
You can use the FC Adapters area to view a description of the FC adapter, and the type, status,

name, and FC port name of the adapter.

Steps

1. From the Home tab, double-click the appropriate storage system.

2. In the navigation pane, click Configuration > Protocols, then click your FC protocol.

3. Review the details listed in the FC Adapters area.

Window descriptions

Configuration > Protocols > FCP > Adapters
You can use the Adapters tab to manage your FCP adapter configuration.

»  Command buttons
e FCP aaapter list
* FCP properties
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Command buttons
Displays the status of the selected FCP adapter. The FCP adapter can be one of the

following:

Status

e Online
Brings the selected FCP adapter online.

» Offline
Takes the selected FCP adapter offline.

Refresh Updates the information in the window.

FCP adapter list
The FCP adapter list displays the adapter interface name, status, and FCP initiator type.

Specifies the adapter interface name.

Interface
Status Specifies the current status of the adapter interface.
Type Specifies the FCP initiator type.

FCP properties
The area below the FCP adapter list displays detailed information about the selected adapter

interface.
Configuration > Protocols > FCP

You can use the FCP window to start or stop the FCP service. You can also manage your FCP

adapter configuration.

Tabs
Service  You can use the Service tab to start or stop the FCP service.
Adapters You can use the Adapters tab to bring an FCP adapter online or take an FCP adapter
offline.
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Understanding password/RSH

When to configure RSH

You can use a remote shell (RSH) to run a command on a remote host.

You can use the RSH security feature to specify a host name or IP address from which to execute a
command.

What trusted hosts are

You can use the trusted host feature to limit the hosts from which you can access your storage
system. Access is typically made through a telnet connection or-a Web browser.

The default value for this trusted host is "All" which means that you can connect to your storage
system through any host via a telnet or HTTP connection. To restrict host access, you must specify
the IP address of the host machine or machines that you want to specify as trusted.

Configuring password/RSH

Changing the system password

You can change the storage system password for increased security. The system password is also the
password for the root user account.

Before you begin

The current system password must be available.

Steps

1.
2.
3.

From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Configuration > Security > Password/RSH.
Click Change password .

If you have the necessary permissions to change other user's passwords, this dialog box enables
you to reset them.

Type your user name and your current password in the appropriate fields.

Type your new password in the appropriate fields.
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6. Click Change .

Result

The system displays a confirmation message.

Adding or deleting RSH host names

You can control which hosts can access the storage system through a Remote Shell session for
administrative purposes. You can restrict Secure Shell access to the storage system by specifying
host name and user ID.

Before you begin
The following information must be available:

e Host name or IP address

* UserID

Steps

1. From the Home tab, double-click the appropriate storage system.

2. Inthe navigation pane, click Configuration > Security > Password/RSH .

3. Click Edit .

4. Inthe Edit Security Settings dialog box click RSH settings.

5. Toadd an RSH host name and user ID, type the host name or IP address and the user ID in the

appropriate fields and click Add .
You can repeat this step to add more host names and user IDs.

6. To delete an RSH host name and user 1D, select the name or IP address that you want to delete
and click Delete .

You can select more than one name or IP address by holding down the Shift key.

7. Click OK to save your changes.

Managing trusted hosts

You can specify the hosts that are allowed to access a storage system. These hosts are considered
trusted hosts of that storage system. You can also specify that all hosts are trusted or that none of the
hosts are trusted. Setting trusted hosts to None prevents access to the hosts from System Manager.
You can change this setting only from the CLI by using the t r ust ed. host s.

Before you begin

The name or IP address of host that you want to specify as trusted must be available.
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Steps

From the Home tab, double-click the appropriate storage system.

In the navigation pane, click Configuration > Security.

Click Password/RSH.

Click Edit .

In the Edit Security Settings dialog box, click the Trusted hosts tab.
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Perform the appropriate action:

If... Then...

You want to specify that all hosts are trusted hosts on your system and - Click Any host.
you want to allow access for all hosts

You want to specify that no host is trusted on your system and you Click None.
want to disable access for all hosts

You want to specify that some hosts are trusted on your system and a Click Selected hosts
you want to restrict access to specific hosts '
b. Add the host name or IP

addresses of the hosts.

7. Click OK to save your changes.

Window descriptions

Configuration > Security > Password/RSH/Trusted hosts

The Password/RSH/Trusted hosts window provides a location to view trusted hosts and RSH settings
for your system. You can use the window command buttons to change your system password and
modify your trusted hosts and RSH settings.

e Command buttons
o Trusted hosts lists
* RSH settings

Command buttons

Edit Opens the Edit Security Settings dialog box for adding and deleting trusted
hosts and changing your RSH settings.

Change password Displays the Change Password window for changing your system password.

Refresh Updates the information in the window.
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Trusted hosts lists

Host name/IP address Displays the host name or IP address for hosts that are designated as
trusted.

RSH settings

Host name/IP address Displays the host name or IP address for RSH host.

User ID Displays the user ID that is required to establish the RSH session with the
host.
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Understanding SSH and SSL

SSL certificates

SSL uses a certificate to provide a secure connection between the storage system and a Web browser.
An SSL certificate enables encryption of sensitive information during online transactions. Each SSL
certificate contains unique, authenticated information about the certificate owner. A Certificate
Authority verifies the identity of the certificate owner when it is issued.

Secure protocols and storage system access

Using secure protocols improves the security of your storage system by making it very difficult for
someone to intercept a storage system administrator's password over the network, because the
password and all administrative communication are encrypted.

If your storage system does not have secure protocols enabled, you can set up SecureAdmin, which
provides a secure communication channel between a client and the storage system by using one or
both of the following protocols—SSH and SSL.

Note: SecureAdmin is set up automatically on storage systems shipped with Data ONTAP 8.0 or
later.

» Secure Shell (SSH) protocol

SSH provides a secure remote shell and interactive network session.
» Secure Sockets Layer (SSL) protocol

SSL provides secure Web access for Data ONTAP APIs.

The SSH protocol

SSH improves security by providing a means for a storage system to authenticate the client and by
generating a session key that encrypts data sent between the client and storage system. SSH performs
public-key encryption using a host key and a server key.

Data ONTAP supports password authentication and public-key-based authentication. Data ONTAP
does not support the use of a . r host s file or the use of a. r host s file with RSA host
authentication.

Data ONTAP supports the following encryption algorithms:

* RSA/DSA 1024 bit
» 3DES in CBC mode
« HMAC-SHA1

« HMAC-MD5
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Data ONTAP supports the SSH 1.x protocol and the SSH 2.0 protocol.

Data ONTAP supports the following SSH clients:

OpenSSH client version 4.4p1 on UNIX platforms

SSH Communications Security client (SSH Tectia client) version 6.0.0 on Windows platforms
Vandyke SecureCRT version 6.0.1 on Windows platforms

PuTTY version 0.6.0 on Windows platforms

F-Secure SSH client version 7.0.0 on UNIX platforms

SSH uses three keys to improve security:

Host key

SSH uses the host key to encrypt and decrypt the session key. You determine the size of the host
key, and Data ONTAP generates the host key when you configure SecureAdmin.

Note: SecureAdmin is set up automatically on storage systems shipped with Data ONTAP 8.0
or later.

Server key

SSH uses the server key to encrypt and decrypt the session key. You determine the size of the
server key when you configure SecureAdmin. If SSH is enabled, Data ONTAP generates the
server key when any of the following events occur:

* You start SecureAdmin

« An hour elapses

e The storage system reboots
Session key

SSH uses the session key to encrypt data sent between the client and storage system. The session
key is created by the client. To use the session key, the client encrypts the session key using the
host and server keys and sends the encrypted session key to the storage system, where it is
decrypted using the host and server keys. After the session key is decrypted, the client and storage
system can exchange encrypted data.

The following table shows how Data ONTAP creates a secure session between the storage system

and client.

Stage | What the client does What the storage system does
The client sends an SSH request to the The storage system receives the SSH request
storage system. from the client.

The storage system sends the public portion
of the host key, and the server key if SSH
1.x is used, to the client.

The client stores the public portion of the
host key for future host authentication.
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Stage | What the client does What the storage system does
4 The client generates a random session key.
5 The client encrypts the session key by using

the public portion of the host key, and the
server key if SSH 1.x is used, and sends it to
the storage system.

6 The storage system decrypts the session key
using the private portions of the host key,
and the server key if SSH 1.x is used.

7 The storage system and the client exchange information that they encrypt and decrypt using
the session key.

If you are logged into a non-root user account on a client, and you request a list of supported SSH
commands on a storage system using the ssh <i p addr ess> ? command, some SSH clients do not
pass the ? (question mark) to the storage system. To make sure the client passes the question mark,
wrap the ? in quotes, for example, ssh <i p address>"?’.

Note: Some characters, for example 2, ., *, and ~, can have special meaning for the command
interpreter running on the client. The client command interpreter might replace the character with
an environment-specific value prior to passing it to the SSH program. To prevent a replacement,
use an escape sequence before the character (for example, ssh <i p addr ess> \ ?) or enclose the
character in quotes.

The SSL protocol
The Secure Sockets Layer (SSL) protocol improves security by providing a digital certificate that
authenticates storage systems and allows encrypted data to pass between the system and a browser.
SSL is built into all major browsers. Therefore, installing a digital certificate on the storage system
enables the SSL capabilities between system and browser.

Data ONTAP supports SSLv2, SSLv3, and Transport Layer Security version 1.0 (TLSv1.0). You
should use TLSv1.0 or SSLv3 because it offers better security protections than previous SSL
versions.

As a precautionary measure due to security vulnerability CVE-2009-3555, the SSL renegotiation
feature is disabled in Data ONTAP.
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How to manage SSL
SSL uses a certificate to provide a secure connection between the storage system and a Web browser.
If your storage system does not have SSL enabled, you can set up SecureAdmin to enable SSL and
allow administrative requests over HTTPS to succeed.

SecureAdmin is set up automatically on storage systems shipped with Data ONTAP 8.0 or later. For
these systems, Secure protocols (including SSH, SSL, and HTTPS) are enabled by default, and
nonsecure protocols (including RSH, Telnet, FTP, and HTTP) are disabled by default.

Two types of certificates are used—self-signed certificate and certificate-authority-signed certificate.

Self-signed certificate

A certificate generated by Data ONTAP. Self-signed certificates can be used as is, but they are
less secure than certificate-authority signed certificates, because the browser has no way of
verifying the signer of the certificate. This means the system could be spoofed by an unauthorized
server.

Certificate authority (CA) signed certificate

A CA-signed certificate is a self-signed certificate that is sent to a certificate authority to be
signed. The advantage of a certificate-authority-signed certificate is that it verifies to the browser
that the system is the system to which the client intended to connect.

To enhance security, starting with Data ONTAP 8.0.2, Data ONTAP uses the SHA256 message-
digest algorithm to generate digital certificates (including CSRs and root certificates) on the
storage system.

Data ONTAP 8.0 and 8.0.1 use the MD5 message-digest algorithm to generate digital certificates.
Due to the CVE-2004-2761-1ETF X.509 certificate MD5 signature collision vulnerability, and to
minimize security risks when using a certificate signed with MD5, you should have the certificate
signing requests (CSRs) further signed by a certificate authority (CA) using SHA256 or SHAL.

Public-key-based authentication
Setting up key-based authentication requires an RSA key pair (a private and public key) in addition
to the host and server keys. Public-key-based authentication differs between the two versions of SSH;
SSH 1.x uses an RSA key pair and SSH 2.0 uses a DSA key pair in addition to an RSA key pair. For
both versions of SSH, you must generate the key pairs and copy the public key to the storage system.

Enabling or disabling SSH

You can enable or disable the SSH protocol on your storage system. You can enable SSH the enable
secure sessions using SSHsecure communication channel between a client and the storage system

Steps

1. From the Home tab, double-click the appropriate storage system.

2.

In the navigation pane, click Configuration > Security.
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Click SSH/SSL.

Click Edit SSH.

Either select or clear the check box for the SSH protocol version you want to use.
Click OK .
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Generating SSH keys

You can use the Generate SSH Keys dialog box to generate a host key and a server key.

Steps

1. From the Home tab, double-click the appropriate storage system.

2. In the navigation pane, click Configuration > System Tools > SSH/SSL.
3. Click Generate SSH keys.
4

. Click Generate in the confirmation window.

Enabling or disabling SSL

You can enable or disable the Secure Sockets Layer (SSL) protocol on your storage system through

the SSH/SSL window.

Steps

1. From the Home tab, double-click the appropriate storage system.
2. In the navigation pane, click Configuration > Security.

3. Click SSH/SSL.

4. Click Enable SSL or click Disable SSL.

If SSL is enabled on the storage system, the Disable SSL button is visible. If SSL is disabled, the
Enable SSL button is visible.

5. Click Disable or Enable, as appropriate.
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Generating an SSL certificate

You can use the Generate SSL Certificate dialog box to generate a self-signed SSL certificate.

Steps
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From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Configuration > Security.

Click SSH/SSL.

Click SSL Certificate > Generate SSL Certificate.

Type the required information in each field and click Generate.

Installing an SSL certificate

You can use the Install SSL Certificate dialog box to browse to a CA signed certificate, or paste the
contents of an SSL certificate file.

Steps

1. From the Home tab, double-click the appropriate storage system.
2. Inthe navigation pane, click Configuration > Security.

3.
4
5

Click SSH/SSL.

. Click SSL Certificate > Install SSL certificate.

. Copy and paste the signed certificate into the text box and click Install.

Managing SSH and SSL

Editing SSH settings
You can enable or disable the SSH service for SSH 1.x clients and SSH 2.0 clients. You can specify
the SSH idle sessions timeout to close a SSh connection if the connection has been idle for a period
of time.

Steps

1.
2.

From the Home tab, double-click the appropriate storage system.

In the navigation pane, click Configuration > Security > SSH & SSL .
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3. Click Edit SSH.
4. Modify the settings as required and click OK .

Window descriptions

Configuration > Security > SSH & SSL

You can use the SSH and SSL window to configure the security of your storage system. You can also
modify the Secure Shell (SSH) protocol settings or enable and disable the Secure Sockets Layer
(SSL) protocol.

Command buttons

Edit SSH Opens the Edit SSH Settings dialog box. You can use this dialog box to change
your storage system's SSH settings.

Generate SSH  Generates the host key and the server key.
keys

Enable/Disable  Enables or disables SSL.

SSL

SSL Certificate  Allows you to generate, view, or install an SSL certificate. Select one of the
following:

» Generate SSL Certificate
Opens the Generate SSL Certificate dialog box. You can use this dialog box
to specify information required to generate a self-signed SSL certificate.

¢ View CSR
Opens the View SSL Certificate dialog box. You can use this dialog box to
view a read-only Certificate Signing Request.

» Install CA signed certificate

Opens the Install SSL Certificate dialog box. You can use this dialog box to
install an SSL certificate on the SSL server.

Refresh Updates the information in the window.
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Understanding AutoSupport

Overview of the AutoSupport feature

The AutoSupport feature monitors the storage system's operations and sends automatic messages to
technical support to alert it to potential system problems. If necessary, technical support contacts you
at the e-mail address that you specify to help resolve a potential system problem.

The following list outlines facts you should know about AutoSupport:

» The aut osupport feature is enabled by default on the storage system.

AutoSupport is enabled by default when you configure your storage system for the first time.
AutoSupport begins sending messages to technical support 24 hours after AutoSupport is
enabled. You can cut short the 24-hour period by upgrading or reverting the system, modifying
the AutoSupport configuration, or changing the time of the system to be outside of the 24-hour
period.

Note: You can disable AutoSupport at any time by turning off the aut osupport . enabl e
option, but you should leave it enabled. Enabling AutoSupport can significantly help speed
problem determination and resolution should a problem occur on your storage system.

Although AutoSupport messages to technical support are enabled by default, you need to set the
correct options and have a valid mail host to have messages sent to your internal support
organization.

» AutoSupport messages are generated:

» When events occur on the storage system that require corrective action from the system
administrator or technical support

* When the storage system reboots

» When you initiate a test message using the aut osupport . doi t option

» Once a week, between 12:00 a.m. and 1 a.m. Sunday
Three AutoSupport messages are generated during this time: The first, the weekly
AutoSupport message, provides the same system information as regular AutoSupport
messages. The second, the performance AutoSupport message, provides technical support
with comprehensive performance information about your storage system for the preceding
week. The performance message can be quite large, so by default it is sent only to technical
support. The third, the NetApp Health Trigger (NHT) message, provides information about
any failed disk drives. If no drives failed during the past week, no weekly drive NHT message
is sent. By default, the drive NHT message is sent only to technical support.
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e The system can send AutoSupport messages by SMTP, HTTP, or HTTPS (Hypertext Transfer
Protocol over Secure Sockets Layer). HTTPS is the default, and you should use it whenever
possible.

« If an AutoSupport message cannot be sent successfully, an SNMP trap is generated.

For more information about AutoSupport, see the NetApp Support Site.

Related information

http.//now.netapp.com/

AutoSupport transport protocols

AutoSupport supports HTTPS, HTTP, and SMTP as the transport protocols for delivering
AutoSupport messages to technical support. If you enable AutoSupport messages to your internal
support organization, those messages are sent by SMTP.

AutoSupport supports the following types of transport protocols:

e HTTPS (This is the default transport protocol used by AutoSupport; you should use it whenever

possible.)
« HTTP
* SMTP

Because SMTP can introduce limitations on message length and line length, you should use HTTP
or, preferably, HTTPS for your AutoSupport transport protocol if possible.

HTTP uses port 80; HTTPS uses port 443. If the network connection does not allow HTTPS or
HTTP, you need to configure AutoSupport for SMTP. SMTP uses port 25.

To use HTTP or HTTPS to send AutoSupport messages, you might need to configure an HTTP or
HTTPS proxy.

The AutoSupport feature requires an external mail host if you use SMTP. The storage system does
not function as a mail host—it requires an external mail host at your site to send mail. The mail host
is a host that runs a mail server that listens on the SMTP port (25).

Examples of mail servers include the following:

e A UNIX host running an SMTP server such as the sendmail program
* A Windows NT server running the Microsoft Exchange server

The storage system uses the mail host’s mail server to send periodic e-mail messages automatically
to technical support about the system’s status. You can configure AutoSupport to use one or more
mail hosts.

Note: Make sure that mail hosts in the AutoSupport e-mail delivery pathway are configured to
send and receive the 8-bit Multipurpose Internet Mail Extensions (MIME) encoding.
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AutoSupport messages

AutoSupport messages help you understand the status and operations of your storage system. The
AutoSupport message includes a log level that indicates the priority assignment from technical
support.

The log level that indicates the priority assignment can be one of the following:

* CRITICAL—Priority 1

* ERROR—-Priority 2

*  WARNING—-Priority 3

* NOTICE—Informational, no response expected
» INFO—Informational, no response expected

» DEBUG—Informational, no response expected

If you are using AutoSupport locally, you will see the log levels in the subject lines of the
AutoSupport e-mail that you receive.

Configuring AutoSupport

Setting up AutoSupport
You can use the Edit AutoSupport Settings dialog box to specify an e-mail address from which e-

mail notifications are sent and add multiple e-mail host names.
Steps

From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Configuration > System Tools > AutoSupport .
Click Edit .
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Select a transport protocol for delivering e-mail messages from the drop-down list and specify the
HTTP or HTTPS proxy for HTTP.

5. Type the e-mail address from which e-mail notifications are sent, type a host name, and click
Add .

Note: You can add up to five e-mail host names.

6. Verify the changes you made to the AutoSupport settings.

Managing AutoSupport
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Enabling or disabling AutoSupport

You can use the Edit AutoSupport Settings dialog box to enable or disable AutoSupport on your
storage system. AutoSupport is enabled by default.

Steps

1. From the Home tab, double-click the appropriate storage system.

2. In the navigation pane, click Configuration > System Tools > AutoSupport .
3.
4
5

Click Edit .

. Either select or clear the Enable AutoSupport notification check box, as appropriate.
. Click OK.

Adding AutoSupport e-mail recipients

You can use the E-mail recipient tab to add e-mail addresses of recipients of AutoSupport
notifications.

Steps

1. From the Home tab, double-click the appropriate storage system.

2. In the navigation pane, click Configuration > System Tools > AutoSupport .

3. Click Edit .

4. In the E-mail recipient tab, type the address of the e-mail recipient and click Add .
5. Specify whether the recipients receive a full message or a short message

6. Click OK.

Testing AutoSupport
You can use the AutoSupport Test dialog box to test the AutoSupport configuration.

Steps

A w dpoE

From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Configuration > System Tools > AutoSupport .
Click Test .

Ensure that the AutoSupport subject box contains the text Test AutoSupport or any text that
notifies the recipients that you are testing AutoSupport.

In the AutoSupport Test dialog box, click Test .
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Result

An e-mail message with the subject Test AutoSupport or the text that you typed in the AutoSupport
subject box is sent to the specified recipients.

Window descriptions

Configuration > System Tools > AutoSupport

The AutoSupport window provides a location to view the current AutoSupport settings for your
system. You can also change your system's AutoSupport settings.

Command buttons

Edit Opens the Edit AutoSupport Settings dialog box. You can use this dialog box to enable or
disable AutoSupport natification, and to specify an e-mail address from which e-mail
notifications are sent and to add multiple e-mail host names.

Test Opens the AutoSupport Test dialog box. You can use this dialog box to generate an
AutoSupport test message.

Refresh Updates the information in the window.
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Understanding date and time management

Guidelines for setting system date and time
Keeping the system date and time correct is important to ensure that the storage system can service
requests correctly.

To automatically keep your storage system time synchronized, you need the name of at least one time
server. For best results, supply the name of more than one time server if one becomes unavailable.

There are two protocols you can use for time synchronization: SNTP and rdate. SNTP (Simple
Network Time Protocol) is more accurate; therefore, it is the preferred protocol.

If you cannot access an SNTP server, you can use rdate. Many UNIX servers can function as an rdate
server; work with your system administrator to set up or identify an rdate server in your environment.

Configuring date and time settings

Setting date, time, and time zone
You can use Edit Date Time Settings dialog box to manually set the date, time, and time zone for
your storage system. You cannot modify the date, time, and time zone settings for the unimpaired
partner node or the failed node in an HA configuration after a takeover occurs.

Steps

1. From the Home tab, double-click the appropriate storage system.

2. Inthe navigation pane, click Configuration > System Tools > DateTime.

3. Click Edit .

4. Select the time zone.

5. If you want to manually specify the date and time for your storage system, select 'Manual".

a. Specify the date and time.
6. If you want to use a time daemon to set the date and time, select "Automatic".
a. Select either "SNTP" or "RDate" as the time protocol.

b. Specify up to five time servers to synchronize time.
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Note: The Up , Down , and Delete buttons are unavailable if you delete all the time servers
from the list.

7. Click OK.

8. Verify the changes you made to the date and time settings.

Window descriptions

Configuration > System Tools > Date/Time/Timezone
The Date/Time/Timezone window provides a location to view the current date and time settings for

your storage system. You can also change your system's date and time settings.
Command buttons

Edit Opens the Edit Date Time Settings dialog box.-You can use this dialog box to manually
set the date, time, and time zone for your storage system.

Refresh Updates the information in the window:
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Understanding licenses

License requirements

System Manager is an unlicensed application and is free to download, install, and use. However, you
require storage system software licenses to enable certain services and features on your storage
system, such as NFS.

Preinstalled software licenses

Many of the software licenses that are needed for your storage system services and features should be
installed on the storage system at the factory. So you should not need to enter the license code during
initial setup of the storage system except for special circumstances described below.

CIFS The storage system requires a software license to enable CIFS service. The
license is installed on the storage system at the factory per your order;
therefore, the initial setup of your storage system does not involve entering
license codes.

Cluster The Cluster software license is required to enable high availability feature.

Deduplication The Deduplication software license is required to run deduplication on the
storage system. The deduplication license consists of the A-SIS license and the
NearStore Option license.

Fibre Channel Fibre Channel Protocol (FCP) is a service that enables you to manage Fibre

Protocol (FCP)  Channel target adapters for use with LUNS. The storage system requires a
software license to enable the FCP service. You are provided with the
appropriate license codes when your storage system or software is shipped
from the factory or when you are given instructions for obtaining the software
over the Internet.

HTTP The HTTP software license is required to enable HTTP service.

NFS The storage system requires a software license to enable NFS services. The
license is installed on the storage system at the factory per your order, so you
should not need to enter the license code for this software.

SnapRestore SnapRestore enables you to revert a volume or file quickly to the state it was in
when a particular Snapshot copy was made. The storage system requires a
license to enable the SnapRestore service.

UNIX The storage system requires a UNIX software license to enable NFS services.
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Windows Shares The storage system requires a software license to enable CIFS service. The
(CIFS) license is installed on the storage system at the factory per your order, so you
should not need to enter the license code for this software.

Software licenses that must be installed
The following software license must be installed to support the iSCSI feature.

Note: For high availability configurations, you must install licenses on both systems.

ISCSI The iSCSI service enables you to manage adapters that support the iSCSI protocol on your
storage system. The storage system requires a software license to enable the iSCSI service.
You are provided with the appropriate license codes when your storage system or software
is shipped from the factory or when you are given instructions for obtaining the software
over the Internet.

Managing licenses

Adding licenses

If your storage system software was installed at the factory, System Manager automatically adds the
software to its list of licenses. If your storage system software was not installed at the factory, you
can add the software license from the ' Add License dialog box.

Before you begin

The software license code for the specific Data ONTAP service must be available.

About this task

If you are adding a license to an HA configuration, you need to add the license to only one storage
system in the pair. System Manager automatically detects HA configurations and installs the license
on both storage systems when you add a license to one of the storage systems in the pair.

Steps
From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Configuration > System Tools > Licenses .

Click Add .

> 0w e

In the Add License dialog box, enter the software license code and click Add .
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Result

Your software license is added immediately.

Deleting a license
You can delete a software license from the Licenses window.

About this task

Your storage system requires certain software licenses to enable some services and features. Before
deleting a software license, you must check the list of required licenses in License Requirements.

Steps

1. From the Home tab, double-click the appropriate storage system.

2. In the navigation pane, click Configuration > System Tools > Licenses to display the Licenses
window.

3. Select the software license you want to delete, then-click Delete.

4. Select the confirmation check box and click Delete.

Window descriptions

Configuration > System Tools > Licenses

Your storage system arrives from the factory with pre-installed software. If you need to add or
remove a license after you receive the storage system, you can use the Licenses window to both add
and delete software licenses.

e Command buttons
e Software license list
» License description

Command buttons
Add Displays the Add License dialog box for adding new software licenses.
Delete Deletes the software license you have selected in the software license list.

Refresh  Redisplays the window content.

Software license list

The software license list provides the following information on each license installed on your storage
system.
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Name The name of the software license.

Type Whether the license is permanent or temporary.

Key The software license code.

Expires On The expiration date for the software license, if applicable.

License Description

A description of the software license and information on how the license is installed.
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Understanding SNMP

What the SNMP agent does
The storage system includes an SNMP agent that responds to queries and sends traps to network
management stations.

The SNMP agent on the storage system has read-only privileges—that is, it cannot be used to take
corrective action in response to a trap.

Note: Starting with Data ONTAP 7.3.1, the SNMP agent supports IPv6 transport.

How to configure the SNMP agent
You need to configure the SNMP agent on your storage system to set SNMP values and parameters.

To configure the SNMP agent on your storage system, you need to perform the following tasks:

» Verify that SNMP is enabled.
Note: SNMP is enabled by default in Data ONTAP.

» If you are running SNMPv3, configure SNMPv3 for read-only access.
» Enable traps.

Although SNMP is enabled by default, traps are disabled by default.
» Specify host names of one or more network management stations.

Traps can only be sent when at least one SNMP management station is specified as a traphost.
Trap notifications can be sent to a maximum of eight network management stations.

Note: The SNMP agent can send traps over IPv6 transport to the traphosts whose IPv6 address
is configured on the storage system. You can specify traphosts by their IPv6 addresses, but not
by their host names.

You can perform the following tasks after configuring SNMP:

» Provide courtesy information about storage system location and contact personnel.

» Specify SNMP communities.
Community strings function as group names to establish trust between SNMP managers and
clients. Data ONTAP supports only read-only communities.

Note: No more than eight communities are allowed.

Note: Storage systems in an HA configuration can have different SNMP configurations.
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Configuring SNMP

Setting SNMP information

You can use the Edit SNMP Settings dialog box to update information about storage system location,
contact personnel, and to specify SNMP communities.

Steps
1. From the Home tab, double-click the appropriate storage system.

2. In the navigation pane, click Configuration > System Tools > SNMP .
3. Click Edit .
4

. In the General tab, specify the storage system contact personnel and location and SNMP
communities.

Click OK.
6. Verify the changes you made to the SNMP settings.

o

Managing SNMP

Enabling or disabling SNMP traps

You can use the Trap hosts tab to enable or disable SNMP traps on your storage system. Although
SNMP is enabled by default, traps are disabled by default.

Steps
. From the Home tab, double-click the appropriate storage system.
. In the navigation pane, click Configuration > System Tools > SNMP .
. Click Edit .

1

2

3

4. Inthe Trap hosts tab, either select or clear the "Enable traps” check box.

5. If you enable SNMP traps, add host name or IP address of the hosts to which the traps are sent.
6

. Click OK..

Window descriptions
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Configuration > System Tools > SNMP

The SNMP window provides a location to view the current SNMP settings for your system. You can
also change your system's SNMP settings.

Command buttons

Edit Opens the Edit SNMP Settings dialog box. You can use this dialog box to specify SNMP
communities and enable or disable traps.

Refresh Updates the information in the window.
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Enabling or disabling the NDMP service

Before you begin

Enter the prerequisites here (optional).

About this task

Enter the context of your task here (optional).

Step

1. Enter your first step here.

Enter the result of your step here (optional).

Enter an example that illustrates the current task (optional).

After you finish

Enter the tasks the user should do-after finishing this task (optional).

Terminating NDMP sessions

You can terminate an NDMP session if the session is not responding. The specified session stops
processing its current requests and moves to an inactive state. This allows hung sessions to be cleared
without the need for a reboot.

Steps
1. From the Home tab, double-click the appropriate storage system.
2. In the navigation pane, click Configuration > System Tools > NDMP.

3. Select the NDMP session that you want to terminate and click Terminate Session.
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Understanding Syslog messages

What Syslog messages are

You can monitor the status and operation of managed storage systems by using the Event
Management System (EMS) output in Syslog.

Events are generated automatically when a predefined condition occurs or when an object crosses a
threshold. When an event occurs, status alert messages might be generated as a result of the event.

EMS is a subsystem in the Data ONTAP kernel where event indications are posted, and from which
notification services, such as Syslog, monitor for individual event types. EMS collects event data
from various parts of the Data ONTAP kernel and provides a set of filtering and event forwarding
mechanisms.

The syslog.conf configuration file

Message logging is done by a sysl| ogd daemon. By default, all system messages (except those with
debug-level severity) are sent to the console and logged in the / et ¢/ messages file.

The / et c/ sysl og. conf configuration file on the storage system’s root volume is the configuration
file for the syslogd daemon and it determines how system messages are logged.

Syslog messaging configuration options

You can configure which types of messages to log for a storage system, based upon your
combinations of facility and severity level. The facility is the part of the system that is generating the
message. For example, defining message type ker n. err, invokes logging of all error level events
from the kernel.

You can combine the following facilities with the available Syslog severity levels:

Facility Definition

kern Messages generated by the storage system kernel.

daemon System daemons, such as the rshd daemon or the routing daemon.

auth Authentication system messages, such as those logged for Telnet sessions.

cron The storage system's internal cron facility.

local7 The storage system's audit logging facility. All messages coming from the audit
logging facility are logged at level debug.
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Facility

Definition

*

An asterisk acts as a wildcard and designates all facilities (except local7). For
example, use *. er r to see all messages with severity level err from all facilities

(except local?).

Syslog message severity levels

The Syslog messages use a different scheme of severity levels than the System Manager monitoring.
This is because the Syslog messages are based on EMS messages. The following table defines the
possible Syslog message severity levels and shows how they relate to EMS severity levels.

Syslog severity

EMS severity

Description

*

Not applicable

An asterisk acts as a wildcard and designates all severity
levels. For example, use kern. * to see all severity level
messages generated by the kernel.

emerg EMERGENCY A panic condition that causes a disruption of normal
service.

alert ALERT A condition that you should correct immediately, such as a
failed disk.

crit CRITICAL A critical condition, such as a disk error.

err ERROR An error condition, such as a bad configuration file.

warning WARNING A condition that might become an error if not corrected.

notice NOTICE A condition that is not an error, but that might require
special attention.

info INFORMATION [ Information, such as the hourly uptime message.

debug DEBUG Information used for diagnostic purposes.

Message logging locations

You can configure where a particular message type is logged. You can log messages in the following

locations:

e Aconsole (dev/ consol e)
e Afile (/ et c/ messages)
« Aremote system (@dni nhost)

Managing Syslog messaging
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Editing Syslog messaging configurations
You can use the Configure Syslog dialog box to edit an existing messaging configuration.

Steps

> w0 poE

From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Configuration > System Tools > Syslog .
Click Edit.

Select the "File log" or "Console log" check box and select the severity level you want to monitor
for EMS messages from the list.

if you want to make additional changes to your messaging configuration, click Advanced and
modify the contents of the / et ¢/ sysl og. conf file.

Note: If you click the Basic button after making changes to your messaging configuration, the
contents of the advanced section are erased and replaced with the basic configuration.

Click OK .

Monitoring status using Syslog messages

Monitoring status using Syslog messages
You can monitor the status and operation of managed storage systems using the Syslog output.

Before you begin

The Syslog filters, the EMS events that you want notification of, and the locations for the output
must be configured.

Steps

1.
2.
3.

From the Home tab, double-click the appropriate storage system.
In the navigation pane, click Configuration > System Tools > Syslog .

Sort the events in the table in the upper-right pane by clicking the column headings for severity
level, name, date and time, or text.

Select one of the entries in the table to display EMS details for the event in the EMS Details
pane.

Details for the event are displayed, including the EMS source of the event, if it is available. If no
EMS message is associated with the event, N/A (not applicable) is displayed.
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Window descriptions

Configuration > System Tools > Syslog
You can use the Syslog window to view Syslog messages.

e Command buttons
o Syslog message list
Command buttons

Edit Opens the Edit Syslog Configuration dialog box. You can use this dialog box to
change your messaging configuration.

Export log Exports and saves the current messages to a log file that you define.

Refresh Updates the information in the window.

Syslog message list

Severity Sorts the message list by message severity level.
Event Sorts the message list by the source EMS event for messages.
Date/Time Sorts the list by the date and time of the event for messages.

Message Sorts the list by the message text.
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Understanding auditlog

Audit logging
An audit log is a record of commands executed at the console, through a Telnet shell or an SSH shell,
or by using the r sh command. All the commands executed in a source file script are also recorded in
the audit log. Administrative HTTP operations are logged. All login attempts to access the storage
system, with success or failure, are also audit-logged.

In addition, changes made to configuration and registry files are audited. Read-only APIs by default
are not audited but you can enable auditing with the audi t | og..r eadonl y_api . enabl e option.

By default, Data ONTAP is configured to save an audit log. The audit log data is stored in the / et c/
| og directory in a file called audi t | og.

For configuration changes, the audit log shows the following information:

» What configuration files were accessed
* When the configuration files were accessed
» What has been changed in the configuration files

For commands executed through the console, a Telnet shell, an SSH shell, or by using the r sh
command, the audit log shows the following information:

* What commands were executed
* Who executed the commands
* When the commands were executed

The maximum size of the audit-log file is specified by the audi t | og. max_fi | e_si ze option. The
maximum size of an audit entry in the audit-log file is 511 characters. An audit entry is truncated to
511 characters if it exceeds the size limit.

Every Saturday at midnight, the / et ¢/ | og/ audi t | og file is copied to / et ¢/ | og/ audi t | og. 0, /
etc/ | og/auditlog. Oiscopiedto/etc/l og/auditlog.1, and so on. This also occurs if the
audit-log file reaches the maximum size specified by audi t | og. max_fi | e_si ze.

The system saves audit-log files for six weeks, unless any audit-log file reaches the maximum size, in
which case the oldest audit-log file is discarded.

You can access the audit-log files using your NFS or CIFS client, or using HTTP.

Note: You can also configure auditing specific to your file access protocol. For more information,
see the Data ONTAP 7-Mode File Access and Protocols Management Guide.
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For information about forwarding audit logs to a remote syslog log host, see the na_auditlog(5) man
page.

Managing auditlog

Enabling or disabling auditlog
You can enable or disable audit logging in the Auditlog window.

Steps
1. From the Home tab, double-click the appropriate storage system.
2. In the navigation pane, click Configuration > System Tools > Auditlog.

3. Either click Enable or click Disable, as appropriate.

Window descriptions

Configuration > System Tools > Auditlog
Enter a short description of your reference here (optional).

Enter the syntax information of your reference here (optional).

Enter the actual information in this section (optional).

Enter an example to illustrate your reference here (optional).
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Halting a storage system

You can use the Halt and Reboot window to halt or shut down a storage system.

Steps

1.

2. In the navigation pane, click Configuration > System Tools.

3. Click Halt and Reboot.

4. Specify one of the options:
If... Then...
You want to allow clients to terminate connections and perform a  Select the "Wait for clients” check
clean shut down of the storage system after an interval of time box and specify the time.
You want the storage system to perform a core dump, without Select the "Dump core" check
flushing cached data, before halting box.

5. Click Halt.

6. Select the check box in the confirmation window and click Halt.

Rebooting a storage system

You can use the Halt and Reboot window to reboot a storage system. Rebooting stops and then
restarts the storage system. Rebooting a storage system is commonly performed to allow modified
configuration files to take effect or to run a newly installed version of Data ONTAP.

Steps
From the Home tab, double-click the appropriate storage system.

In the navigation pane, click Configuration > System Tools.

Click Halt and Reboot.

M w p e

Specify one of the options:
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If... Then...

Select the "Wait for clients" check

You want to allow clients to terminate connections gracefully,
box and specify the time.

specify the time before the shutdown, then restart the storage
system

You want the storage system to perform a core dump before Select the "Dump core" check box.

rebooting

5. Click Reboot.
6. Select the check box in the confirmation window and click Reboot.

Window descriptions
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Understanding CIFS diagnostics

CIFS diagnostics

You can view current CIFS activities and statistics for a selected storage system in the Diagnostics
CIFS window.

CIES client monitoring

If you enable per-client monitoring with the ci f s. per _cl i ent _st at s. enabl e setting, the
application can display client-based CIFS activities (also known as "cifs top™). The output can be
sorted by client name, operations per second, read operations, read size per second, suspicious events
per second, write operations, and write size per second.

Note: Enabling CIFS client monitoring might impact system performance.

CIFS statistics

If you click the CIFS Diagnostics window Statistics button, the application displays a copy of the
current counts and percentages of all CIFS operations and a number of internal statistics that might
be used when diagnosing performance and other problems.

If the per-client flag is on, you can query a user or a host CIFS statistic. If more than one match is
found, the application lists all the matched users or host names and the sum of their statistics. You
can reset all CIFS operation counters, including per-client counters to zero.

Note: Enabling CIFS statistics queries might impact system performance.

Monitoring CIFS diagnostics

Monitoring CIFS diagnostics

You can view current CIFS activities and statistics for a selected storage system. You can sort the
output by client name, operations per second, read operations, read size per second, suspicious events
per second, write operations, and write size per second.

Before you begin

CIFS must be licensed and enabled on the storage system.
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Steps
1. From the Home tab, double-click the appropriate storage system.
2. Inthe navigation pane, click Diagnostics > CIFS .

CIFS monitoring begins for the selected storage system in the CIFS Diagnostics window.
Monitoring continues until you select a different storage system.

3. Click Statistics and view detailed CIFS statistics.

4. If you want to enable CIFS statistics per client, click Edit , select the "Enable CIFS statistics per
client" check box, then click OK.

Note: The "per client statistics" is turned off by default. This feature tracks counts and
percentages for non-blocking and blocking CIFS operations. Because of the quantity of
information, this feature might affect system performance.

Window descriptions

CIFS Diagnostics window
You can use the CIFS Diagnostics window, to view current information about CIFS activities.

e Command buttons
e Columns

Command buttons

Statistics ~ Opens the CIFS Statistics dialog box for the selected storage system.

Refresh Refreshes the CIFS information in the window.

Columns

User Information Displays the client IP address or host name.
Operations/sec Displays the CIFS operations per second for the client.
Read Operations Displays the total number of read operations for the client.
Read Size/sec Displays the rate for read operations per second.
Suspicious Events/sec Displays the number of suspicious events per second.
Write Operations/sec Displays the number of write operations per second.

Write size/sec Displays the rate for write operations per second.
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Viewing sessions

You can monitor all of the CIFS sessions activity on your storage system and view session
information in the Sessions window. You can view the volumes accessed and names of shares and
files opened by connected users.

Steps

1. From the Home tab, double-click the appropriate storage system.

2. In the navigation pane, click Diagnostics > Session.

Window descriptions

Diagnostics > Session
Enter a short description of your reference here (optional).

Enter the syntax information of your reference here (optional).

Enter the actual information in this section (optional).

Enter an example to illustrate your reference here (optional).
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Format of SnapMirror log files

Understanding the format of SnapMirror log files can help you better handle issues related to
SnapMirror transfers.

The log file is in the following format:
type timestanp source_system source_path dest_system dest_path event_info

t ype can be one of the following: src, dst, | og, cnd. t ype specifies whether the record is for the
source side (sr c) or destination side (dst ) of the transfer. Certain events apply to only one side. The
type | og indicates a record about the logging system itself, for example, St.art _Loggi ng and
End_Loggi ng. The type cnd indicates a record of user commands, for example, Rel ease_comand
and Resync_comand.

ti mest anp is expressed in ct i ne format, for example:
Fri Jul 27 20:41: 09 QM.

event _i nf o includes the following event names:

Request ( I P address | transfer type ) Start Restart (@num KB) End (num KB
done) Abort (error_nsg) Defer (reason) Rollback_start Roll back_end

Rol | back_failed Start_Loggi ng End_Loggi ng Wait_tape New_ tape Snapmirror_on
Snapmrror_off Quiesce_start Quiesce_end Quiesce failed Resune_conmand

Br eak_command Rel ease_conmand Abort _command Resync_command M grat e_conmand

The Request event on the source side includes the IP address of the system that made the transfer
request; the Request event on the destination side includes the type of transfer. At the end of each
successful transfer, the End event also reports the total size of the transfer in KB. Error messages are
included with the Abor t and Def er events.

Example
The following is an example of a log file from the source side:

log Fri Jul 27 20:00:01 GMTI - - Start_Logging

cmd Fri Jul 27 20:00:20 GMI - - Snapmrror_on

src Fri Jul 27 20:41:09 GMI systeni:vol 1 systenR:vol 1 Request (10.56.17.133)

src Fri Jul 27 20:41:32 GMI systeml:vol 1 systenR:vol 1 Abort (Destination not allowed)
src Fri Jul 27 20:45:31 GMI systeml:vol 0 systeml: vol 1 Request (10.56.17.132)

src Fri Jul 27 20:45:35 GMI systeml: vol 0 systeml:vol 1 Start

src Fri Jul 27 20:51:40 GMI systeml:vol O systeml:vol 1l End (26200 KB)

src Fri Jul 27 22:41:09 GMI systeml:/vol/vol 1/ qt A systen®:/vol/vol 1/ qt B Request
(10.56.17.133)

src Fri Jul 27 22:41:12 GMT systenti:/vol/vol 1/ qt A systenR:/vol/vol 1/qtB Start

src Fri Jul 27 22:41:13 GMI systeni:/vol/vol 1/ qt A systen®:/vol/vol 1/ qt B Abort (Non-
uni code directory found in source qtree.)

src Fri Jul 27 22:45:53 GMI systeml:/vol/vol 1/qtb systenR:/vol/vol 1/ gsnb Request
(10.56.17.133)

src Fri Jul 27 22:45:56 GMI systeni:/vol/vol 1/qtb systenR:/vol/vol 1/gsnb Start
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dst
dst

dst
dst
dst
dst

dst
dst

Fri
Fri

Fri
Fri
Fri
Fri

Fri
Fri

Jul
Jul

restricted)

Jul

(Initialize)

Jul
Jul
Jul

( Schedul ed)

Jul
Jul

27
27

27

7 22:
22:
23:

27
27

27
27

22:
22:

22:

23:
23:

50:
50:

57:
57:
57:
10:

10:
10:

18
20

17
24
36
03

07
18

syst eml
syst eml

systeml
systeml
systeml
systeml

systeml
systeml

The following is an example of a log file from the destination side:

src Fri Jul 27 22:45:59 GMI systeml:/vol/vol 1/qtb systenR:/vol/vol 1/ qsnb End (3800 KB)
cmd Fri Jul 27 22:50:29 GMI systeml:/vol/vol 1/qtb systen®:/vol/vol 1/ qsnb Rel ease_comrand
Example

:vol 0 systentl:vol 1 Request (Initialization)
:vol 0 systentl:vol 1 Abort (Destination is not

:/vol /vol 1/ qt A

:/vol/vol 1/ qt A
:/vol/vol 1/ qt A
:/vol/vol 1/ qt A

:/vol/vol 1/ qt A
:/vol/vol 1/ qt A

syst enR

syst enR
syst enR
syst en

syst en®
syst en®

:/vol/vol 1/ qt B

:/vol/vol 1/ qtB
:/vol/vol 1/ qtB
:/vol/vol 1/ qtB

:/vol /vol 1/ qt B
:/vol/vol 1/ qtB

Request

Start
End (55670 KB)
Request

Start
End (12900 KB)

cmd
cmd
cmd
cmd

| og

Sat
Sat
Sat
Sat
Sat

Jul
Jul
Jul
Jul
Jul

28
28
28
28
28

00:
00:
00:
00:
00:

05:
05:
05:
41:
41:

29
29
40
05
10

- systenR:/vol/vol 1/ qt B Qui esce_start

- systenR:/vol/vol 1/ qt B Qui esce_end

- systen®:/vol/vol 1/ qt B Break_comrand
systeml: /vol /vol 1/ qt A systenR:/vol/vol 1/qtB
- - End_Loggi ng

Resync_conmand

Example
The following is an example of a log file from a retrieve (from tape) request:

dst Fri Jun 22 03:07:34 GMI filer_21:rstOl filer_21:bi gtwo Request (retrieve)
dst Fri Jun 22 03:07:34 GMI filer_21:rst0Ol filer_1:bigtwo Start

dst Fri Jun 22 05:03:45 GMT filer_1:rstOl filer_1:bigtwo Wiit_tape

dst Fri Jun 22 15:16:44 GMT filer_1:rstOl filer_1:bigtwo New_tape

dst Fri Jun 22 17:13:24 GMVT filer_1:rstOl filer_1:bigtwo Wiit_tape

dst Fri Jun 22 17:56:43 GMT filer_l:rstOl filer_1:bigtwo New_tape

dst Fri Jun 22 18:10:37 GMI filer_1:rstOl filer_1:bigtwo End (98602256 KB)

SnapMirror files
SnapMirror uses configuration files, log files, and other files for its operation.

The following table lists the files used by SnapMirror, along with their corresponding functions:

File Function

/et c/ snapnirror. conf | Enables you to specify SnapMirror source and destination

relationships, along with the following settings:

« SnapMirror update schedules for a relationship
* Type of relationship; single path, multipath, or failover
» Other options for a given SnapMirror relationship
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File

Function

/etc/
shapmirror. all ow

Enables you to specify the SnapMirror destinations that are allowed to
copy from the system.

Note: You can also use the opti ons snapmi rror. access
command to specify the allowed destinations. However, if both the
options snapmirror.access command and the / et c/
snapmi rror. al | owfile are used, opti ons

snapni rror. access takes precedence. This can affect the
initialization of SnapMirror relationships.

/etc/log/
shapmrror. x

Records the SnapMirror data transfer history.

Note: There might be one or more SnapMirror log files.

The latest logs are stored in the file named snapmi rr or . The older
logs are named snapmi rror. O-and snapmnirror. 1.

/etc/ hosts

SnapMirror uses the entries in this file to resolve host names.

For more information about SnapMirror files, see the following man pages:

* na_snhapmrror.conf

* na_snapmirror.allow

* na_hosts







HA Configuration

Understanding HA configuration

HA configuration

System Manager includes several features that enable you to keep operating a storage system even if
its partner system in an HA configuration stops functioning. Takeover is the process in which a node
takes over the storage of its partner. Giveback is the process in which the storage is returned to the
partner.

When one storage system in an HA configuration undergoes a system failure and cannot reboot, the
partner system in the HA configuration can take over the failed system's functions and serve network
clients the data on the failed system's disks. This is known as a takeover. Additionally, you can issue
a manual takeover at any time, to force a takeover: for instance, to allow scheduled maintenance to
be performed on a storage system.

After the failed partner is running normally again, you issue a giveback, which returns the identity
from the emulated storage system to the failed system, resulting in a return to normal operation.

What an HA pair is

An HA pair is two storage systems (nodes) whose controllers are connected to each other either
directly or, in the case of a fabric-attached MetroCluster, through switches and FC-VI interconnect
adapters.

You can configure the HA pair so that each node in the pair shares access to a common set of
storage, subnets, and tape drives, or each node can own its own distinct set of storage.

Depending on the model, nodes are connected to each other through an NVRAM adapter, gigabit
Ethernet connections, or, in the case of systems with two controllers in a single chassis, through an
internal interconnect. This allows one node to serve data that resides on the disks of its failed partner
node. Each node continually monitors its partner, mirroring the data for each other’s nonvolatile
memory (NVRAM or NVMEM).

Characteristics of nodes in an HA pair

To configure and manage nodes in an HA pair, you should be familiar with the characteristics of HA
pairs.

» The controllers in the HA pair are connected to each other either through an HA interconnect
consisting of adapters and cable, or, in systems with two controllers in the same chassis, through
an internal interconnect. The nodes use the interconnect to do the following tasks:

« Continually check whether the other node is functioning
» Mirror log data for each other’s NVRAM or NVMEM
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e Synchronize each other’s time

They use two or more disk shelf loops, or third-party storage, in which the following conditions
apply:

» Each node manages its own disks or array LUNSs.

» Each node in takeover mode manages its partner's disks or array LUNSs. For third-party

storage, the partner node takes over read/write access to the array LUNs owned by the failed
node until the failed node becomes available again.

Note: Disk ownership is established by Data ONTAP or the administrator, rather than by
which disk shelf the disk is attached to.

For more information about disk ownership, see the Data ONTAP 7-Mode Storage
Management Guide.

They own their spare disks, spare array LUNSs, or both and do not share them with the other node.
They each have mailbox disks or array LUNSs on the root volume:

* Two ifitis a FAS system (four if the root volume is mirrored using the SyncMirror feature).
* OneifitisaV-Series system (two if the root volume is mirrored using the SyncMirror
feature).

The mailbox disks or LUNSs are used to do the following tasks:

» Maintain consistency between the pair

» Continually check whether the other node is running or whether it has performed a takeover
» Store configuration information that is not specific to any particular node

They can reside on the same Windows domain or on different domains.

Nondisruptive operations and fault tolerance with HA pairs
HA pairs provide fault tolerance and the ability to perform nondisruptive upgrades and maintenance.

Configuring storage systems in an HA pair provides the following benefits:

Fault tolerance

When one node fails or becomes impaired a takeover occurs, and the partner node continues to
serve the failed node’s data.

Nondisruptive software upgrades

When you halt one node and allow takeover, the partner node continues to serve data for the
halted node while you upgrade the node you halted.

Nondisruptive hardware maintenance

When you halt one node and allow takeover, the partner node continues to serve data for the
halted node while you replace or repair hardware in the node you halted.
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What happens during takeover

When a takeover occurs, the unimpaired partner node takes over the functions and disk drives of the
failed node by creating an emulated storage system.

The emulated system performs the following tasks:

» Assumes the identity of the failed node
» Accesses the failed node’s disks, array LUNS, or both and serves its data to clients

The partner node maintains its own identity and its own primary functions, but also handles the
added functionality of the failed node through the emulated node.

Note: When a takeover occurs, existing CIFS sessions are terminated. A graceful shutdown of the
CIFS sessions is not possible, and some data loss could occur for CIFS users.

Managing HA configuration

Enabling or disabling HA pair
You can use the Enable High Availability dialog box to enable or disable high-availability
configuration.

Steps

1. From the Home tab, double-click the appropriate HA configuration.

2. In the navigation pane, click HA Configuration and then click either Enable HA or Disable
HA, as appropriate.

3. Select the confirmation check box and click either Enable or Disable, as appropriate.

Initiating a takeover
You can use the Takeover Operation dialog box to start the takeover of a storage system that you

want to disable so that you can perform repairs or software upgrades.
Steps

From the Home tab, double-click the appropriate HA configuration.
Click HA Configuration.

Click Takeover and select the appropriate storage system from the list.

Specify the takeover options and click Takeover.

a > w Db

Verify that the takeover was successfully completed in the HA Configuration window .
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Issuing a giveback

You can use the Giveback Operation dialog box to issue a giveback, returning the identity of the
partner from the emulated storage system to the partner. You can perform a normal giveback, a
giveback in which you terminate processes on the partner node, or a forced giveback.

Steps

From the Home tab, double-click the appropriate HA configuration.
Click HA Configuration.

Click Giveback.

M w p R

Select a giveback option and click Giveback.

Note: Select the "Normal" option unless there are open files or a core dump is in process; then
you should select the "Force giveback™ option.

Halting a storage system
You can halt one of the storage systems in an HA configuration without a takeover by the partner

system.

Steps

1. From the Home tab, double-click the appropriate HA configuration.

2. Click HA Configuration.

3. From the Halt system menu, select the appropriate partner storage system.

4. Select the confirmation check box and click Halt.

5. Verify that the storage system has been halted in the HA Configuration window.

Window descriptions

HA Configuration window
You can use the HA Configuration window to enable and disable HA configuration, complete a

takeover, or to issue a giveback.
Command Buttons

Edit Settings Opens the Edit Active/Active Settings dialog box. You can use this dialog box to
enable and disable HA configuration.



Takeover
Giveback

Halt system
Refresh
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Starts the Active/Active Takeover wizard.

Opens the Giveback Operation dialog box. You can use this dialog box to issue a
giveback, returning the identity of the partner from the emulated storage system to
the partner.

Stops the selected storage system.

Updates the information in the window.
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